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Abstrakt
Tato diplomová práce, vypracovaná ve spolupráci se společností ERA a.s., se zabývá
problematikou přesné lokalizace cíle v trojrozměrném prostoru pomocí pasivních mul-
tilateračních systémů, které využívají časové rozdíly příchodu signálu (TDOA) na více
senzorů. Hlavní matematický problém spočívá v řešení soustavy nelineárních rovnic,
k čemuž tato práce přistupuje transformací problému na soustavu tří kvadrik (3Q3).
Výzkum vyhodnocuje několik zavedených algoritmů, které porovnává z hlediska přes-
nosti, numerické stability a výpočetní efektivity. Jako nejvhodnější základ byl identi-
fikován algoritmus Efficient 3Q3 (E3Q3), jehož neiterativní povaha umožňuje dosahovat
o dva až čtyři řády vyšší rychlosti než konkurenční metody, a to při zachování vysoké
přesnosti. Pro překonání numerických nestabilit způsobených chybami měření jsme vyv-
inuli algoritmus Modified E3Q3 (ME3Q3). Tato metoda využívá unscented transformaci
k deterministickému posunu TDOA vektorů prostřednictvím sigma bodů, což významně
zvyšuje spolehlivost výpočtu. Výsledky ukazují, že zatímco ME3Q3 nabízí zásadní nárůst
stability ve scénářích 3×TDOA, v případech 2×TDOA (využívajících náhradní sféru) je
zlepšení méně výrazné. Práce dále zkoumá různé techniky odhadu chyb za účelem efek-
tivního výběru nejlepšího kandidáta z více potenciálních průsečíků.

Summary
This master’s thesis, developed in collaboration with ERA a.s., addresses the challenge
of precise target localisation in three-dimensional space using passive multilateration sys-
tems that rely on the Time Difference of Arrival (TDOA) of signals at multiple sensors.
The core mathematical difficulty involves solving a system of non-linear equations, which
this work approaches by transforming them into a system of three quadrics (3Q3). The
research evaluates several established algorithms, benchmarking them for accuracy, nu-
merical stability, and computational efficiency. The Efficient 3Q3 (E3Q3) solver is iden-
tified as the most suitable baseline, as its non-iterative nature allows it to operate two
to four orders of magnitude faster than competing methods while maintaining high ac-
curacy. To overcome numerical instabilities caused by measurement errors, we propose
the Modified E3Q3 (ME3Q3) algorithm. This method utilises the unscented transform to
deterministically shift TDOA vectors via sigma points, significantly improving reliability.
Results indicate that while ME3Q3 offers a major stability leap in 3×TDOA scenarios,
its improvement in 2×TDOA cases (utilising a substitute sphere) is more incremental.
Additionally, the thesis explores various error estimation techniques to effectively select
the best candidate from multiple potential intersection points.



Klíčová slova
Multilaterační systémy, Časový rozdíl příchodu signálu (TDOA), Kvadriky, Homotopická
kontinuace, Rezultant, E3Q3 solver, Numerická stabilita, Unscented transformace, Hy-
perboloidy
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Rozšířený abstrakt
Tato diplomová práce se zabývá problematikou přesné lokalizace objektů v trojrozměr-

ném prostoru pomocí pasivních multilateračních systémů využívajících metodu Time Dif-
ference of Arrival (TDOA). Práce vznikla ve spolupráci se společností ERA a.s. a zaměřuje
se především na matematické a numerické aspekty řešení soustavy nelineárních rovnic,
které vznikají při určování polohy cíle na základě rozdílů časů příchodu elektromagnet-
ického signálu k jednotlivým senzorům. Motivací práce je rostoucí význam pasivních
sledovacích systémů v oblasti obranných a navigačních technologií, zejména v souvislosti
s omezeními klasických radarových systémů vůči moderním stealth technologiím.

V multilateračních systémech není znám čas vyslání signálu cílem, a proto není možné
přímo určit vzdálenost objektu od jednotlivých senzorů. Místo toho se využívají rozdíly
časů příchodu signálu mezi dvojicemi senzorů, které vedou na soustavu nelineárních
rovnic. Tyto rovnice lze algebraickými úpravami převést na soustavu tří kvadratick-
ých ploch, tzv. 3Q3 systém (Three Quadrics in Three Dimensions). V případě TDOA
lokalizace mají tyto kvadriky charakter hyperboloidů dvou plášťů. Jedním z hlavních cílů
práce bylo nalézt numericky stabilní a výpočetně efektivní algoritmus schopný spolehlivě
řešit průnik těchto kvadrik i za přítomnosti chyb měření.

Práce nejprve analyzuje matematický základ multilateračních systémů a podrobně
popisuje převod TDOA rovnic na kvadratické rovnice druhého stupně. Následně jsou stu-
dovány různé přístupy k řešení problému 3Q3. Mezi analyzované metody patří zejména
Efficient 3Q3 solver (E3Q3), metoda resultantu, homotopická kontinuace a další alge-
braické přístupy, například Gröbnerovy báze nebo Levinova metoda. Každý algoritmus
byl implementován v jazyce Python a testován na rozsáhlých simulovaných datech s cílem
porovnat jejich přesnost, numerickou stabilitu a časovou náročnost.

Klíčovou částí práce je detailní rozbor algoritmu E3Q3. Tento algoritmus převádí sous-
tavu tří kvadratických rovnic na jediný polynom osmého stupně, jehož kořeny odpovídají
možným řešením lokalizačního problému. Díky tomu, že metoda nevyužívá iterativní op-
timalizaci, dosahuje výrazně vyšší rychlosti oproti ostatním solverům. Výsledky simulací
ukázaly, že E3Q3 překonává ostatní metody nejen z hlediska rychlosti, ale také z hlediska
přesnosti ve scénářích se třemi dostupnými TDOA měřeními. Bylo prokázáno, že algo-
ritmus dosahuje o dva až čtyři řády vyšší výpočetní efektivity než konkurenční metody
založené na homotopické kontinuaci nebo symbolických výpočtech.

Praktické použití multilateračních systémů je však výrazně ovlivněno šumem a chy-
bami měření. Proto se práce dále zaměřuje na zvýšení numerické stability solveru E3Q3.
Za tímto účelem byl navržen nový algoritmus Modified E3Q3 (ME3Q3), který využívá
unscented transformaci a sigma body k deterministickému posunu TDOA vektorů. Hlavní
myšlenkou je opakované řešení problému pro mírně modifikované vstupy, čímž lze elimino-
vat případy, kdy kvůli chybám měření neexistuje průnik hyperboloidů na správné straně
kvadrik. Metoda umožňuje významně zvýšit pravděpodobnost nalezení správného řešení
bez zásadního zvýšení výpočetních nároků.

Další část práce se věnuje odhadu chyb a výběru nejpravděpodobnějšího řešení z množ-
iny kandidátních průsečíků. Byly analyzovány geometrické i analytické přístupy, napřík-
lad využití vrcholů hyperbol, planární a sférické aproximace nebo linearizace problému.
Součástí práce bylo také studium Mahalanobisovy vzdálenosti a optimalizace prahových
hodnot pro rozhodování o kvalitě nalezeného řešení. Tyto metody slouží ke zvýšení
spolehlivosti lokalizačního systému zejména v situacích, kdy existuje více matematicky
přípustných řešení.



Experimentální část práce byla realizována pomocí simulovaných scénářů zahrnujících
různé konfigurace senzorů, různé vzdálenosti cíle i různé úrovně šumu měření. Testovány
byly jak případy se třemi TDOA rovnicemi, tak situace, kdy jeden ze senzorů nezachytí
signál a jedna kvadrika je nahrazena pomocnou sférou reprezentující známou výšku cíle
nad zemí. Výsledky ukázaly, že algoritmus ME3Q3 přináší výrazné zvýšení stability ze-
jména ve scénářích 3×TDOA. V případech 2×TDOA bylo zlepšení menší, avšak stále
pozorovatelné. Současně bylo potvrzeno, že i přes určité zvýšení výpočetní složitosti
zůstává metoda ME3Q3 výrazně rychlejší než alternativní algoritmy založené na homo-
topické kontinuaci.

Závěrem lze konstatovat, že práce úspěšně identifikovala vhodný numerický přístup
k řešení problému průniku tří kvadrik v kontextu multilateračních systémů. Algorit-
mus E3Q3 se ukázal jako nejefektivnější základní metoda díky své vysoké rychlosti a do-
bré přesnosti. Navržený algoritmus ME3Q3 následně významně rozšířil jeho praktickou
použitelnost zvýšením numerické stability v podmínkách reálných měření. Výsledky
práce potvrzují, že algebraické neiterativní přístupy představují perspektivní alternativu
ke klasickým optimalizačním metodám používaným v pasivních lokalizačních systémech.
Současně práce otevírá prostor pro další výzkum v oblasti adaptivního odhadu chyb, op-
timalizace výběru řešení a využití pokročilých statistických metod pro zpracování TDOA
dat.
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1. Introduction
The precise localisation of targets in three-dimensional space is a fundamental chal-

lenge in modern navigation, surveillance, and defence systems. Traditionally, this task has
been performed by active radar systems. However, the emergence of stealth technologies
has created a need for alternative methods.

Multilateration systems offer a robust solution to this challenge by operating passively.
Instead of emitting a signal, these systems rely on the signals already emitted by the
target. However, the passive approach introduces a mathematical complexity: since the
emission time of the signal is unknown, the system must rely on the Time Difference of
Arrival (TDOA) at multiple sensors to determine the target’s location.

The core of the multilateration problem lies in solving a set of non-linear equations
derived from these time differences. Traditionally, this has been done using iterative
optimisation due to its numerical stability. In this thesis, we attempt to develop a more
efficient and numerically stable solver by transforming the non-linear system of equations
into a system of three quadrics (a 3Q3 system) and finding their intersections.

This thesis was developed in close collaboration with ERA a.s., a leading developer of
passive surveillance and reconnaissance technology. To ensure the practical applicability
and rigorous testing of the proposed methods, all algorithms discussed in this work were
implemented in Python. This implementation allowed for extensive benchmarking against
simulated data to compare accuracy, numerical stability, and computational efficiency.

This work studies the problem from many numerical, algebraic and geometric points
of view. In chapter 2, we more closely introduce the TDOA equations, show how they
can be transformed into a 3Q3 system, and identify the types of quadrics. In chapter 3,
we introduce established algorithms for solving the 3Q3 problem. These algorithms range
from highly universal, which can be used to solve more general non-linear equations, to
ones designed specifically for the 3Q3 system. In chapter 4, we compare the accuracy,
numerical stability and efficiency of these algorithms on a number of scenarios to select
the most suitable solver. In chapter 5, we introduce Modified E3Q3 (ME3Q3), a method
that can significantly improve the numerical stability and the accuracy of established
solvers using the unscented transform. In chapter 6, we attempt to further improve the
capability of the method to select the best solution using multiple geometric and analytical
approaches. Finally, in chapter 7, we compare the different approaches and arrive at a final
algorithm.
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2. MULTILATERATION SYSTEMS

2. Multilateration systems
2.1. Time difference of arrival
Standard radar works by sending out an electromagnetic wave of given characteristics
and measuring the time it takes to reflect and return to a detector in a given direction.
This gives information as to how far the wave needs to travel to reach a potential target.
Combined with the angle at which the reflected signal is received, it gives us the target’s
location [1]. For a target to be detected, the EM waves need to be reflected in the
direction of the detector. This requirement can be exploited by constructing a target
with a geometry such that almost no waves are reflected back. This is the idea behind
stealth aircrafts such as the F-117 Nighthawk, the B-2 Spirit or the F-35 Lightning II
[2]. A multilateration system gets around this by not sending out any signal and instead
relying on the signals emitted by the target itself. Multilateration systems also have
a number of other advantages over traditional radars. For example, since they are not
emitting any signal, they are much more difficult to find and destroy in a potential conflict.
There are, however, some challenges with this approach.

Firstly, it relies on the target emitting a strong signal that can be detected. This
can come in the form of an on-board radar or telecommunications that a non-cooperating
target may use, or a calibrated signal emitter for a cooperating target. Secondly, for a non-
cooperating target, the signal has unknown properties such as frequency and modulation.
Additionally, the target can be actively trying to obfuscate its signal by, for example,
changing its frequency continuously. Finally, the signal is emitted at an unknown time,
so a different approach than that which radars use is required to find the position of the
target. This final problem is what the thesis focuses on.

In theory, the target can be found by using four detectors spread out over large dis-
tances (tens of kilometres) and measuring the times at which the signal is detected, then
subtracting the measured time of the central detector from the other times to get the
Time Difference Of Arrival (TDOA) vector. The target can then be found by solving the
following set of non-linear equations [3]:√

(x− xi)2 + (y − yi)2 + (z − zi)2 =√
(x− x0)2 + (y − y0)2 + (z − z0)2 + c∆ti, i = 1, 2, 3, (2.1)

where (x, y, z) is the position of the target, (xi, yi, zi) is the position of the i-th detector,
c is the speed of the electromagnetic wave in air, and ∆ti is the i-th element of the
TDOA vector. We will refer to an equation from this system as a TDOA equation. More
generally, more than 4 detectors may be used, but such a scenario is outside the scope of
this work.
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2.2. QUADRICS IN MULTILATERATION SYSTEMS

2.2. Quadrics in multilateration systems
In order to make the set of equations (2.1) easier to solve, we will transform it into a set
of polynomial equations. After squaring both sides of (2.1) and some manipulation we
get

1

2c∆ti
(2x(x0−xi) + 2y(y0−yi) + 2z(z0−zi) + Ai) =

√
(x−x0)2 + (y−y0)2 + (z−z0)2,

Ai = x2
i + y2i + z2i − x2

0 − y20 − z20 − c2∆t2i .

Here we had to assume ∆ti ̸= 0. If ∆ti = 0, the equation represents a plane where all
points are equidistant from the detectors (xi, yi, zi) and (x0, y0, z0).

Squaring both sides of the equations (2.1) does not introduce more solutions if the
right-hand side is positive. This is automatically fulfilled in the ideal case without any
measurement errors; however, it needs to be verified in the general case.

After squaring both sides of the equation again and some further manipulation, we
get a set of quadric equations

Ci,1x
2 + Ci,2xy + Ci,3xz + Ci,4y

2 + Ci,5yz + Ci,6z
2+

Ci,7x+ Ci,8y + Ci,9z + Ci,10 = 0, i = 1, 2, 3, (2.2)

where

Ci,1 =
(x0 − xi)

2

c2∆t2i
− 1,

Ci,2 = 2
(x0 − xi)(y0 − yi)

c2∆t2i
,

Ci,3 = 2
(x0 − xi)(z0 − zi)

c2∆t2i
,

Ci,4 =
(y0 − yi)

2

c2∆t2i
− 1,

Ci,5 = 2
(y0 − yi)(z0 − zi)

c2∆t2i
,

Ci,6 =
(z0 − zi)

2

c2∆t2i
− 1,

Ci,7 =
Ai(x0 − xi)

c2∆t2i
+ 2x0,

Ci,8 =
Ai(y0 − yi)

c2∆t2i
+ 2y0,

Ci,9 =
Ai(z0 − zi)

c2∆t2i
+ 2z0,

Ci,10 =
A2

i

4c2∆t2i
− x2

0 − y20 − z20 ,

Ai = x2
i + y2i + z2i − x2

0 − y20 − z20 − c2∆t2i .

The set of three equations (2.2) in general represents the problem of finding the intersec-
tion of three quadrics (3Q3). We will refer to a quadric with coefficients Ci,1 − Ci,10 as

4



2. MULTILATERATION SYSTEMS

a TDOA quadric. To find the type of quadric each equation represents, we first calculate
the eigenvalues of the matrix

Qi =


Ci,1

Ci,2

2

Ci,3

2
Ci,2

2
Ci,4

Ci,5

2
Ci,3

2

Ci,5

2
Ci,6

 .

If we make the substitutions

X =
x0 − xi

c∆ti
, Y =

y0 − yi
c∆ti

, Z =
z0 − zi
c∆ti

,

we can write Qi as

Qi =

X2 − 1 XY XZ
XY Y 2 − 1 Y Z
XZ Y Z Z2 − 1

 .

The eigenvalues of this matrix are

λ1,2 = −1, λ3 = X2 + Y 2 + Z2 − 1.

If we assume no measurement errors, then due to the triangle inequality

X2 + Y 2 + Z2 ≥ 1.

Additionally, the equality only occurs if the target is collinear with the 0th and ith radar.
In this case, the quadric would be the union of two half-lines, each starting in one of
the detectors and both lying on the line given by them. As this scenario is unlikely to
occur, we will not consider it from now on. Then the eigenvalues λ1,2 have a different sign
from λ3. Therefore, the equations (2.2) represent hyperboloids or a quadratic cone.

Next, we calculate the determinant of the matrix

Mi =


Ci,1

Ci,2

2

Ci,3

2

Ci,7

2
Ci,2

2
Ci,4

Ci,5

2

Ci,8

2
Ci,3

2

Ci,5

2
Ci,6

Ci,9

2
Ci,7

2

Ci,8

2

Ci,9

2
Ci,10

 .

This is equal to

|Mi| =−
(
Xx0 + Y y0 + Zz0 +

A

2c∆ti

)2

=−
(
(x0 − xi)

2 + (y0 − yi)
2 + (z0 − zi)

2

2c∆ti
− 1

2

)2

.

For the reasons stated above, |Mi| ≤ 0 and the equality case will not be considered. As
a result, the equations (2.2) represent hyperboloids of two sheets.

By squaring both sides of the equation a second time, we made it so that the equations
represent both sheets of the hyperboloids, not just one. This is likely to introduce more
solutions, making it necessary to verify the validity of any found solution.

One additional problem we would like to consider is the case where only 3 of the
detectors detect a signal. In such a case, we would lack the information to locate the target.
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2.2. QUADRICS IN MULTILATERATION SYSTEMS

However, if we have some information about the height of the target above ground, we
can replace one of the missing TDOA equations with an equation of a sphere. Assuming
that the centre of the Earth is at the point (0, 0,−r), where r = 6378 km is the radius of
the Earth, and the target is h above ground, the equation of the substitute sphere is

x2 + y2 + (z + r)2 = (r + h)2. (2.3)

Additionally, if the detector that did not detect the signal is the central, zeroth detec-
tor, it is necessary to change the TDOA equations so as not to use it. We do this by using
the first detector to play the role of the central detector and replacing the first equation
with the substitute sphere.
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3. SOLVERS

3. Solvers
The main goal of this thesis is to find the best numerical solver for the 3Q3 problem in

general and for the TDOA hyperboloids in particular. In order to compare the accuracy
and efficiency of the solvers, we have implemented all of them in Python and later tested
them on simulated data. In this chapter, we will introduce the mathematics behind the
solvers and comment on how they can be practically implemented.

3.1. One dimension
Many solvers applicable for 3Q3 rely on transforming the system of polynomial equations
into a single high-degree polynomial whose roots need to be found. Here, we would like
to showcase some of the standard solvers for this problem. As many of these methods are
iterative, comparing their performance naturally requires the following notion [4].

Definition 1. If a sequence {xn}∞n=1 converges to a value r and if there exist real numbers
λ > 0 and α ≥ 1 such that

lim
n→∞

|xn+1 − r|
|xn − r|α

= λ,

then we say that α is the order of convergence of the sequence.

3.1.1. Durand–Kerner method
This is an iterative method that uses a fixed-point mapping to find all roots simul-
taneously [5]. Let f(x) = xn + a1x

n−1 + · · · + an−1x + an be a polynomial and let
ri, i = 1, 2, . . . , n, be its roots. We can then write f in the factored form

f(x) = (x− r1)(x− r2) . . . (x− rn).

We can then get an expression for any root ri as

ri = x− f(x)

(x− r1) . . . (x− ri−1)(x− rr+1) . . . (x− rn)
.

We can turn this into a sequence

xk+1 = xk −
f(xk)

(xk − r1) . . . (xk − ri−1)(xk − rr+1) . . . (xk − rn)
,

where ri is a fixed point:

ri −
f(ri)

(ri − r1) . . . (ri − ri−1)(ri − rr+1) . . . (ri − rn)
= ri − 0 = ri.
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3.1. ONE DIMENSION

Given initial guesses r01, . . . , r
0
n, we can iterate the following system:

rk+1
1 = rk1 −

f(rk1)

(rk1 − rk2)(r
k
1 − rk3) . . . (r

k
1 − rkn)

,

rk+1
2 = rk2 −

f(rk2)

(rk2 − rk+1
1 )(rk2 − rk3) . . . (r

k
2 − rkn)

,

rk+1
3 = rk3 −

f(rk3)

(rk3 − rk+1
1 )(rk3 − rk+1

2 )(rk3 − rk4) . . . (r
k
3 − rkn)

,

...

rk+1
n = rkn −

f(rkn)

(rkn − rk+1
1 )(rkn − rk+1

2 ) . . . (rkn − rk+1
n−1)

.

This system uses Gauss–Seidel-like iteration, i.e., the later elements of the vector rk+1

use previously computed elements from rk+1. However, the updates of the roots may also
be executed as a simultaneous Jacobi-like iteration where rk+1 is computed only from rk.
Both approaches are viable and have their own advantages. For example, the Gauss–
Seidel-like iteration only requires one storage vector, while the Jacobi-like iteration is
much easier to implement in parallel.

Another way to view this approach is as the multidimensional Newton’s method ap-
plied to the Vieta’s system [6]:

1 = −r1 − r2 − · · · − rn,

an−1 = (r1r2 + r1r3 + · · ·+ r1rn) + (r2r3 + r2r4 + · · ·+ r2rn) + · · ·+ rn−1rn,

...
a0 = (−1)nr1 . . . rn.

Therefore, the Durand–Kerner method shares some properties with Newton’s method.
Namely, for simple roots, if the initial guess is sufficiently close to the root, the Durand–
Kerner method converges quadratically. For a multiple root, this is reduced to a linear
convergence. Finally, the Durand–Kerner method is not generally convergent [7]. This
means that there are open sets of polynomials with open sets of initial conditions that
lead to a periodic cycle.

3.1.2. Aberth method
This method, introduced by Oliver Aberth [8], is a variation of Newton’s method, where
instead of taking

xk+1 = xk −
f(xk)

f ′(xk)

to get an estimate for the root ri, we take

xk+1 = xk −
F (xk)

F ′(xk)
,

where
F (x) =

f(x)∏n
j=1;j ̸=i(x− rj)

.

8
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The advantage of this approach compared to Newton’s method is that it “pushes” the
individual roots away from each other. As a result, it is far less likely that multiple root
estimates approach the same root. This way, we get the following system:

rk+1
i = rki −

f(rki )

f ′(rki )

1− f(rki )

f ′(rki )
·
∑

j ̸=i
1

ri−rj

, i = 1, . . . , n.

Here we used the Jacobi-like iteration, but just like with the Durand–Kerner method,
Gauss–Seidel-like iteration is equally viable.

Another advantage of this method over the Newton’s method and even the Durand–
Kerner method is that, for simple roots, if the initial guess is sufficiently close to the
root, the Aberth method converges cubically [9]. However, this is still reduced to a linear
convergence for a multiple root.

3.1.3. Eigenvalues of the companion matrix
Given a polynomial f(x) = xn+a1x

n−1+ · · ·+an−1x+an a companion matrix is a square
matrix defined as:

C(f) =


0 0 · · · 0 −an
1 0 · · · 0 −an−1

0 1 · · · 0 −an−2
... ... . . . ... ...
0 0 · · · 1 −a1

 .

The eigenvalues of C(f) are then exactly the roots of f . We have thus transformed
the problem of finding roots of a polynomial into the problem of finding eigenvalues of
a matrix. This can be solved, for example, using the LR or QR algorithms [10].

3.2. E3Q3
The efficient 3Q3 solver (E3Q3) is an algorithm that manipulates the equations to trans-
form a system of three equations of order two into a single equation of order eight that
needs to be solved numerically [11].

For the purposes of the following calculation, we will use a vector form of the equa-
tions (2.2):

qi = Ci · [x2, xy, xz, y2, yz, z2, x, y, z, 1] = 0, i = 1, 2, 3.

The first step is to rearrange the equations so that they take the following form:

A

y2z2
yz

 = P(x)

yz
1

 =

p11(x) p12(x) p13(x)
p21(x) p22(x) p23(x)
p31(x) p32(x) p33(x)

yz
1

 .

Here A is a 3x3 matrix of real numbers and pij are polynomials. The polynomials
p13, p23, p33 are quadratic with the rest being linear.
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3.2. E3Q3

To improve the numerical stability of further calculations, when doing this step numer-
ically, it is not advisable to always choose x as the variable that gets “hidden” in P(x).
Instead, the variable that results in the largest absolute determinant of A is selected.
Without loss of generality, let us further consider this variable to be x. Additionally,
when this algorithm is implemented, the polynomial 3×3 matrix P(x) is represented only
using the coefficients of these polynomials with a 3× 7 numerical matrix.

In the next step, we multiply the equation by A−1, thus getting equations for [y2, z2, yz]:y2z2
yz

 = A−1P(x)

yz
1

 .

This step is the reason why we wanted to maximise the determinant of A. Similarly to
a linear system, taking the inverse of a near-singular matrix is highly unstable and is to be
avoided. However, it is still possible to use a singular A. In such cases, the problem would
simplify, and we could use different solvers. However, for our purposes, this scenario is
highly unlikely and will not be considered. Multiplying the equation by A−1 from left can
be done even if the polynomial matrix P(x) is represented by the numerical matrix P:

y2z2
yz

 = A−1P



x2

xy
xz
x
y
z
1


. (3.1)

Given that we just obtained an alternative representation of [y2, z2, yz], we can sub-
stitute them into the following trivial identities:

(y2) = (yz)y,

(yz)z = (z2)y,

(yz)2 = (y2)(z2).

After doing so, we get:

p1,1x
2z + p1,2x(yz) + p1,3xz

2 + p1,4xz + p1,5(yz) + p1,6z
2 + p1,7z =

p3,1x
2y + p3,2x(y

2) + p3,3x(yz) + p3,4xy + p3,5(y
2) + p3,6(yz) + p3,7y,

p3,1x
2z + p3,2x(yz) + p3,3x(z

2) + p3,4xz + p3,5(yz) + p3,6(z
2) + p3,7z =

p2,1x
2y + p2,2x(y

2) + p2,3x(yz) + p2,4xy + p2,5(y
2) + p2,6(yz) + p2,7y,

(p3,1x
2 + p3,2xy + p3,3xz + p3,4x+ p3,5y + p3,6z + p3,7)

2 =

(p1,1x
2 + p1,2xy + p1,3xz + p1,4x+ p1,5y + p1,6z + p1,7)

(p2,1x
2 + p2,2xy + p2,3xz + p2,4x+ p2,5y + p2,6z + p2,7).

10
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Notice that the order of these equations decreased by one in y and z. If we once again
substitute for y2, z2, yz using (3.1), we get a system of equations linear in y and z. This
can be represented by the following matrix equation:

M(x)

yz
1

 = 0.

As before, if we think of M(x) as a polynomial matrix in x, it is a 3× 3 matrix. However,
when implementing this algorithm, we need to represent it using the coefficients of the
polynomials. This way, we get a 13× 3 matrix M

This matrix equation is a homogeneous equation, so to have a non-zero solution, we
need the determinant of M(x) to be 0. The solution must necessarily be non-zero, as
we know that the third component is 1. This way, we will get a polynomial equation
of order 8, which may be solved using other methods such as the ones mentioned in
section 3.1. This way, we will get up to 8 complex solutions for the value of x. For our
purposes, we will consider the real solutions only.

The last step is to find y and z for each solution. We do this by plugging each solution
x∗ into M(x) to get a numerical 3×3 matrix M(x∗). Without any errors, this would
be a singular matrix. We then take the SVD decomposition M(x∗) = U�V⊤. Next, we
take the column v = [v1, v2, v3]

⊤ of matrix V that corresponds to the smallest absolute
eigenvalue. This column is then a multiple of [y, z, 1]⊤, so we can simply take y = v1/v3
and z = v2/v3.

3.3. Resultant
In this section we will consider two polynomials A,B over R such that

A = a0x
n + a1x

n−1 + · · ·+ an,

B = b0x
k + b1x

k−1 + · · ·+ bk,

where k, n ∈ N. We can solve a system of polynomial equations using the following
results [12].

Definition 2. For any polynomials A,B we define the Sylvester matrix to be the following
square matrix of dimension n+ k:

a0 0 · · · 0 b0 0 · · · 0
a1 a0 · · · 0 b1 b0 · · · 0

a2 a1
. . . ... b2 b1

. . . ...
... ... . . . a0

... ... . . . b0

an an−1 · · · ... bk bk−1 · · · ...
0 an

. . . ... 0 bk
. . . ...

... ... . . . an−1
... ... . . . bk−1

0 0 · · · an 0 0 · · · bk


.
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Definition 3. For polynomials A,B over R, we define their resultant res(A,B) to be the
determinant of their Sylvester matrix. For the sake of clarity, if A and B are polynomials
in x we may write resx(A,B) instead.

Theorem 1. Let λi, i = 1, . . . , n, be the complex roots of A and µj, j = 1, . . . , k, be the
complex roots of B. Then

res(A,B) = an0b
k
0

∏
1≤i≤n
1≤j≤k

(λi − µj)

.

Corollary 1. Two polynomials A,B over R share a root if and only if res(A,B) = 0.

We can use this result to find the solution to the 3Q3 problem by “hiding” all but one
of the variables, say x, in the coefficients

qi(x, y, z) = ai,0(y, z)x
2 + ai,1(y, z)x+ ai,2(y, z) = 0, i = 1, 2, 3

and taking the resultants

p1(y, z) = resx(q1(x, y, z), q2(x, y, z)),
p2(y, z) = resx(q1(x, y, z), q3(x, y, z)).

The resulting functions p1, p2 are degree 4 polynomials in y, z, so we can write them in
the form

pj(y, z) = bj,0(z)y
4 + bj,1(z)y

3 + bj,2(z)y
2 + bj,3(z)y

1 + bj,4(z), j = 1, 2.

Thanks to the properties of resultants, given y, z ∈ R, p1(y, z) = 0 if and only if there is
an x such that q1(x, y, z) = 0 and q2(x, y, z) = 0. Similarly, given y, z ∈ R, p2(y, z) = 0 if
and only if there is an x′ such that q1(x′, y, z) = 0 and q3(x

′, y, z) = 0. Crucially, however,
x may not be equal to x′, thus pj(y, z) = 0 is only a necessary condition for there to be
an x such that qi(x, y, z) = 0. This is reflected in the fact that, according to Bézout’s
theorem, qi(x, y, z) = 0 can have at most 8 solutions, but pj(y, z) = 0 can have up to 16
solutions.

The system of equations pj(y, z) = 0 has a nice interpretation. The equation p1(y, z) =
0 represents the intersection of the two quadrics, q1(x, y, z) = 0 and q2(x, y, z) = 0,
projected to the yz-plane. Similarly, the equation p2(y, z) = 0 represents the intersection
of the quadrics q1(x, y, z) = 0, q3(x, y, z) = 0 projected to the yz-plane. The entire system
pj(y, z) = 0 then represents the intersection of these curves. This interpretation makes
the fact that the system pj(y, z) = 0 has additional solutions more intuitive. Since we are
looking for the intersection of the projections of the curves to the yz-plane, we lost the
information about the x coordinate and introduced false solutions.

The resulting system pj(y, z) = 0 can then be solved using other methods, such as the
homotopy continuation method (see section 3.4) or by taking another resultant:

r(z) = resy(p1(y, z), p2(y, z)).

Here r(z) is a degree 16 polynomial where for each root z′ there is a y ∈ R such that
pj(y, z

′) = 0. We can find the set of the roots of r(z) by one of the methods mentioned
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in section 3.1. Then we can substitute each into pj(y, z
′), turning them into polynomials

only in y and find their common roots y. Then we repeat the same process for qi(x, y, z).
It is not difficult to see how this approach could be generalised to an arbitrary number

of polynomial equations of an arbitrary degree. However, due to the need to take the
determinant of a large, polynomial matrix, this approach becomes extremely complicated
as it gets scaled further. In fact, even with just the 3Q3 problem, our attempts to get
an algorithm that does not need symbolic computations for calculating the coefficients
of the final polynomial using the initial coefficients as parameters came out short. This
means that we are using a symbolic approach and not a strictly numerical one, as is
the case for all other solvers. As a result, our resultant solver runs considerably slower
than it ought to. Of course, for a fair comparison with the other solvers, we would need
the strictly numerical approach. However, a partial comparison can be made with the
symbolic version of the E3Q3 solver, which is still significantly faster. Additionally, for
the reasons discussed in the following chapter, we would not use the resultant solver even
if it were faster than it is now.

3.4. Homotopy continuation method
The basic idea behind the homotopy continuation method (HCM) stems from the fact
that, given a system of polynomial equations, if we change their coefficients continuously,
the solutions also change continuously [13, 14]. Leveraging this idea, we start with a sys-
tem of polynomial equations with the same degrees as the original, that are solvable
analytically. In our case, this would be a different 3Q3 problem. We then change the
coefficients of the equations in a way that we are in some sense closer to the system of
equations we are interested in. The solutions to these shifted equations also get shifted by
a small amount. We can then use the old solutions as a good initial guess for an iterative
method, such as Newton’s method, for solving the shifted problem. We iteratively take
small steps towards the desired system of equations while tracking the solutions. There
is a number of ways to choose a trajectory in the space of coefficients, but we will only
work with the simplest one. Given a matrix of desired coefficients C and of the initial
coefficients C0 we consider for each t ∈ [0, 1] the following coefficients:

Ct = tC + (1− t)C0.

Taking a small step along this trajectory then means taking a small step in t.
There are some issues that this approach can run into. The first one we need to

consider is that the trajectories of the solutions in the complex plane can intersect one
another. If we only consider real coefficients, when a complex solution gets shifted to
a real solution and vice versa, so does its complex conjugate, causing their trajectories
to intersect. To avoid this, we will need to work with complex coefficients. There are
several ways to do this. For example, one could choose a different, non-linear trajectory
that avoids this problematic point. In our case, however, it is easier to instead consider
final coefficients C′ = aC, where a is a strictly complex number (i.e., not real) [15]. We
chose a = eiπφ, where φ = 1+

√
5

2
is the golden ratio.

The second is that the number of (complex) solutions can change. This generally
happens when the system of equations is no longer linearly independent, and the solution
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quickly approaches infinity. To avoid this possibility, given the final coefficients (2.2), we
have chosen the initial system of equations to be

Ci,1x
2 + Ci,4y

2 + Ci,6z
2 + Ci,10 = 0.

All eight solutions of this system can be found by first solving the linear system for
[x2, y2, z2] and then by taking all combinations of positive and negative roots ±

√
x2,

±
√

y2, ±
√
z2. It is clear that if this system of equations is linearly independent, so will

be all systems given by Ct.
The final problem is in the size of the step for each t. There is a trade-off that needs

to be carefully balanced. Taking too large a step risks losing track of the solution when
the iterative algorithm either does not find any solution or finds a different solution to
the one being tracked. Taking too small a step results in unnecessary slowdown.

The simplest way is to take constant steps ∆t at all times. This is implemented in the
algorithms HCM_fast, where ∆t = 0.01 and HCM_slow, where ∆t = 0.001. A better
approach is to use adaptive steps, i.e., to take larger steps when the risk of losing the
solution is small and to take smaller steps if we would otherwise lose the solution.

Another way to allow for a larger step size is to have a more accurate initial guess
for the iterative solver. This can be done, for example, by fitting a polynomial to several
previous positions of the solution and extrapolating it.

We used both of these principles to develop the HCMP algorithm. For the extrapola-
tion, we have used a quadratic polynomial fitted to the past 3 positions. For the adaptive
step, we doubled the step size if the previous 4 steps had no changes, and if we lost
a solution, we divided the step size by 2 and tried again. Even with such precautions, it
is still possible to lose a solution. In such cases, we switch to the HCM_fast algorithm
from the moment any solution is lost, i.e., the next solution is not found for a time step
smaller than 10−10.

As was discussed above, we failed to get a fully numerical version of the resultant
solver. However, we were able to get a partial result. Specifically, we were able to get
a numerical expression for the system of two polynomial equations of degree four, which
we obtained after the first pair of resultants. As solving this system using a resultant
solver proved to be impractical, another approach is to solve it with a variant of the
HCMP solver, which we call the RHCM algorithm. The solver itself is universal, so only
minimal changes needed to be made to adapt it to this problem. The most notable one
is the change of the initial, analytically solvable system.

Assuming that we eliminated the z coordinate, we choose the system

Di,1x
4 +Di,2y

4 +Di,15 = 0, i = 1, 2,

where Di,1, Di,2, Di,15 are the corresponding coefficients from the system we want to solve.
As before, this system is easily solvable using basic linear algebra, and if it is linearly
independent, so are all systems given by Dt.

3.5. Other methods deemed not suitable
Here we would like to mention a couple of methods that could be used to solve the 3Q3
problem, but were unsuitable for our purposes. This was usually because the method
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needed to find the greatest common divisor of two polynomials. The exact methods for
finding the greatest common divisor require the coefficients to be rational, making them
inefficient when used on floating-point coefficients.

3.5.1. Gröbner Bases
Given a polynomial ring R = K[x1, . . . , xn] over a field K, a system of polynomials
f1, . . . , fn generates an ideal I = ⟨f1, . . . , fn⟩. If x ∈ Kn is a root of all polynomials
f1, . . . , fn, it is a root of any polynomial p ∈ I [16]. This means that if we find a different
system p1, . . . , pm that generates I, we get that f1(x) = 0, . . . , fn(x) = 0 if and only if
p1(x) = 0, . . . , pm(x) = 0.

Definition 4. Let G be a finite set of polynomials in R that generates an ideal I. The set
G is a Gröbner basis of I (with respect to the monomial ordering) if the ideal generated by
the leading monomials of the polynomials in I equals the ideal generated by the leading
monomials of G.

Definition 5. A Gröbner basis is minimal if all leading monomials of its elements are irre-
ducible by the other elements of the basis. A Gröbner basis is reduced if every polynomial
in it is irreducible by the other elements of the basis, and has 1 as leading coefficient.

Theorem 2. Given a monomial ordering, any ideal I has exactly one reduced Gröbner
basis.

Gröbner bases are useful for solving systems of polynomial equations if we use specific
monomial orderings, for example, the Lexicographical ordering (x > y > z). Then the
basis often takes a “triangular” form that is easy to solve [12].

One of the algorithms that can be used to find a Gröbner basis is Buchberger’s algo-
rithm, which proceeds as follows [17]:

1. Set G to be the set of polynomials that generate the ideal I.

2. For every fi, fj in G, denote by gi the leading term of fi, and by aij the least
common multiple of gi and gj.

3. Choose two polynomials in G and let Sij =
aij
gi
fi − aij

gj
fj.

4. Reduce Sij, relative to the set G until the result is not further reducible. If the
result is non-zero, add it to G.

5. Repeat steps 2.–4. until all pairs of polynomials in G have been considered (includ-
ing the ones added during the algorithm.

The reasons why we did not consider this approach are that the algorithms are not
designed to work efficiently with floating-point coefficients and that the resulting bases are
highly sensitive to the initial input, making them numerically unstable and more suited
for symbolic computations.
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3.5. OTHER METHODS DEEMED NOT SUITABLE

3.5.2. Levin’s method
Unlike previous methods, this method aims to find the parametrisation of the intersection
of exactly two quadrics [18]. This could potentially be used to reduce the problem to
finding the intersection of two curves or one curve and a quadric.

The basic method works like this:

1. Represent the quadrics f1, f2 with symmetric matrices Q1,Q2. These are defined so
that fi(x, y, z) = xTQix, where x = [x y z 1].

2. Define the pencil S(λ, µ) = λQ1+µQ2. If for any x, the equation xTQ1x = xTQ2x =
0 is satisfied, then the equation xTS(λ, µ)x = 0 is satisfied for all λ, µ. Thus, the
intersection of quadrics f1, f2 lies on the quadric given by S(λ, µ) for all λ, µ.

3. Find parameters λ, µ such that S(λ, µ) is one of the simple parametrisation surfaces.
That is either a degenerate case, such as a point, a line or a ruled quadric surface,
i.e., a surface S such that given any point P there exists a line L such that P ∈ L
and L ⊆ S.

4. Find the canonical parametrisation of the surface and substitute it into f1 or f2.

5. Solve the equation with the substitution.

Over the years, there have been numerous improvements to this approach [19], and it has
also been used for the 3Q3 problem [20].

We decided not to include it in further analysis as the base algorithm is numerically
unstable and designed for symbolic calculations, and the more modern versions, while
more stable, are highly complicated, even if we neglect the fact that we would still need
to find an intersection with the third quadric.
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4. COMPARISON OF SOLVERS

4. Comparison of solvers
To compare the individual solvers, we used simulated data. We do this in four steps.

First, we choose the positions of the detectors. To make comparisons between different
runs easier, we only consider the most common configuration and do not change the
positions between different simulations. These positions were chosen to be (in kilometres):

[0, 0, 0.4],

[0, 16, 0.2],

[7
√
3,−7.5, 0.1],

[−6.5
√
3,−8, 0.26].

Second, we randomly pick the position of the target. All targets are generated within
a cylinder with a height of 20 km and a radius of 500 km. The centre of the base of this
cylinder is located at the origin. This cylinder is then further divided into four regions
based on the radius r for further analysis: r < 125 km, 125 ≤ r < 250 km, 250 ≤ r < 375
km, and 375 ≤ r < 500 km. Third, we calculate the time that it would take for a signal
from the target to reach each detector. Finally, we add random error sampled from the
normal distribution with µ = 0 s and σ = 10−8 s to represent the measurement errors. In
this approach, we have made a number of simplifying assumptions. Firstly, we assumed
that the location of the detectors is known with an arbitrary precision, otherwise there
would be an inherent bias to the measurements. Secondly, we assume no atmospheric
effects such as refraction. Finally, we assume that all possible errors in the measurement
(unsynchronised clocks of the detectors, detectors picking up different parts of the signal
as the start, differences in the index of refraction, etc.) add up to a normal distribution.

We considered five scenarios as benchmarks for the solvers. The first is that all detec-
tors detect the signal (3×TDOA), and there are no measurement errors. This is mostly
to get a baseline to compare to when addressing the influence of measurement errors. The
second is that only three detectors detect the signal (2×TDOA), there are no measure-
ment errors, and the substitute sphere has the correct parameters. This is to verify if
any of the solvers have an inherent problem with the 3Q3 problem involving a quadric
with parameters orders of magnitude larger than the rest. The remaining all have the
normal measurement errors and are in order: 3×TDOA, 2×TDOA with known height
above ground, and 2×TDOA with an unknown height, where we simply use the sphere
that represents the height of 10 km above ground.

The resultant solver was an order of magnitude slower than the remaining solvers. To
maximise the reliability of the results, while retaining reasonable computation time, we
first simulated 500 targets for each radius interval for each solver, and then we simulated
5000 targets for all solvers except for the resultant solver.

In the first scenario, we say that the solver has failed to find the target if the closest
solution to the target is off by more than 1 km. As can be seen in Figure 4.1 E3Q3
has the best accuracy in this scenario, with HCMP and HCM_slow being close behind.
HCM_fast and RHCM have overall poor performance. The relatively poor performance
of the Resultant solver is somewhat surprising, given that it is mostly an analytical solver
like E3Q3. Perhaps this lowered accuracy would disappear if it had been allowed to work
with more decimal places, but given that it is by far the slowest solver, we did not want
to slow it down further.
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Figure 4.1: Comparison of the accuracy of solvers in the first scenario (3×TDOA, no
errors) with 5000 simulations (left) and 500 simulations and the resultant solver (right).

In the second scenario (Figure 4.2), the results are similar, with the most notable
changes being that now E3Q3 is less accurate for smaller radii, and the Resultant solver
is overall the most accurate. Additionally, RHCM is more accurate relative to other
solvers.

Figure 4.2: Comparison of the accuracy of solvers in the second scenario (2×TDOA, exact
height, no errors) with 5000 simulations (left) and 500 simulations and the resultant solver
(right).

From here on, we will be considering the scenarios with measurement errors. As such,
we no longer expect the solvers to give us accurate results. Instead, we will focus on how
often the solvers will give us a roughly correct area of the target. For this reason, we say
that the solver has failed to find the target if the closest solution to the target is off by
more than 100 km.

In the third scenario (Figure 4.3), the relative performance of the solvers remains the
same as in the scenario with no measurement errors. The main difference is that now
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there is a sort of minimum error that grows with distance. This is caused by unstable
problems, i.e., such configurations where a small change in the TDOA vector causes large
changes in the best solution or even makes it disappear altogether.

Figure 4.3: Comparison of the accuracy of solvers in the third scenario (3×TDOA, with
errors) with 5000 simulations (left) and 500 simulations and the resultant solver (right).

One of the potential ways to improve the accuracy of a final solver would be to use
a combination of multiple solvers. Then, in cases where one of the solvers fails, the second
solver might find the solution. To study this possibility, we kept track of how frequently
each combination of solvers failed to find the solution. For this scenario, the only possible
improvement would be to use RHCM with any of the most accurate solvers. Under ideal
circumstances, this would reduce the total number of failures by approximately 2% to
3% across all distances; that is, the number of failures would be multiplied by 0.98–0.97,
not reduced by 2–3 percentage points (e.g., from roughly 3% to 1%). Percentages are
interpreted in this relative sense throughout the remainder of the text. This is only a small
improvement and not worth considering compared to a different method introduced in
chapter 5.

In the fourth scenario (Figure 4.4), the situation is pretty much identical to that in
the third scenario. Again, there is a sort of minimum failure rate that gets added to
the scenario where there are no measurement errors. When it comes to combining two
solvers, if we only focus on adding the RHCM solver to a case when the E3Q3 solver fails,
we could theoretically reduce the number of failures by around 40% for the radii smaller
than 125 km and by around 20% for the rest.
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Figure 4.4: Comparison of the accuracy of solvers in the fourth scenario (2×TDOA, exact
height, with errors) with 5000 simulations (left) and 500 simulations and the resultant
solver (right).

In the fifth scenario (Figure 4.5), there are two major differences from the fourth
scenario. Namely, the minimal failure rate is overall higher, and it does not increase the
error rate of RHCM as strongly as for the other solvers. This is to the point that RHCM
becomes the most accurate solver for large radii. Adding the RHCM solver to a case when
the E3Q3 solver fails, we could theoretically reduce the number of failures by around 20%
across all distances.

Figure 4.5: Comparison of the accuracy of solvers in the fifth scenario (2×TDOA, es-
timated height, with errors) with 5000 simulations (left) and 500 simulations and the
resultant solver (right).

One thing to keep in mind for these results is that we have considered the closest
solution to the target without worrying about how to identify that solution. This means
that the graph might be biased in favour of solvers that give more solutions

The final thing we need to consider is how efficient the algorithms are. We have tested
this by running the final three scenarios with each solver for roughly 5 minutes. Given
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that these are all results from a single computer and not a proper analysis, the results
are not very precise. However, it gives us a rough idea of the overall performance. The
results are summarised in this table:

Table 4.1: The number of simulations solved per second by each solver

3×TDOA 2×TDOA known h 2×TDOA unknown h
E3Q3 2616.5 1550.7 1556.4
Resultant 0.195 0.150 0.109
HCMP 22.7 18.9 16.6
HCM fast 6.44 5.85 9.07
HCM slow 1.17 1.07 1.03
RHCM 1.67 2.79 2.60

The fact that E3Q3 doesn’t need iterative algorithms or symbolic calculations allows it
to run faster by two to four orders of magnitude compared to other solvers. This, combined
with having the best accuracy in the case with three TDOA hyperboloids, makes it the
clear best choice for this scenario. In the scenarios with two TDOA hyperboloids and
a substitute sphere, other solvers or a combination of E3Q3 and another solver are more
accurate, especially for small radii. However, because E3Q3 runs much faster than the
other solvers, a viable strategy is to run it several times with varying inputs to improve
accuracy.

The simplest way to leverage this is to run the algorithm again if it fails to find any
possible solutions, with the difference being that we chose the variable with the second
largest absolute determinant of A to play the role of x. What we mean by a possible
solution in this case is that the solution is on the correct sheets of the TDOA hyperboloids,
and that it is not unreasonably far (more than 1000 km) from the origin. This can give
us a correct solution if E3Q3 ran into issues due to near-singular matrices. This leads
to major improvement in the case with a substitute sphere and small radii, where E3Q3
previously struggled. With this simple change, it matches the accuracy of other solvers.
As this is a major improvement with little additional computing cost, we will use this
method by default going forward.
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5. Modified E3Q3
Based on the previous analysis, it is clear that the E3Q3 algorithm is the most suitable

both for the case where we have all three TDOA hyperboloids and for the case where we
replace one with a substitute sphere. Still, if we could use another algorithm, most notably
RHCM, in tandem with E3Q3 and accurately select the best solution of them both, we
could theoretically get better results at the cost of significantly more computing time.
Here, we try to improve the reliability of E3Q3 by having it run multiple times with
slightly altered TDOA vectors. We call this algorithm Modified E3Q3, or ME3Q3 for
short. The goal is to achieve more accurate results than other algorithms while still being
faster to run than all other algorithms outside of E3Q3 itself.

For the statistical analysis in chapter 4, we used the minimal distance from a solution
to the target to determine which solution is the most accurate. In a real scenario, however,
we are not privy to this information. We are thus in need of an approximate measure
of accuracy. The simplest way to obtain a measure of accuracy for a given solution is to
calculate what TDOA vector this solution would give, assuming no errors, and find its
Euclidean distance from the measured TDOA vector (in the 2×TDOA scenario, we ignore
the unknown row). Let us call this measure of accuracy ϵTDOA. This measure is enough
to reliably determine if the solution lies on the correct sheets of the hyperboloids. If there
is no solution with sufficiently small ϵTDOA (for now we will consider ϵTDOA < 10−15), we
say that there is no precise solution.

Running the E3Q3 algorithm using shifted TDOA vectors is especially helpful in cases
where no precise solution was found. In those cases, the measured TDOA got shifted due
to a measurement error in such a way that the quadrics no longer had an intersection on
the correct side. This means that if we can shift the TDOA in the opposite direction, the
quadric will once again have an intersection, giving us a precise solution.

5.1. Sigma points
Sigma points are used within Unscented transform [21] to estimate the mean y and the
covariance matrix Pyy of a random variable y = f(x), where x is a random variable with
a known mean x and the covariance matrix Pxx. For our purposes, we assume that x
follows a normal distribution. The first step in the Unscented transform is to find the
sigma points ξi, i = 0, . . . , 2n, from the n×n matrix Pxx and the mean x. This is done
by computing the matrix Q =

√
(n+ κ)Pxx, where κ is an arbitrary constant (usually

κ = 3− n to match the moments of a Gaussian random variable up to the fourth order).
We then set ξ0 = x and get ξ1, . . . , ξ2n by first adding to and then subtracting from ξ0
each column of Q. We can then estimate the mean as

y =
1

n+ κ

{
κf(ξ0) +

1

2

2n∑
i=1

f(ξi)

}

and the covariance matrix as

Pyy =
1

n+ κ

{
κ [f(ξ0)− y] [f(ξ0)− y]T +

1

2

2n∑
i=1

[f(ξi)− y] [f(ξi)− y]T
}
.
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The main issue with applying the Unscented transform to our problem directly is that
for us, f represents the function that, given a TDOA vector (represented by x), returns
a solution. This means that it is not applicable when we do not have a precise solution
from E3Q3, and when we do, we need to determine which shifted solution corresponds
to which original solution. Further, when we shift the TDOA vector, the problem may
no longer even have a solution corresponding to the original best solution. Despite these
restrictions, all sigma points can be transformed in most cases. However, using y to
improve the solution yielded only minimal results with a major impact on runtime. Thus,
it will not be considered further. However, we can still use sigma points to get a good
estimate of the covariance matrix, which can be used for further analysis.

5.2. Shifting the TDOA vector
As was mentioned before, running the E3Q3 algorithm with a shifted TDOA towards the
accurate value may create new solutions that are closer to the real position of the target.
Assuming that the measurement errors have a normal distribution, we have no information
as to the direction of the needed shift. However, there are ways to get an estimate of
the covariance matrix of the measurement error, giving us some information as to the
magnitude of the shift. Using the covariance matrix, we can use its sigma points to try to
correct the measurement errors. We use sigma points, as they give us a deterministic way
to go through the most representative shifts. In figure 5.1, there are the accuracy results
for this approach with scales 1, 3, and 7, compared with the E3Q3 algorithm. By a scale,
we mean a value s with which the vector ξi − ξ0 gets multiplied to get the scaled sigma
point ξsi = ξ0 + s(ξi − ξ0). Clearly, our approach constitutes a significant improvement
in this metric, especially for the 3×TDOA scenario.

Figure 5.1: Comparison of accuracy between E3Q3 and prototype ME3Q3 solvers. Left
to right, 3×TDOA scenario, 2×TDOA scenario with known height, 2×TDOA scenario
with unknown height.

Simply going through each sigma point once may still fail if the shift was bigger
than predicted, or it may deviate too far from the target if the shift was smaller than
expected. Thus, choosing the right scale of the sigma points (equivalent to choosing the
right κ) is essential for accuracy. The approach we chose is to go through each point
with three scales, which were chosen to maximise the resulting accuracy. This was done
using an exhaustive search through all possible combinations of scales from a preselected
set. In the first run, the set was {2−9, 2−8, . . . , 26, 27}. This yielded the optimal scalings
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of
{

1
8
, 1, 2

}
for the 3×TDOA scenario and

{
1
2
, 1, 2

}
for both 2×TDOA scenarios. For

the second run, based on the results from the previous run, we chose the next set to
be {0.1, 0.15, 0.25, 0.35, 0.5, 0.7, 1, 1.5, 2, 2.5, 3}. This gave the result of {0.35, 1, 2} for the
3×TDOA scenario and {0.35, 0.7, 1} for the 2×TDOA scenarios.

One of the important considerations when it comes to running the E3Q3 algorithm for
each sigma point to find a new intersection is that some of them are more likely to produce
a result than others. If we are only interested in finding one approximate solution, we
can stop searching when we find it, thus saving computing time. For this reason, it is
necessary to identify which sigma points are most likely to produce a solution and go
through them first. What we have found is that what influences the rate at which the
sigma point is precise is how it affects the absolute value of elements of the TDOA vector.
For example, regardless of the situation, the sigma point most likely to find the solution
is the one that lowers the absolute value of the largest absolute component of the TDOA
vector the most. As such, we used the information on how they affect the absolute values
of elements of the TDOA vector to determine the order of the sigma points and the scales.

One final consideration when it comes to sigma points is that in the case where we
have a 2×TDOA system with a substitute sphere, the altitude of the target usually comes
with uncertainty. For this reason, it may be beneficial to also try shifting the altitude
to find missing solutions and to estimate their uncertainty. The easiest way to do this
is by combining the covariance matrix of the known part of the TDOA vector and the
variance of the substitute sphere into a single matrix (where we consider the radius to be
independent of the TDOA vector) and using that to find the sigma points.

With correctly chosen parameters, it was possible to make it so that there was always
a solution within 100 km of the target in the 3×TDOA case. This came at the cost of the
sigma points being highly shifted from the original TDOA vector, lowering the precision
for the more stable cases. For this reason, from now on, we will be using a stricter
condition of a solution being within 30 km of the target to be considered successful.
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6. Error estimation
Until this point, we were assuming that the solver could select the solution closest to

the actual target. In this chapter, we will focus on how to estimate the error of a solution
and use it to select the point with the smallest error. The best estimate of the TDOA
vector of the target is the measured TDOA vector. This means that the best we can hope
for is to find how far our solution is from the point that would have this TDOA or that
comes closest to it if no such point exists. The simplest way to get some measure of errors
of solutions is to compare the actual time difference of arrival (TDOA) vector with the
simulated TDOA vectors from the solutions. In our case, we simply used the Euclidean
distance between the two vectors to get ϵTDOA.

This, on its own, is enough to see which solutions lie on the correct halves of the
hyperboloids, assuming no measurement errors (usually ϵTDOA < 10−15). If multiple
solutions lie on the correct halves, additional information is required to find the solution
that is most likely to be the correct one. This is beyond the scope of this work; however, it
can be accomplished using, for example, predictive algorithms based on previous positions
of the target.

In the case that, due to measurement errors, there is no precise solution and the
ME3Q3 algorithm needs to be used, ϵTDOA is not necessarily a good measure of error.
This is especially true for unstable solutions, where, depending on the direction of the
shift of the TDOA vector, the shift of the solution can be different by orders of magnitude.
It is worth noting that when using the ME3Q3 algorithm, there are two approaches to
calculate ϵTDOA. The first is to use the measured TDOA, not the version shifted with
sigma points. This approach treats the solutions as if they were the solutions of the
original 3Q3 problem. The second approach is the opposite, where we only take the error
from the shifted TDOA vectors and ignore the error caused by the shift. For now, we will
only consider the former approach. However, both approaches have their advantages, as
will be shown below. It is important to distinguish between cases where an error estimate
“thinks” that a solution is close to the target and when it actually is. As such, we will say
that a solution is precise, when the estimate is accepted as the best solution and does not
search further, and we will say that a solution is accurate, when it is close to the target
(usually within 30 km).

One way to evaluate how well ϵTDOA selects an accurate solution is to compare two
error measures. The first uses the minimum distance from any candidate solution to the
target. The second uses the distance from the single solution with the smallest ϵTDOA to
the target. As can be seen in Figure 6.1, the difference between the optimised ME3Q3
solver using ϵTDOA and the ideal case is significant. Therefore, a better estimate of errors
may improve the solver.

One way to estimate the errors is to find the numerical derivatives of the position of the
solution in the direction of ϵTDOA. However, this is often not possible as even with small
changes in TDOA the solutions can be significantly displaced or can disappear entirely.
Additionally, this approach would be computationally expensive, at least doubling the
computational time. However, as is shown below, there is an analytical workaround that
allows us to calculate the Jacobi matrix exactly. Linearization only works well for solutions
with small errors. As is evident from Figure 6.1, the 2×TDOA scenarios are significantly
more likely to have larger errors. As such, most error estimates in this section focus on the
2×TDOA scenarios. For the sake of simplicity, in the 2×TDOA case, by a TDOA vector
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we mean the known 2 values plus the height. Given a solution (xs, ys, zs), the measured
TDOA, and the shifted TDOA, our goal for this section is to estimate the error of the
solution.

Figure 6.1: The accuracy of the closest sigma point to the target (red) and the accuracy
of the two most precise solutions of ME3Q3 solver based on ϵTDOA (blue). Left to right:
3×TDOA scenario, 2×TDOA scenario with known height, 2×TDOA scenario with un-
known height.

6.1. Hyperbola vertices
Let us consider a simplified two-dimensional case of our problem. Here we have two
detectors A = [0, 1] and B = [0,−1] and a circle, which represents the substitute sphere
(see Figure 6.2), given by the equation

(x+ r)2 + y2 = R2,

where r is the scaled radius of the Earth and R is the scaled distance of the target from
the centre of the Earth.

When we detect a TDOA signal from the target in this simplified problem, we know
that it lies on a hyperbola, whose foci are A and B. As such, its transverse axis is identical
to the y axis, and its centre is the origin. All hyperbolae with these properties are given
by

x2

a2
− y2

b2
= −1,

where, due to the position of the detectors (foci) a =
√
1− b2, and b is given by the

TDOA vector.
Notice that, thanks to the inherent symmetry of this simplified problem, this equation

does not contain any mixed terms. This allows us to find the position of the target
analytically:

x =
−2r ±

√
4r2 − 4

1−b2
(r2 −R2 + b2)

1
1−b2

,

y = ±
√

b2

1− b2
x2 + b2.

(6.1)
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Figure 6.2: The detectors (A,B), TDOA hyperbola (blue), substitute circle (green), and
the target (C). The radius of the circle is smaller than a typical problem for demonstration
purposes.

We can use this result as an estimate for our more complicated case. The position
of the supposed target in the simplified case corresponds to the extreme point of the
intersection between the substitute sphere and a TDOA hyperboloid. In the case where
we would use a plane instead of the sphere, this point would be a vertex of the resulting
hyperbola. As such, we call this approach the vertex estimate. We can find the estimated
error by doing this calculation both for the measured TDOA and the simulated TDOA
of the solution, and by finding the Euclidean distance between them.

In the formula for x (6.1), we choose + if the zs ≥ 0 and − if zs < 0. If we are to
simply use this method to estimate the error of the solution directly, the sign of y is not
important, as long as it is consistent. However, we will use this result in other methods,
where we need to know the sign of y. To do this, first we need to find the position of both
vertices in 3D space. This is simple thanks to the fact that the vertex will always lie on
the plane given by the two detectors and the centre of the Earth. Then we can simply
choose the vertex that is closer to the solution.

6.2. Planar approach
Another way we can use an approximate approach to get a 2D problem is to replace the
substitute sphere with a plane. Then the problem of finding the intersection of three
quadrics turns into finding the intersection of two hyperbolae. Given that we already
know the position of a solution, we can use it to find the best parameters of the plane to
get the best approximation of the actual problem. There are several ways we can select
the plane parameters. The most obvious one is to choose the plane to be tangent to the
sphere at the solution. This gives us an excellent approximation around the solution.
The second is to simply choose it to be given by z = zs. This approximation works
rather well thanks to the fact that the radius of the substitute sphere is at least an order
of magnitude larger than the typical distances in our problem. We chose the second
approach for its simplicity, because it provides a better approximation of the area right
above the detectors, and because it makes projecting between the plane and the sphere
around the detectors more accurate.

27



6.2. PLANAR APPROACH

By using the plane, we have reduced the problem from finding the intersection of two
hyperboloids and a sphere to finding the intersection of two hyperbolae. However, as the
hyperbolae have some general orientation, a numerical approach would still be necessary.
Thus, an additional approximation is required.

The simplest approximation that can be made here is to replace the hyperbolae with
tangent lines at the solution point. This gives us a problem that can be approached
analytically. First, we find the intersection (points A and B) of the tangent line with
the transverse axis for both hyperbolae. Next, we form a triangle ABC (see Figure 6.3),
where C is the solution. In order to estimate the error, we need to estimate the change in
positions of vertices A and B to A′ and B′, and the change in angles ∆α and ∆β when we
change from the TDOA vector of the solution (TDOAsol) to the measured TDOA vector
(TDOAm).

Figure 6.3: (Spherical) triangle ABC, where A and B are bound to the transverse axes
of (spherical) hyperbolae (blue) and C is the solution.

Points A′ and B′ are bound to their respective transverse axes of hyperbolae, thus
we only need to estimate the direction in which they move and the distance. We will
estimate both of these using the estimated changes in the positions of the vertices of the
hyperbolae. Consider the point A′; B′ can be done in a similar way. The direction of the
change can be simply taken to be the same as the direction of the change in the position
of the vertex. Given d is the Euclidean distance between the vertex with TDOAm and
TDOAsol, h is the y coordinate of the vertex with TDOAsol in the coordinate system
used for its derivation, and l is the Euclidean distance between A and the centre of the
hyperbola, we estimate the distance D between A and A′ as

D = d
l

|h|
.

This approximation was chosen based on the observation that in most cases it closely
matches the real value.

The change in angles ∆α,∆β can be estimated to be the same as the change of the
respective angles of the asymptotes of the hyperbolae. This way, we get the lines, whose
intersection is C ′. As in the vertex estimate, the estimated error is the Euclidean distance
between C and C ′. We call this approach the flat estimate.
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6. ERROR ESTIMATION

6.3. Spherical approach
This approach attempts to improve the method from section 6.1 to estimate the error of
the position of the solution, instead of just the vertex of the intersection of the sphere
and the hyperboloid (spherical hyperbola) it is located on. We can use a similar approach
as with the planar approximation, where we replaced the hyperbolae with lines. The two
main differences are that we do not have the equation of the spherical hyperbolae and that
we use great circles instead of lines. This makes it impossible to find the tangent great
circles at the solution and the asymptotes (which globally do not exist). For this reason,
we use (an admittedly worse) approximation, where we replace each of the spherical
hyperbolae with a great circle given by the solution and the estimated vertex on the
spherical hyperbola.

We consider a spherical triangle ABC (see Figure 6.3). Note that in spherical trigonom-
etry, the length of a side is defined as the central angle (angular length) of the correspond-
ing arc at the centre of the sphere, measured in radians. On a unit sphere, this angular
length coincides with the arc length along the surface. This time, A and B represent the
vertices given TDOAsol while C is still the solution. As can be seen in Figure 6.4, this
triangle can estimate the hyperbolae reasonably well, at least in the planar approxima-
tion. We can find the positions of A′ and B′ easily, as they are the vertices for TDOAm.
Now we do not have a good estimate for the change of angles ∆α and ∆β, so we will
use an approach that only works with the points. Firstly, we find sin a using the law of
cosines (see Figure 6.5):

||
−→
AB||2 = 2R2(1− cos a),

cos a = 1− ||
−→
AB||2

2R2
,

sin a =

√
||
−→
AB||2
R2

− ||
−→
AB||4
4R4

,

where R is the radius of the sphere. Secondly, we need to use the spherical rule of sines
to find b (see Figure 6.3):

b = arcsin
(

sin a
sinα

sin γ

)
.

Figure 6.4: Approximation of the hyperbolae using their vertices (A and B) and the target
(C).
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6.3. SPHERICAL APPROACH

Figure 6.5: Triangle ABD, where A and B are vertices of the spherical hyperbolae and
D is the centre of the substitute sphere (red). The angle a is the angular length of side a
of the spherical triangle ABC from Figure 6.3.

Using this, we can estimate how the solution changes when we change the position of
vertices A and B using partial derivatives.

∂b

∂ sin a
=

sinα

sin γ
√

1− sin2 a sin2 α
sin2 γ

,

∂b

∂γ
=

− sin a sinα

sin γ tan γ
√
1− sin2 a sin2 α

sin2 γ

,

∂b

∂α
=

sin a cosα

sin γ
√

1− sin2 a sin2 α
sin2 γ

.

This way, we can get the estimated error

∆b =
∂b

∂ sin a
∆ sin a+

∂b

∂γ
∆γ +

∂b

∂α
∆α

in the direction of −−→BC and
∆c = sin b ∆β

in the direction perpendicular to it. Here, ∆α is the difference between α and the angle
given by CA′B′, and ∆β is the difference between β and the angle given by CB′A′. Unlike
in a planar case, we need to measure the angle γ and the angle given by B′CA′ to calculate
∆γ as the angles in a spherical triangle add up to more than 180°. Of course, the total
error of the spherical approximation is then

ϵspherical =
√
∆b2 +∆c2.

Another approach is to partially use a planar approximation and project it onto the
sphere. The first way to do this is to project the entire planar estimate, i.e., points A′,
B′, and the angles α′, β′. However, this is equivalent to projecting the estimated original
solution C ′ onto the sphere, making the difference between this approach and the planar
one rather small. As such, we call this approach the flat 2 estimate.

The second is to use the planar tangent lines to find the intersections with the trans-
verse axes and then project them onto the substitute sphere. Then we used these points
in place of A and B to calculate the derivatives, while still using the changes in position

30



6. ERROR ESTIMATION

of the vertices as the difference between A and A′, and B and B′. This way, we can
get a better approximation of how stable the position of the solution is at the cost of
having a good idea as to how much the parameters change. We call this approach the
flat-spherical estimate.

6.4. Linearisation
Given that || · || is the Euclidean norm, the original system of equations (2.1) can be
linearised in the following way. First we take the partial derivatives of the TDOA vector
∆t with respect to the position vector of the target r = (x, y, z):

∂∆ti
∂x

=
(x− xi)

c||r − ri||
− (x− x0)

c||r − r0||
, i = 1, 2, 3,

and likewise for y and z. Then we form the Jacobi matrix

J =


∂∆t1
∂x

∂∆t1
∂y

∂∆t1
∂z

∂∆t2
∂x

∂∆t2
∂y

∂∆t2
∂z

∂∆t3
∂x

∂∆t3
∂y

∂∆t3
∂z

 . (6.2)

This can be used to estimate how a small change in the position of the target dr changes
the TDOA vector

d∆t = Jdr,
or more importantly, the inverse relation

dr = J−1d∆t.

This way, we can estimate the error in the position of the target from the difference
between the measured TDOA vector and the TDOA vector of the solution. Unlike the
previous estimates, this one can also be used for the 3×TDOA case.

In the 4×TDOA case, we can get a similar estimate by replacing the unknown time
difference in the TDOA vector with the difference between the measured radius of the
substitute sphere R = r+h and the radius of the solution, and replacing the corresponding
row in the Jacobi matrix with the partial derivatives of (2.3):

∂R

∂x
=

x√
x2 + y2 + (z + r)2

,

∂R

∂y
=

y√
x2 + y2 + (z + r)2

,

∂R

∂z
=

z + r√
x2 + y2 + (z + r)2

.

Similarly to the flat approaches, here we estimate the position of the solution for the
unshifted TDOA vector to estimate the error. This begs the question of whether this
estimated, unshifted solution is more accurate than the shifted, precise one. Testing this
gave us mixed results, with the possible improvements being negligible.
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6.5. HEIGHT ERROR

6.5. Height error
Except for linearisation, all of the methods included so far have assumed that we have the
correct altitude of the target. Since we are also considering shifts in altitude in ME3Q3,
we also need to estimate how big an error these shifts introduce. As will be shown in the
chapter 7, there is very little difference between the individual estimates. Thus, we chose
a simple estimate as the sum of the distances by which the hyperbolic vertices get moved
when we shift the altitude.
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7. Results
In order to compare the possible approaches fairly, we should not use the actual

position of the target to select the best solution. However, simply choosing the solution
with the lowest estimated error could introduce a bias to our results. This is because up
to two solutions can correspond to the same TDOA vector, with one of them often being
outside the bounds of the possible generated targets. An error estimate that would more
often select the closer solution to be the best one would thus be more often correct than
one that did not have this preference, simply due to how we generated the targets and
not because it would actually be better. Therefore, to compare the approaches, we will
be taking the best two solutions according to each estimate and choosing the one closest
to the actual target.

There are several ways to make use of the error estimates. The first is to only use
them to order the solutions, and use ϵTDOA to determine if a solution of E3Q3 is precise
both in the shifted and unshifted case. This has led to minimal results, partially because
if ϵTDOA is used in the unshifted case, there is little room for improvement to begin with
(see Figure 7.1). Thus, to improve the results, it is necessary to use the different error
estimates already in the unshifted case not only to sort the solutions, but to determine if
the best solutions are precise enough. Doing so yields the results seen in Figures 7.2-7.4.
Here, we presented the results as a box plot as opposed to the regular accuracy graph, as
it shows the results more clearly in this case. a small caveat in creating the box plot of
the error distance is that some TDOA vectors result in no suitable solution being found,
even with the ME3Q3 solver. Not including these likely highly unstable solutions would
not accurately represent the capabilities of the individual solvers, as it would benefit the
solvers that return no solution in these cases. To prevent such bias, if the solver fails to
find any suitable solution, we add an artificial data point where the error distance is very
high (10,000 km). As was mentioned above, we are using three scales for each solver,
hence the “3s” prefix in the names of solvers.

In both 2×TDOA scenarios, the results are again nearly identical for the approaches
using ϵTDOA, base spherical approximation, flat approximation and its spherical version.
There is a surprising result in the 3×TDOA scenario, however. Here, the spherical version
of the flat approximation significantly outperforms all other solvers despite the fact that it
was not designed for it. The reason for this stems from how we handled the 3×TDOA case
for exclusively 2×TDOA estimates. We would remove the TDOA equation corresponding
to the largest absolute time difference and use the accurate height above ground of the
target. However, if we had no information about the height of the target above ground
and had to use the estimate of h = 10 km, it performs much worse than ϵTDOA. If we
add a normal error to the height with a standard deviation σ = 3 km, the performance
is roughly on par with ϵTDOA, being worse for smaller distances and better for larger
distances. This means that we can use this approximation to improve our results for the
3×TDOA case, but only if we have a good estimate of the height of the target independent
from the TDOA vector.

When looking at which point contains the best (actual) estimate of the target, the
points given by E3Q3 appear disproportionately less often. Despite that, we lose a lot of
accuracy by not including them. This explains the large difference between Figures 6.1
and 7.1. In the former, we often don’t select the central case, even though it is the best
estimate with the information available.
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7.1. THRESHOLD OPTIMISATION

Figure 7.1: The accuracy of the closest E3Q3 solution if it is deemed as precise by ϵTDOA,
or the closest sigma point to the target if it is not(red), and the accuracy of the two
most precise solutions of ME3Q3 solver based on ϵTDOA (blue). Left to right: 3×TDOA
scenario, 2×TDOA scenario with known height, 2×TDOA scenario with unknown height.

Figure 7.2: Box plot of the minimum distance out of the two best solutions as determined
by each estimate.

7.1. Threshold optimisation
When selecting which solutions from the unshifted E3Q3 would be sent to ME3Q3 for
improvement, there is an initial threshold for each error estimate, where if the estimated
error is below this threshold, we accept the solution. So far, the value of the initial
threshold was set to be 10−15 for the ϵTDOA estimate and roughly proportionally for the
other estimates, as that seemed like a reasonable boundary between the correct and in-
correct solutions. However, this threshold can be increased without significantly affecting
the accuracy of the solutions. Before, the percentage of solutions from E3Q3 that were
accepted as precise was between 14% and 90%, depending on the scenario and distance
from the detectors. By optimising the values of this threshold for all estimates, we were
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Figure 7.3: Box plot of the minimum distance out of the two best solutions as determined
by each estimate.

Figure 7.4: Box plot of the minimum distance out of the two best solutions as determined
by each estimate.

able to increase this to around 80% to 95% for all cases. This led to a major increase in
computation speed without significantly affecting the accuracy of the solvers.

Additionally, when calculating ϵTDOA or its equivalent for other estimates, we may
compare the TDOA vector of the solution to the shifted TDOA vector or the measured
one. The main practical difference between these approaches is that the shifted TDOA
makes it more likely for a solution to be regarded as precise. This allows it to end the
search sooner, at the cost of possibly not checking a better solution. For most estimates,
the negative aspect ended up being negligible, so the shifted TDOA vector is used. The
notable exceptions to this were the flat and flat2 estimates, where the measured TDOA
vector was significantly more accurate.
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7.2. Time efficiency
Given that there are multiple error estimates that give results that are near-identical to the
best results, the main deciding factor as to which solver is the best is their time efficiency.
We tested all error estimate methods on 40,000 simulations for all three scenarios. The
fastest error estimate in all cases after threshold optimisation is the approach using ϵTDOA.
It takes essentially the same time as the default E3Q3 solver in the 3×TDOA scenario,
roughly 30% longer in the 2×TDOA scenario with known height above ground, and
roughly 80% longer in the 2×TDOA case with unknown height. The full results are in
Table 7.1.
Table 7.1: The ratio of the average time required by each solver to the time required by
E3Q3.

3×TDOA 2×TDOA with 2×TDOA with
known h unknown h

3sME3Q3dt 1.0228 1.2995 1.8166
3sME3Q3vertex 1.2691 1.4410 1.8709
3sME3Q3spherical 1.4651 1.4883 2.0110
3sME3Q3flat-spherical 1.5710 1.6451 2.0629
3sME3Q3flat 1.7091 2.0295 2.5346
3sME3Q3flat2 18.6672 2.2308 2.6489
3sME3Q3linear 1.1615 1.4519 1.9087

One result that stands out is the time for flat2 estimate in the 3×TDOA scenario.
Even with further attempts to optimise the thresholds, we were unable to significantly
reduce the computing times in this case without affecting the accuracy. So, despite the
increased accuracy of flat2 estimate in the 3×TDOA case under ideal conditions (well-
known height), this approach may still be unsuitable due to being an order of magnitude
slower.

7.3. Comparison of E3Q3 and ME3Q3
In Figures 7.5 and 7.6, we compare the accuracy of the final ME3Q3 solver with the E3Q3
solver. Clearly, the best improvement is in the 3×TDOA scenario, with the improvements
in other cases being more marginal. In the 3×TDOA scenario, the improvements are most
notable in higher quantiles (30 km threshold). This means that the distribution of the
distance of the solution from the target had a very long tail for E3Q3 (seen in Figure 7.7),
which was successfully cut using the ME3Q3 method.

We believe that this is the case since in the 3×TDOA scenario, the measurement
error generally affects the position of the best possible solution (given a TDOA vector)
less than in the 2×TDOA scenarios, and rather causes the TDOA hyperboloids to no
longer intersect. Then the best possible solution lies close to the actual target, but not
on all hyperboloids. This would explain why ME3Q3 has much better performance in the
3×TDOA scenario than in the 2×TDOA scenario with known height, despite the E3Q3
solver having similar performance in both scenarios.
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Figure 7.5: Comparison of accuracy between E3Q3 and the ME3Q3 solver. Left to right,
3×TDOA scenario, 2×TDOA scenario with known height, 2×TDOA scenario with un-
known height.

Figure 7.6: Comparison of box plots between E3Q3 and the ME3Q3 solver. Left to
right, 3×TDOA scenario, 2×TDOA scenario with known height, 2×TDOA scenario with
unknown height.

Figure 7.7: The cut tail of the E3Q3 distribution in the 3×TDOA case. Note that the
artificial 10,000 km data points in cases when no solution was found are not visible.
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7.4. Mahalanobis distance
So far, whenever we evaluated the effectiveness of a solver, we were checking whether the
solution the solver deems the best is within a certain Euclidean distance from the actual
target. While it is easy to interpret what this measure actually means, it lacks certain
nuance. For example, what maximum error is appropriate may be different if the target
is on the edge of being detectable compared to when it is within a few kilometres from
the detectors. It is also important to note that the problem itself is simply less stable in
certain areas due to the nature of the problem and not due to the flaws of any particular
solver. This is why, instead of Euclidean distance, it may be more appropriate to use
a distance that also takes into account how volatile the situation is. The most common
way to do this is using the Mahalanobis distance [22].

Definition 6. Given a probability distribution Q on RN with mean µ = (µ1, µ2, ..., µN)
⊤

and a positive semi-definite covariance matrix Σ, the Mahalanobis distance of a point
x = (x1, x2, ..., xN)

⊤ from Q is

dM(x, Q) =

√
(x − µ)⊤Σ−1(x − µ).

If we are to use this definition, we need to know the first two moments of the random
distribution of the position of the target. Due to the non-linearity of the problem, this
proves to be difficult. However, for our purposes, it is sufficient to use the linearised
expression from Section 6.4. Since we are now considering a linear problem, the normal
distribution of the TDOA vector gets mapped to the normal distribution of the position
of the target, with the mean of the distribution being the position of the target. As such,
we can take the Mahalanobis distance to be

dM(x, Q) =
√
(x − r)⊤J⊤Σ−1

TDOAJ(x − r),

where r is the position of the target an J is the Jacobian matrix from (6.2) evaluated at r.
In this case, we say that a solution is accurate if it is within the 99.9th percentile of

the linearised Mahalanobis distance. The results are in Figure 7.8. These results include
the majority of solutions that only used the E3Q3 method and were never shifted. If we
only include the cases where the initial solution was deemed to be imprecise, we get the
Figure 7.9. Here we can see that the majority of these solutions in E3Q3 were indeed
inaccurate and were significantly improved with the ME3Q3 method.
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Figure 7.8: Accuracy comparison of E3Q3 and ME3Q3, showing the percentage of solu-
tions above 99.9th percentile of Mahalanobis distance.

Figure 7.9: Accuracy comparison of E3Q3 and ME3Q3, showing the percentage of so-
lutions above 99.9th percentile of Mahalanobis distance. Solutions initially deemed by
ϵTDOA as imprecise.
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8. Conclusion
The primary objective of this thesis was to identify and develop a numerically stable

and computationally efficient solver for the problem of the intersection of three quadrics
(3Q3), specifically those stemming from the Time Difference of Arrival (TDOA) multi-
lateration systems. By transforming the non-linear TDOA equations into a system of
three hyperboloids, we established a mathematical framework that allows for analytical
and semi-analytical approaches to target localisation.

Through extensive benchmarking against simulated data, we compared several estab-
lished algorithms, including the Homotopy Continuation, the Efficient 3Q3 (E3Q3) solver,
and Resultant-based solvers. Our analysis revealed that while universal solvers like Ho-
motopy Continuation offer robustness, they often lack the speed required for real-time
surveillance applications. Conversely, the Efficient 3Q3 (E3Q3) solver emerged as the
most suitable baseline due to its high accuracy and computational efficiency.

To address scenarios where measurement errors or geometric configurations lead to nu-
merical instability, we introduced the Modified E3Q3 (ME3Q3) algorithm. By leveraging
the unscented transform and shifting TDOA vectors using sigma points, we significantly
improved the reliability of the solver in cases where standard E3Q3 failed to find an ac-
curate intersection. Furthermore, we developed and evaluated several error estimation
techniques, ranging from planar and spherical approximations to linearization, to more
reliably select the best candidate solution from the multiple intersections produced by the
quadric system.

The final results demonstrate that in the 3×TDOA scenario, the ME3Q3 algorithm
provided a major improvement in stability at only slightly higher computation cost, suc-
cessfully resolving many unstable problems where standard E3Q3 previously failed to find
an accurate intersection. While ME3Q3 remains beneficial when utilising a substitute
sphere for missing sensor data (2×TDOA scenario), the improvement over the baseline
E3Q3 was notably less substantial than in the 3×TDOA case.

This work was developed in close collaboration with ERA a.s., a leading developer of
passive surveillance technology. The algorithms were rigorously tested using a specialised
Python implementation. Future research could focus on further optimising these solvers
for systems with five or more detectors to increase redundancy and precision, and on
further optimisations of the position of the shifted TDOA vectors.
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