
BRNO UNIVERSITY OF TECHNOLOGY
VYSOKÉ UČENÍ TECHNICKÉ V BRNĚ

FACULTY OF ELECTRICAL ENGINEERING
AND COMMUNICATION
FAKULTA ELEKTROTECHNIKY A KOMUNIKAČNÍCH TECHNOLOGIÍ

DEPARTMENT OF TELECOMMUNICATIONS
ÚSTAV TELEKOMUNIKACÍ

ANALYSIS OF MICROBIAL STRUCTURES USING
IMAGE PROCESSING TECHNIQUES COMBINED
WITH MACHINE LEARNING
ANALÝZA MIKROBIÁLNÍCH STRUKTUR POMOCÍ TECHNIK ZPRACOVÁNÍ OBRAZU V
KOMBINACI SE STROJOVÝM UČENÍM

DOCTORAL THESIS
DISERTAČNÍ PRÁCE

AUTHOR Ing. Michal Čičatka
AUTOR PRÁCE

ADVISOR prof. Ing. Radim Burget, Ph.D.
VEDOUCÍ PRÁCE

BRNO 2025



ABSTRACT
The accurate and efficient analysis of microbial cultures on agar plates is fundamental
to diverse biomedical applications. However, existing state-of-the-art machine learning
solutions often struggle to generalize to the complexities of real-world samples, such as
overlapping colonies, varying lighting, and diverse agar types, due to a critical scarcity of
large, annotated datasets. This doctoral thesis addresses these limitations by developing
and applying advanced machine learning techniques to the image analysis of agar plates.
A primary challenge tackled is the scarcity of annotated datasets. To overcome this, a
novel methodology for generating highly realistic synthetic agar plate images is intro-
duced. This approach demonstrates its significant effectiveness in augmenting real-world
data, leading to a substantial enhancement in model performance. For instance, the
proposed synthetic data pipeline improved the F1 score for semantic segmentation of
microbial colonies from 0.518 to a peak of 0.729, demonstrating a marked improvement
in accuracy and generalizability. This foundational segmentation model was further re-
fined and validated in subsequent work, achieving an F1 score of 0.906 on an expanded
dataset, thereby providing a highly robust basis for all subsequent analysis.
Furthermore, the thesis advances the analysis beyond simple segmentation by imple-
menting a sophisticated analytical approach for the precise characterization of microbial
material. This modular system uses Gaussian Mixture Models (GMMs), with their pa-
rameters optimized by genetic algorithms, to cluster pixels based on their morphological
features. This automated approach achieves a V-measure of 0.723 under optimal condi-
tions, significantly outperforming a k-means method of 0.545 and removes the need for
manual tuning.
This research contributes a comprehensive computational framework that demonstrably
advances automated microbial analysis beyond previous methods. The methodologies
developed provide a robust foundation for building next-generation automated labora-
tory systems, promising to accelerate diagnostics, streamline research, and elevate the
standard of microbial quantification and characterization.
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ABSTRAKT
Přesná a efektivní analýza mikrobiálních kultur na agarových miskách je zásadní pro
mnohé biomedicínské aplikace. Stávající nejmodernější řešení strojového učení však mají
často potíže s generalizací složitosti reálných vzorků, jako jsou překrývající se kolonie,
různé osvětlení a typy agaru, a to kvůli kritickému nedostatku dostatečně velkých anoto-
vaných datových sad. Tato doktorská práce se zabývá těmito omezeními prostřednictvím
vývoje a aplikace pokročilých technik strojového učení na analýzu obrazu agarových
misek.
Hlavním problémem, který je řešen, je nedostatek anotovaných datových sad. K překonání
tohoto problému je představena nová metodologie pro generování vysoce realistických
syntetických obrazů agarových misek. Tento přístup prokazuje svou významnou účin-
nost při rozšiřování reálných dat, což vede k podstatnému zlepšení výkonu testovaného
modelu. Například navrhovaný syntetický generátor zvýšil F1 skóre pro sémantickou seg-
mentaci mikrobiálních kolonií z 0,518 na 0,729, což prokazuje výrazné zlepšení přesnosti
a generalizovatelnosti. Tento základní segmentační model byl dále zdokonalen a ověřen
v následující práci, kde dosáhl skóre F1 0,906 na rozšířeném datovém souboru, čímž
poskytl velmi robustní základ pro všechny následné analýzy.
Kromě toho tato práce posouvá analýzu nad rámec jednoduché segmentace tím, že
implementuje sofistikovaný analytický přístup pro přesnou charakterizaci mikrobiálního
materiálu. Tento modulární systém využívá Gaussovy směsné modely (GMM) s para-
metry optimalizovanými genetickými algoritmy k seskupování pixelů na základě jejich
morfologických vlastností. Tento automatizovaný přístup dosahuje za optimálních pod-
mínek hodnoty V-measure 0,723, což výrazně převyšuje hodnotu 0,545 metody k-means,
a eliminuje potřebu ručního ladění.
Tento výzkum přispívá komplexním výpočetním systémem, který prokazatelně posouvá
automatizovanou mikrobiální analýzu nad rámec předchozích metod. Vyvinuté metodiky
poskytují robustní základ pro budování automatizovaných laboratorních systémů nové
generace, které slibují zrychlení diagnostiky, zefektivnění výzkumu a zvýšení standardu
kvantifikace a charakterizace mikroorganismů.
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dat, shlukování, gaussovské směsné modely, genetické algoritmy, biomedicínské zobrazo-
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Introduction
The analysis of microbial cultures on agar plates is a fundamental technique in many

biomedical fields, including clinical diagnostics, drug discovery, and food safety. This

common method provides essential information about the presence, identity, and

antibiotic susceptibility of microorganisms. However, the analysis traditionally de-

pends on manual inspection. While this manual approach has been used for decades,

it is slow, labor-intensive, and can produce inconsistent results between different sci-

entists, especially in modern high-throughput laboratories with increasing sample

loads. The growing need for fast, accurate, and standardized microbiological data

requires a shift from these subjective, manual methods to automated and objective

solutions.

The transition to automated analysis presents significant challenges. A key

obstacle for applying machine learning (ML) and deep learning (DL) methods is

the complex and variable appearance of microbial growth on agar plates. Factors

like different microbial species, colony morphologies, growth conditions, overlap-

ping colonies, and inconsistent lighting create complex images. Training reliable

machine learning models to accurately segment and classify these features requires

large, high-quality datasets with precise annotations. These datasets are difficult

and costly to create, as they need significant time from expert microbiologists for

manual labeling—a process that is both slow and prone to error. This lack of data

limits the potential of data-driven approaches in this area.

This doctoral thesis addresses these challenges by developing new methods at

the intersection of machine learning, computer vision, and biomedical imaging.

The work was conducted in close cooperation with the company Bruker Daltonics

GmbH & Co. KG, with the goal of developing practical, deployable automated and

artificial intelligence solutions to improve the image processing of agar plates, mak-

ing the analysis more efficient, accurate, and reproducible. By designing intelligent

systems that can interpret and quantify features from these images, this research

aims to overcome the limitations of manual methods and address the problem of

data scarcity for ML applications.

Specifically, this thesis focuses on two main areas: synthetic image genera-

tion and advanced analytical techniques. First, to address the high cost and

effort of annotating real-world data, this thesis proposes and validates a new frame-

work for generating realistic synthetic agar plate images. This approach can sig-

nificantly expand existing datasets, creating larger and more diverse training sets

for deep learning models, which can lead to better performance and generaliza-

tion. Second, this thesis explores advanced machine learning algorithms for more

detailed analysis. These include the use of semantic segmentation to precisely out-

14



line colonies and clustering methods, such as Gaussian Mixture Models (GMM) with

genetic algorithms, to automatically characterize and group different types of micro-

bial growth. These techniques can extract detailed quantitative information about

microbial growth that is important for both scientific research and diagnostics.

The structure of this thesis is designed to systematically present the background,

methodologies, findings, and implications of this research:

• Chapter 1: Solid Agar Media in Microbiology: Principles and Au-

tomated Analysis provides a foundation by reviewing the principles and ap-

plications of solid agar media. This chapter also discusses the role of modern

automation, including Total Laboratory Automation (TLA), in microbiologi-

cal workflows.

• Chapter 2: Related Machine Learning Knowledge-Base provides a

technical background on the machine learning methods relevant to this re-

search. This includes a review of deep learning architectures, genetic algo-

rithms, and unsupervised clustering, as well as the evaluation metrics and loss

functions used to train and assess the models.

• Chapter 3: Thesis Aims and Objectives outlines the framework of the

research by defining the specific questions, hypotheses, and objectives that

guide the work presented in this thesis.

• Chapter 4: Synthetic Image Enhanced Solid Agar Media Segmen-

tation presents the detailed methodology for generating synthetic agar plate

images and evaluates its impact on deep learning-based segmentation. The

chapter describes the segmentation models used and analyzes how synthetic

data augmentation improves their accuracy and robustness.

• Chapter 5: Clustering of Microbial Material in Solid Agar Media

Images details the application of advanced clustering techniques to differen-

tiate microbial material in agar plate images. This chapter demonstrates the

utility of these methods for quantitative characterization that goes beyond

simple colony counting.

• Chapter 6: Research Limits and Future Work discusses the limitations

of the current study and outlines potential directions for future research.

• Chapter 7: Conclusion summarizes the key contributions and implications

of the research

By addressing the need for automated solutions in microbial image analysis, this

thesis aims to provide meaningful contributions to both computational biology and

practical microbiology. The advancements presented here are intended to support

more efficient research, accelerate diagnostics, and ultimately improve public health

outcomes.
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1 Solid Agar Media in Microbiology: Princi-

ples and Automated Analysis
Solid agar media are nutrient-rich gels used in culture vessels like Petri dishes. They

are a fundamental tool for growing and analyzing microbes in both research and clin-

ical settings[73]. This chapter examines the use of solid agar media, focusing on how

technological advancements in automation and computational analysis are changing

their application. A critical part of this evolution is Total Laboratory Automa-

tion (TLA), which refers to the comprehensive automation of laboratory workflows.

In a TLA system, various instruments like automated inoculators, incubators, and

digital imagers are integrated into a single, cohesive unit[33, 56, 21]. The integration

of TLA is increasingly important because it enhances the efficiency, reproducibility,

and throughput of microbiological workflows, ultimately accelerating discovery and

improving diagnostic capabilities[71, 60].

1.1 Fundamentals of Solid Agar Media

Solid agar media provide a robust growth substrate crucial for a wide array of micro-

biological studies. The inclusion of agar, a seaweed-derived polysaccharide, results

in a stable, semi-solid medium that resists degradation by most microorganisms,

thereby facilitating the cultivation of bacteria, fungi, and other microbes[73]. This

solid surface is essential for isolating individual microbial colonies, allowing micro-

biologists to enumerate and characterize distinct populations derived from single

cells. Unlike liquid growth media, where individual colonies cannot be physically

separated, solid agar media enable the isolation of pure cultures, a foundational

principle of many microbiological techniques[73, 29].

When a single microorganism establishes itself on solid agar medium, it under-

goes multiplication, eventually forming a macroscopic colony visible to the naked

eye. Each such colony ideally originates from a single viable cell, and thus is referred

to as a Colony Forming Unit (CFU). This characteristic is fundamental for obtain-

ing pure cultures and for accurately estimating microbial concentrations through the

enumeration of CFUs[80]. Furthermore, the distinct visual appearance of different

colonies, known as colony morphology, can provide initial clues about the identity

of the microorganisms present[73].

The versatility of solid agar media lies in their adaptable composition. By in-

corporating selective agents, the growth of certain microorganisms can be inhibited

while others are favored, allowing for the preferential isolation of desired organisms

or groups[73]. This selectivity is achieved through various means, including the

16



addition of antibiotics or other chemical compounds that target specific microbial

characteristics. Furthermore, chromogenic media offer an additional layer of dif-

ferentiation by including substrates that yield colored products when metabolized

by particular microbes, aiding in rapid, presumptive identification based on colony

color[91]. These modifications highlight the crucial role of solid agar media in a

wide spectrum of microbiological applications, from isolating specific pathogens to

investigating microbial communities.

1.2 Diverse Applications of Solid Agar Media in Mi-

crobiology

Solid agar media are fundamental tools in microbiology with a wide range of applica-

tions in both research and clinical diagnostics. These include isolating and purifying

bacterial cultures, characterizing colony morphology, quantifying microbial popula-

tions, and performing various diagnostic procedures.

1.2.1 Preparation, Inoculation, and Isolation on Solid Agar Me-

dia

The preparation of solid agar media begins with mixing a dehydrated medium with

water, followed by sterilization via autoclaving. After cooling, any necessary sup-

plements are added, and the sterile medium is poured into culture vessels to solidify.

The plates are then typically stored inverted to prevent condensation from dripping

onto the agar surface[73].

Inoculation is the process of introducing a microbial sample onto the agar surface.

A primary application is for bacterial isolation, where the solid surface allows

individual cells to form distinct colonies. This makes it possible to isolate pure

cultures from a mixed population[101]. Common techniques include:

• Streak plating: A technique where a sample is spread across the agar surface

in a pattern to physically separate cells, allowing them to grow into isolated

colonies[29, 101].

• Pour plating: A quantitative method where the sample is mixed with molten

agar before being poured into a plate, used for enumerating viable colonies[101].

• Spread plating: A technique where a bacterial suspension is spread evenly

across the agar surface, often used for quantitative analysis[73, 101].

The resulting microbial growth on the agar surface can then be characterized,

quantified, or isolated for further analysis[73].
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1.2.2 Colony Morphology and Identification

Solid agar media allow for the detailed examination of colony characteristics,

which is important for identifying bacteria. On an agar surface, microbes grow

into colonies with unique visual attributes, including size, shape, texture, and color.

These features provide valuable clues for presumptive identification, which is a key

advantage over liquid cultures where individual colonies cannot be assessed[95].

1.2.3 Colony Counting for Quantitative Analysis

Colony counting is a primary method for determining the concentration of viable

cells in a sample. The process involves counting the Colony Forming Units (CFUs)

that grow on an agar plate after inoculation. By plating serial dilutions of a sample,

individual microbial cells are separated and can grow into distinct colonies. Since

each colony is assumed to originate from a single cell, counting them provides a direct

measure of the viable microorganisms in the original sample. Accurate colony count-

ing is essential for quantitative microbiology in both research and clinical labs[59].

1.2.4 Antibiotic Susceptibility Testing

A critical application of solid agar media is antibiotic susceptibility testing

(AST), which is used to determine how effective antibiotics are against specific

bacteria. Common AST methods include:

• Disk diffusion method (Kirby-Bauer): A qualitative method where antibiotic-

infused disks are placed on an inoculated agar plate. The size of the clear

zone of inhibition around a disk indicates the bacterium’s susceptibility or

resistance[39].

• Agar dilution method: A quantitative method where different concentra-

tions of an antibiotic are mixed into the agar. The lowest concentration that

prevents visible growth is identified as the Minimum Inhibitory Concentration

(MIC)[39, 37].

• Minimum Inhibitory Concentration (MIC) determination using gra-

dient strips: A quantitative method using a plastic strip with a predefined

antibiotic gradient. The MIC is read where the elliptical zone of inhibition

intersects the strip[61].

1.2.5 Selective and Differential Media

Specialized agar media are used to help isolate and identify specific bacteria from

mixed populations. They contain selective agents or differential indicators and are

categorized by their function:
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• Selective Media: These media contain substances like antibiotics or dyes

that inhibit the growth of unwanted microbes while allowing the target organ-

ism to grow[12].

• Differential Media: These media distinguish between different bacteria based

on their metabolic activity, often using indicators that cause visible changes,

like color, in the colonies or surrounding medium[73]. Chromogenic media

are a common type that uses substrates to produce distinct colors for different

microbes, aiding in rapid identification[91].

1.3 Automation and Computational Approaches in

Microbial Culture Analysis

The need for higher throughput, better reproducibility, and less human error has led

to increased automation in microbiology. This section explores how automation and

computational methods have impacted the analysis of microbial cultures on solid

agar media. It is divided into two parts: the automation of physical lab procedures

and the use of automated techniques for analyzing and interpreting results.

1.3.1 Automated Workflow Steps

This subsection focuses on the automation of physical processes within microbial

laboratories, transforming traditionally manual and labor-intensive procedures into

standardized, high-throughput operations.

Automated Inoculation and Streaking

The isolation of pure microbial cultures is a fundamental technique in microbiology,

crucial for downstream identification, characterization, and experimentation. Tradi-

tionally, this is achieved through manual streaking techniques on agar plates, where

a mixed microbial sample is serially diluted across the agar surface to obtain well-

separated single colonies. While effective, manual streaking is labor-intensive, prone

to variability depending on the operator’s skill, and can be a significant bottleneck

in high-throughput settings[73].

Automation has profoundly impacted this initial step in microbial analysis. Au-

tomated streaking systems utilize robotic arms equipped with loops or beads to

perform consistent and reproducible streaking patterns, which have been shown to

improve the quality of culture readings and isolation. These systems can be pro-

grammed with various streaking protocols to optimize the isolation of individual
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colonies based on the sample type and expected microbial load. For instance, spe-

cific automated platforms, when combined with optimized media and sample collec-

tion systems, have been shown to significantly improve the isolation of challenging

pathogens, such as enteric pathogens from stool samples, by enhancing pathogen

viability and reducing overgrowth from commensal flora, leading to a higher num-

ber of well-isolated pathogen colonies[40, 33, 56, 21, 41]. Studies have demonstrated

that these instruments can inoculate and spread samples over a greater propor-

tion of the agar surface than manual methods, yielding up to 44% more usable

colonies per plate from clinical specimens and standard cultures, and facilitating

the enumeration of organisms even at extremely low cell densities (e.g., as few as

102 CFU/ml in fluids)[40]. Automated systems like the BD Kiestra InoqulA have

shown superior performance in terms of isolation quality and standardization, re-

covering more colony types and ensuring better dispersion of organisms, particularly

for high bacterial counts in urine samples[33, 56]. The Previ Isola system, for exam-

ple, demonstrated high concordance with manual methods across various body fluid

and blood culture samples, while significantly reducing hands-on time for labora-

tory personnel[21]. By eliminating human variability, automated streakers enhance

the reliability and standardization of pure culture isolation. Furthermore, they can

process a significantly higher number of plates compared to manual methods, in-

creasing efficiency in laboratories handling large sample volumes. The integration of

barcode readers with these systems also allows for accurate sample tracking and data

management, contributing to the overall quality and traceability of microbiological

workflows.

Automated Colony Picking

The precise transfer of single microbial colonies is vital for subsequent downstream

analyses, such as Matrix-Assisted Laser Desorption/Ionization Time-of-Flight Mass

Spectrometry (MALDI-TOF MS), which has become a rapid and accurate method

for microbial identification[24, 50]. Manual colony picking, while offering unparal-

leled versatility and direct visual control, is inherently slow, labor-intensive, and

highly dependent on the skill and experience of the operator, leading to potential

inconsistencies and limiting throughput[29].

The widespread adoption of MALDI-TOF MS for microbial identification has

amplified the demand for efficient sample preparation. Manual transfer of colonies

to MALDI target plates represents a critical bottleneck that hinders the realization of

Total Laboratory Automation [100], a comprehensive approach aimed at streamlin-

ing laboratory work and significantly reducing operational costs[71]. Robotic colony

pickers address this challenge by automating the transfer of colonies to MALDI
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target plates[92]. Evaluations of these automated systems have demonstrated per-

formance comparable to or even superior to manual methods for MALDI-TOF sam-

ple preparation, particularly for Gram-positive bacteria with formic acid extrac-

tion, and have shown improved repeatability as well as increased performance for

yeasts[44, 20, 93]. These robotic systems thus significantly enhance the efficiency

and reliability of MALDI-TOF sample preparation workflows.

1.3.2 Automated Analysis and Interpretation

Beyond the automation of physical tasks, significant advancements have been made

in the automated analysis and interpretation of microbial culture results. This

subsection explores how computational approaches, particularly image analysis and

machine learning, are applied to extract quantitative and qualitative information

from solid agar media.

Automated Colony Counting and Analysis

Accurate and efficient enumeration of microbial colonies on agar plates is a funda-

mental requirement across diverse microbiological disciplines. Traditional manual

counting methods are laborious and error-prone, presenting inherent limitations in

terms of throughput, objectivity, and consistency, particularly when dealing with

complex scenarios such as high colony densities or subtle phenotypic variations[74].

To overcome these challenges, automated colony counting and analysis systems have

emerged as critical tools, offering enhanced accuracy, speed, and reproducibility in

microbial quantification[13, 34, 47, 46, 111]. These automated methods provide

significant advantages by reducing enumeration time, offering automatic documen-

tation, and ensuring reproducibility and operator independence[47].

Early automated systems and specialized software tools, relying on advanced

image processing algorithms, have significantly improved manual colony counting

and analysis by detecting and quantifying colonies and addressing issues like light-

ing variations and complex growth patterns. For instance, Colonyzer is designed

for automatic quantification of colony size, granularity, color, and location, sensi-

tive to low cell densities and correcting for lighting gradients[68]. Gitter focuses on

quantifying colony sizes from plate images by identifying grid patterns and then lo-

cating individual colony bounds[114]. The open-source tool CFUCounter combines

unsupervised machine learning with adaptive thresholding and watershed segmenta-

tion to provide robust counting and color-based classification comparable to manual

enumeration[119]. High-throughput growth monitoring systems, such as PHENOS,

track bacterial growth dynamics by continuously measuring colony thickness on solid
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agar, offering software to automate data combination, absorbance subtraction, and

informative visualization of thickness changes[9].

The integration of advanced computational techniques, notably artificial intel-

ligence (AI) and machine learning, has significantly transformed automated colony

analysis. AI-driven approaches leverage sophisticated image processing and pattern

recognition algorithms, including deep learning models, to accurately identify and

count colonies, even in challenging conditions. For example, Ferrari et al.[32] demon-

strated that deep learning architectures, specifically Convolutional Neural Networks

(CNNs), significantly outperformed traditional methods for bacterial colony count-

ing. Their work included releasing a large, labeled database of clinical samples to

validate these techniques. ColTapp, an automated image analysis application, en-

ables efficient quantification of microbial colony growth dynamics, monitoring size,

color, morphology, and estimating lag time from time-lapse images, even correcting

for biases from dense plates[7]. The Annotated Germs for Automated Recogni-

tion (AGAR) dataset, a large image database of microbial colonies meticulously

labeled by microbiologists, facilitates the evaluation of deep neural network ar-

chitectures like Faster R-CNN and Cascade R-CNN for microbe localization and

classification[75, 76]. Scan4CFU offers a low-cost, open-source platform for auto-

mated image capture and analysis of bacterial colony growth kinetics, providing

insights into microbial heterogeneity and antibiotic resistance[88]. Furthermore,

YOLO-based deep learning models show promising results for automated, real-time

microbial colony counting, achieving high precision and fast inference times[116].

These technologies not only enhance enumeration precision but also enable sophis-

ticated analyses, such as characterizing colony morphology and tracking growth

dynamics[7]. However, successful AI implementation requires careful validation and

consideration of data variability and interpretability[74].

Evaluations of commercial automated systems highlight both their potential

and limitations. While some systems, like the UVP ColonyDoc-It Imaging Sta-

tion, show high concordance with manual counts after visual correction, their fully

automatic counting may exhibit low accuracy, particularly for very high or very low

colony numbers. This implies that while automation can reduce initial hands-on

time, human intervention for visual adjustment may negate time savings[46]. Con-

versely, studies validating specific automated counting systems, such as for Group A

Streptococcus (GAS), have demonstrated high accuracy and significant time reduc-

tion, especially when combined with contrast-enhancing dyes like 2,3,5-triphenyl-

2H-tetrazolium chloride (TTC) to ensure the necessary contrast between colonies

and growth medium[34]. AI-based image classifiers, as evaluated for bovine mas-

titis diagnosis, also show high specificity and sensitivity for common pathogens,

supporting targeted treatments and reducing antimicrobial use[111].

22



The development of high-throughput and specialized systems further underscores

the importance of automated colony analysis. Innovations in hardware and software

have led to solutions capable of processing large numbers of plates and addressing

specific challenges, such as the accurate counting of merged colonies[16]. The appli-

cation of digital image analysis, coupled with machine learning techniques, offers a

powerful and evolving approach to standardize and enhance microbial enumeration

and analysis.

Automated Antimicrobial Susceptibility Testing

Antimicrobial Susceptibility Testing by disk diffusion is a crucial method for eval-

uating antibiotic effectiveness against microbial cultures[10]. Traditionally, this in-

volves manual measurement of inhibition zones around antibiotic disks, interpreted

by guidelines from organizations like CLSI or EUCAST[81, 48]. Due to increasing

workloads and the critical need for rapid, standardized results, automation has be-

come vital[25, 106]. Automated MIC determination systems, leveraging robotics,

imaging, and AI, have revolutionized clinical microbiology by streamlining high-

throughput susceptibility testing and reducing human error[37].

Automation of AST by disk diffusion has advanced from early semi-automated

systems to fully integrated Total Laboratory Automation solutions. Semi-automated

systems like the Sirscan and Osiris have been rigorously evaluated, demonstrating

reduced reading times and improved precision compared to manual methods[81, 86].

These systems consistently showed high agreement with standard visual readings,

confirming their reliability for interpreting zone diameters[86, 66]. Fully automated

zone reading, such as with the Sirscan automatic zone reader, further enhances re-

producibility and precision by significantly decreasing measurement variability[49].

Building on these foundational advancements, fully automated solutions like the

WASPLabTM streamline the entire workflow from sample preparation to result in-

terpretation, demonstrating high concordance with established manual techniques

and enhancing overall laboratory efficiency and reliability[19, 45].

A key innovation in automated AST is accelerating results. Automated sys-

tems enable reliable pathogen identification and comprehensive AST from positive

blood cultures with significantly shortened incubation times, often within 4 to 8

hours for common pathogens, compared to standard 18-24 hours[17]. This rapid

AST is critical for bloodstream infections, guiding timely and appropriate antibiotic

therapy. Advancements include procedures for standardized bacterial inocula from

blood cultures, showing high concordance with standard methods and minimal clini-

cal categorization errors with automated readings after just a few hours[78]. Further

research systematically compared early readings with standard methods, proposing
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time-adapted tentative breakpoints and defining areas of technical uncertainty to

minimize errors. This approach yields early actionable results, which can be con-

firmed by standard 18-hour readings from the same plate[79].

Beyond dedicated automated instruments, software tools and image analysis al-

gorithms are increasingly vital in AST. These tools integrate with various imaging

devices, including smartphone cameras, to analyze disk diffusion assays. Advanced

algorithms, including machine learning, enhance zone detection accuracy and ex-

tract nuanced growth pattern information, offering flexibility and accessibility for

diverse laboratories. Examples include AntibiogramJ, an open-source tool for semi-

automatic zone measurement with high agreement with expert microbiologists, sup-

porting various camera devices without new equipment investment[3]. AI-based

offline smartphone applications have also been developed for antibiogram analysis,

demonstrating high agreement with hospital-standard automatic systems and man-

ual measurements, significantly reducing inter-operator variability and increasing

AST access, particularly in resource-limited settings[89]. Another mobile applica-

tion, PalAST, automates disk diffusion AST using image processing and machine

learning to detect antibiotic disks, predict inhibition zones, and provide interpreted

results, also storing past test results[2]. Furthermore, hybrid models combining com-

puter vision and deep learning-based AI techniques offer precise and rapid antibiotic

zone measurement, utilizing CNNs for object and text recognition, classification, and

adherence to EUCAST standards[62].

Automated Microbial Identification through Image Interpretation

Beyond quantitative analysis, image analysis of agar plates is crucial for qualitative

microorganism identification, often using selective and differential media. These

media differentiate microbial types based on biochemical characteristics, manifesting

as distinct colony morphologies or color changes. Manual interpretation of these cues

is labor-intensive and prone to variability.

The advent of automated image interpretation systems, often powered by arti-

ficial intelligence and deep learning, has revolutionized this aspect of microbiology.

These systems capture high-resolution digital images of inoculated agar plates and

employ sophisticated algorithms to analyze colony characteristics such as size, shape,

color, texture, and growth patterns. For instance, AI software has been successfully

implemented in routine urine analyses, demonstrating high agreement with manual

laboratory technologist interpretations across various sample types (e.g., nephros-

tomy/ureterostomy, catheter, and midstream urine), thereby standardizing results,

prioritizing positive plates, and potentially reducing workload[26]. Similarly, the

detection of specific pathogens from chromogenic media has been significantly en-
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hanced by digital imaging software, achieving sensitivities comparable to molecular

detection methods and improving upon manual digital image review[6].

Furthermore, advancements in chromogenic culture media over the last decade

have expanded their utility for identifying a broader range of pathogens and screen-

ing for antimicrobial resistance mechanisms[91]. Integrating these media with au-

tomated imaging and AI allows for the rapid detection and classification of bac-

terial colonies. Such systems have demonstrated high accuracy in screening for

important healthcare-associated pathogens effectively distinguishing positive from

negative plates and often improving upon or matching the performance of manual

readings[18, 31, 30]. These platforms can automatically collect time-lapse images of

bacterial growth and employ deep learning models to identify species based on early

growth characteristics, demonstrating high accuracy in detection and classification,

even at low concentrations[69, 115]. The ability of AI to learn and recognize subtle

patterns in growing colonies from time-lapse data allows for the early and precise

identification of microorganisms, making these automated systems highly suitable

for high-throughput screening and rapid diagnostic applications in various settings,

from clinical laboratories to environmental monitoring. These automated systems

can also reduce the time technologists spend on negative plates and optimize incu-

bator capacity[18].

Advanced Image Classification and Analysis for Microbial Cultures

The comprehensive analysis of microbial cultures on agar plates, particularly through

image processing, has evolved significantly beyond basic counting and segmentation.

This subsection delves into the advancements in image classification and more so-

phisticated analytical approaches, highlighting the transition from traditional image

processing to machine learning and deep learning methodologies. Colony morphol-

ogy (size, shape, color, edge, elevation, and texture) on agar media is a fundamental

criterion for visually discriminating and identifying different microorganisms[95].

This approach remains relevant even as molecular methods gain prominence, and

recent research highlights the use of machine learning to classify bacteria by their

colony appearance. For example, a study on Pseudomonas aeruginosa demonstrated

that colony morphology is a robust and repeatable phenotype, enabling accurate

strain classification using deep learning methods[95].

Traditional image processing techniques have long formed the backbone of mi-

crobial colony analysis. Tools such as OpenCFU[36] and AutoCellSeg[64] exemplify

this, employing methods like preprocessing, feature extraction, and watershed seg-

mentation to effectively detect and count colonies. Similarly, CellProfiler[107] offers

flexible pipelines for object classification and thresholding, while ColTapp[8] lever-
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ages adaptive thresholding and circular Hough transforms for advanced detection

in time-lapse imagery. While valuable, these conventional approaches often require

substantial user intervention and may lack the adaptability and accuracy demanded

by the varied and complex nature of modern microbial samples. Their limited

integration with machine learning techniques often restricts their scalability and

generalizability for contemporary applications.

Integrating machine learning and deep learning has improved microbial image

analysis by making it more reliable and easier to automate. Early efforts in micro-

bial colony segmentation using machine learning included the application of convo-

lutional deep belief networks for feature extraction combined with support vector

machines[85]. However, such approaches often faced limitations due to small, custom

datasets and the analysis of cropped image patches rather than full images, impact-

ing their generalizability. Other innovative methods sought to enhance contrast

through custom equipment and near-infrared lighting, followed by simple threshold-

ing, though these were similarly constrained by limited sample sizes[121]. Authors

in [4] addressed data scarcity by generating synthetic images using a custom engine,

and later explored generative adversarial networks for this purpose[5]. Authors in

[90] applied techniques such as random patching and photorealistic style transfer to

enhance object detection. U-Net architectures have also been used for semantic seg-

mentation to distinguish between microbial groups (e.g., BVG+ and BVG-), though

they often depend on small, custom datasets[82, 11]. Studies [108] have compared

various CNN architectures including GoogLeNet, AlexNet, VGG-16, SqueezeNet,

and DenseNet-161, with GoogLeNet often showing superior performance. The suc-

cess of these models demonstrates the potential for automated bacterial identifica-

tion systems. Furthermore, convolutional neural networks have been successfully

trained on manually annotated solid medium cultures to accurately detect bacterial

colonies and estimate their size and growth rate from image sequences, providing

important data for pathogenicity and food safety[84].

Furthermore, AI-based image recognition has shown significant promise for the

automated identification of clinically important fungal species directly from colonial

images. For instance, studies have demonstrated that convolutional neural networks,

such as ResNet-18, can achieve very high accuracy in identifying Aspergillus species,

offering a fast, cost-effective, and user-friendly alternative to traditional morpho-

logical, PCR-sequencing, or MALDI-TOF MS methods, with minimal demand for

specialized expertise[113].

Beyond segmentation, machine learning has proven highly effective in the clas-

sification of microbial colonies. Deep and transfer learning techniques, particularly

with CNNs, have demonstrated high accuracy in classifying bacterial colonies cap-

tured by readily available devices like cell phone cameras[83]. Similarly, machine
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learning approaches, including both handcrafted features with support vector ma-

chines and CNNs, have shown promising results for automated bacterial colony

counting on culture plates, with deep learning methods significantly outperforming

traditional techniques for robust bacterial load estimation[32]. The application of

Mask R-CNN for segmenting and classifying bacterial colonies into distinct groups

has also showcased high precision and the potential for broader use in bacterial

and viral counting tasks, emphasizing the value of interactive interfaces for model

prediction verification[82]. For bacterial colony classification as a pre-screening pro-

cess, deep convolutional neural networks have been successfully applied to classify

18 common bacterial colony classes with high accuracy and specificity, significantly

reducing the scope of possible bacterial species and increasing work efficiency in

clinical bacteriology[51].

1.4 Data Challenges and Solutions for Automated

Analysis

The effective development and implementation of automated microbial image anal-

ysis systems, particularly those leveraging machine learning and deep learning, are

critically dependent on the availability of high-quality data. This section will dis-

cuss the inherent challenges associated with obtaining suitable datasets and explore

various solutions, including the role of publicly available resources and advanced

data augmentation techniques.

1.4.1 Publicly Available Datasets for Microbial Image Analysis

The advancement of automated microbial image analysis, particularly with machine

learning and deep learning techniques, is significantly hindered by a critical limi-

tation: the scarcity of publicly available, diverse, and expertly annotated datasets.

This absence of comprehensive benchmarking data makes unified and reliable eval-

uation of proposed solutions challenging. The inherent variability across agar types,

microorganisms, and streaking patterns contributes to highly diverse image data,

making generalization across different studies difficult. Furthermore, the acquisition

of high-quality microbial image data often requires specialized equipment and can

be restricted by regulatory constraints, further limiting its availability for research

and development.

Despite these challenges, several notable datasets exist that contribute to the

ongoing efforts in automated microbial image analysis. The MicrobIA Haemolysis

dataset comprises 235 agar plate images featuring microbial cultures, meticulously
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annotated with pixel-wise segmentation masks, which is valuable for tasks requiring

precise delineation of microbial growth[103]. The Segments Enumeration Dataset,

presented in [32], contains approximately 28,500 images of microbial patches, each

assigned a classification label based on the number of colonies it contains (ranging

from 1 to 7 colonies, plus outliers), making it particularly well-suited for developing

and evaluating colony counting algorithms. Another significant contribution is the

AGAR Dataset, introduced in [75], a substantial collection of 18,000 agar plates

where colonies are annotated with bounding boxes, highly suitable for applications

focused on colony counting. A recent addition to publicly available datasets, specif-

ically designed for deep learning applications in bacterial colony detection, includes

56,865 manually annotated colonies across 369 digital images, representing 24 bac-

terial species of veterinary importance[77]. These datasets provide essential training

data for developing robust classification models.

While these datasets provide valuable resources, they are often small-scale or tai-

lored for specific tasks, such as colony counting with bounding box annotations. The

overall lack of diversity in terms of agar types, microbial species, and growth condi-

tions in publicly accessible datasets remains a significant impediment to developing

truly generalized and robust AI models for microbial image analysis.

This thesis also presents new datasets that will be described in detail in subse-

quent sections, aiming to contribute to the growing need for more comprehensive

and diverse data for advancing automated microbial image analysis.
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2 Related Machine-Learning Knowledge-Base
Machine learning is significantly changing clinical laboratory medicine by shifting the

focus from reactive to predictive healthcare. ML algorithms are used to process data,

detect errors, interpret results, and support complex clinical decisions [98]. This use

of computational power improves both the efficiency and accuracy of diagnostic

workflows.

A major impact of ML in diagnostics is the move towards personalized medicine.

For example, statistical learning methods can create tailored reference ranges by

analyzing test results alongside a patient’s clinical features. Neural networks can

also predict specific test ranges with high accuracy. Additionally, ML algorithms

improve the precision of diagnostic tests by reducing false positives in important

screenings. This helps customize interpretations for individual patients rather than

applying broad population standards [94].

This chapter provides a background on the key concepts in machine learning,

deep learning, and artificial intelligence that are relevant to the image processing

tasks in this thesis, particularly the automated analysis of microbial cultures on

agar plates. While ML has great potential in biomedical applications, its responsible

use requires addressing challenges like regulatory compliance, data consistency, and

ensuring transparency in AI models. Future work in this area focuses on improving

how different systems work together and developing better validation methods for

these tools [60].

The following sections cover key topics including deep learning and convolutional

neural networks, genetic algorithms for feature selection, and clustering methods

such as Gaussian Mixture Models. It also details the specific evaluation metrics and

loss functions used to assess model performance throughout this thesis.

2.1 Deep Learning and Convolutional Neural Net-

works

Deep learning, a prominent subfield of machine learning, involves neural networks

characterized by numerous hidden layers, facilitating the extraction of hierarchical

representations from complex data[14]. These architectures are particularly effective

for processing structured data like images, audio, and text, where the depth refers

to the number of layers that enable the learning of increasingly abstract features

from raw inputs.

CNNs are a specialized class of neural networks specifically engineered for grid-

like data, such as images[110, 42]. Their efficacy stems from a fundamental operation
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called convolution, which applies learnable filters (also known as kernels) across the

input data to identify various patterns like edges, textures, and more complex visual

features.

2.1.1 The Convolution Operation

The convolution operation is the cornerstone of CNNs. It involves sliding a small

filter, or kernel, across the input image. At each position, the filter performs an

element-wise multiplication with the corresponding patch of the input and sums the

results, producing a single output pixel in the feature map. This process allows the

network to learn spatially invariant features[42].

For a 2D input image I and a 2D filter K (with dimensions m × n), the output

feature map S at position (i, j) is given by the mathematical operation:

S(i, j) = (I ∗ K)(i, j) =
bm/2c
∑

u=−bm/2c

bn/2c
∑

v=−bn/2c

I(i − u, j − v)K(u, v) (2.1)

Alternatively, a common formulation for discrete convolution without coordinate

flipping is:

S(i, j) =
m−1
∑

u=0

n−1
∑

v=0

I(i + u, j + v)K(u, v) (2.2)

Key parameters in convolution include:

• Stride: This determines how many pixels the filter shifts at each step. A stride

greater than 1 reduces the spatial dimensions of the output feature map.

• Padding: This involves adding pixels (often zeros) around the border of the

input image. Padding helps preserve the spatial dimensions of the input and

ensures that pixels at the edges are processed equally.

• Receptive Field: This refers to the region in the input space that a particular

feature in the output map is sensitive to. As data passes through successive

convolutional layers, the receptive field of neurons in deeper layers increases,

allowing them to capture more global and abstract features.

The application of various filters enables the CNN to detect diverse features at

different scales and orientations across the image[110, 42].

2.1.2 Pooling Operations

Pooling layers are typically inserted between successive convolutional layers in a

CNN[14]. Their primary purposes are to reduce the spatial dimensions (width and

height) of the feature maps, thus reducing the number of parameters and computa-

tional complexity, and to provide a degree of translational invariance to the learned
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features. This means that small shifts or distortions in the input image will not

significantly alter the pooled output, making the network more robust[41].

Two common types of pooling operations are:

• Max Pooling: This operation selects the maximum value from the patch of

features within the pooling window. For a given window size (e.g., 2x2) and

stride, it extracts the most prominent feature from that region.

• Average Pooling: This operation calculates the average value of the features

within the pooling window. It provides a more smoothed representation of the

features.

For a pooling window of size p × q applied to a feature map F , the output of a

max pooling operation at position (i, j) is:

Smax(i, j) = max
u=0...p−1,v=0...q−1

F (i · stride + u, j · stride + v) (2.3)

And for average pooling:

Savg(i, j) =
1

p · q

p−1
∑

u=0

q−1
∑

v=0

F (i · stride + u, j · stride + v) (2.4)

These operations help in summarizing the presence of features in regions and

reducing the sensitivity to their exact location.

2.1.3 U-Net and its Variants for Image Segmentation

In the context of image processing for microbial cultures, CNNs are highly valuable

due to their ability to automatically learn relevant features directly from pixel data.

For tasks requiring precise pixel-level classification, such as image segmentation

(where each pixel in an image is assigned a class label), specialized CNN architectures

are often employed. These models excel at delineating object boundaries and are

therefore well-suited for identifying and separating microbial colonies from the agar

medium and other artifacts.

U-Net

The U-Net architecture, initially developed for biomedical image segmentation, is a

prominent example of such a specialized CNN[96]. Its design is characterized by a

symmetrical U shape, comprising two main paths: the contracting path (encoder)

and the expanding path (decoder).

The contracting path, or encoder, functions much like a typical convolutional net-

work. It repeatedly applies convolutional layers, activation functions (like ReLU),

and max-pooling operations. This process progressively reduces the spatial dimen-

sions of the input image while increasing the number of feature channels. Its primary
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role is to capture and encode the hierarchical features and contextual information

from the input image, sacrificing fine spatial detail for a richer semantic understand-

ing.

Conversely, the expanding path, or decoder, reconstructs the high-resolution out-

put from the learned lower-resolution features. It consists of upsampling operations,

such as transpose convolutions, followed by convolutional layers. These upsampling

operations effectively deconvolve the learned features, bringing them back to the

original image size.

The crucial innovation of the U-Net lies in its skip connections. These connec-

tions directly transfer feature maps from corresponding layers in the contracting path

to the expanding path. This fusion allows the expanding path to combine high-level

semantic information from the deep encoder layers with fine-grained spatial details

from the shallow layers, which are often lost during downsampling. This combina-

tion is essential for producing precise and detailed segmentation masks, particularly

for tasks like delineating object boundaries in images[96].

Attention U-Net

The Attention U-Net[87] was developed to address a common challenge in medical

image segmentation: how to make the network selectively focus on relevant regions

while suppressing irrelevant background noise. In complex images, like those of mi-

crobial cultures where colonies might be clustered or have varying morphologies, not

all pixels or features carry equal importance for accurate segmentation. Traditional

skip connections in the U-Net simply concatenate features, potentially propagating

noise from the encoder to the decoder.

The core innovation of Attention U-Net lies in its attention gates (AGs), which

are integrated into the standard U-Net architecture at each skip connection. Instead

of a simple concatenation, these gates learn to weight features from the encoder path.

This weighting mechanism is data-driven, meaning the network learns which features

are more important for the segmentation task during training.

Here’s how it generally works: an attention gate receives two inputs: a query

feature map from a deeper layer in the decoder (which carries high-level semantic

information) and key feature maps from the corresponding encoder layer (which

provide fine-grained spatial details). The gate processes these inputs to generate a

set of attention coefficients, αi,j, for each pixel (i, j), which represent the importance

of that spatial location in the encoder’s feature map. Areas more relevant to the

segmentation target (e.g., the edge of a microbial colony) will receive higher attention

coefficients, while irrelevant background will receive lower ones. The refined, or

gated, feature map from the encoder, x′
enc, is then obtained through an element-
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wise multiplication of the original feature map, xenc, by these learned attention

coefficients. This effectively gates the information flow, allowing only the most

salient features to pass through the skip connection. This process can be expressed

as:

x′
enc = α � xenc (2.5)

The attended feature map from the encoder is then concatenated with the corre-

sponding decoder feature map, providing the decoder with cleaner, more relevant

spatial information.

By focusing on relevant regions like colony boundaries and suppressing noise,

Attention U-Net improves boundary delineation and is more robust to noise in com-

plex scenes. This makes it particularly effective for accurately segmenting densely

packed or challenging microbial colonies.

U-Net3+

The original U-Net’s skip connections, while revolutionary, establish direct one-to-

one connections between encoder and decoder layers at the same scale. The UNet++

architecture[120] first introduced the concept of dense skip connections, where the

encoder and decoder are connected via a series of nested, dense convolutional blocks.

This approach aims to reduce the semantic gap between the feature maps of the

encoder and decoder, making the fusion of features more effective.

Building upon this idea, the U-Net3+ architecture[53] takes a more comprehen-

sive approach to feature fusion, aiming to combine rich multi-scale features from

various levels of the encoder and decoder. This design addresses the limitation that

even with nested connections, there might not be sufficient contextual information

from all relevant resolutions.

U-Net3+ departs from the standard U-Net by creating full-scale aggregated skip

connections. This means that each decoder layer receives feature maps not just from

its corresponding encoder layer, but from all smaller-scale encoder feature maps and

the output of larger-scale decoder feature maps. These multiple inputs are typically

downsampled or upsampled as needed to match the resolution of the current decoder

layer, and then concatenated. The aggregated feature map for a decoder layer i can

be generally expressed as a concatenation of feature maps from multiple scales:

X
agg
i = Concatenate(Xdown

i , Xsame
i , X

up
i ) (2.6)

where Xdown
i refers to downsampled features from encoder layers, Xsame

i are features

from the corresponding encoder layer, and X
up
i are upsampled features from deeper

decoder layers. This aggregation provides a very rich input to each decoder stage,
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allowing it to synthesize information from a wide range of scales. Each decoder

block then processes this highly aggregated feature map to generate its output.

This comprehensive feature fusion allows for a better contextual understanding

of microbial colonies, regardless of their size or shape. By leveraging information

from all scales, U-Net3+ achieves enhanced boundary detail and is more robust to

scale variations, which is a common characteristic in microbial cultures.

2.2 Genetic Algorithms

Genetic algorithms (GAs) are a class of adaptive heuristic search algorithms inspired

by the process of natural evolution. As metaheuristic optimization techniques, they

are particularly well-suited for solving complex optimization and search problems

where the search space is vast or not easily traversable by traditional gradient-

based methods[14]. The core principle involves iteratively evolving a population of

candidate solutions towards better solutions over generations, mimicking biological

processes such as selection, crossover, and mutation.

2.2.1 Core Components and Operations

A genetic algorithm operates on a population of individuals or chromosomes, each

representing a potential solution to the optimization problem. These individuals are

typically encoded in a fixed-length string, often binary, but can also be real-valued

or permutation-based depending on the problem.

1. Representation (Chromosome/Individual): In the context of feature se-

lection, a chromosome can be a binary string where each bit corresponds to

a feature. A ’1’ indicates the feature is selected, and a ’0’ indicates it is not.

For example, for 5 features:

[1 0 1 1 0]

This chromosome represents a solution where features 1, 3, and 4 are selected.

2. Population: A collection of such individuals at a given generation. The

algorithm maintains and evolves this population over time.

3. Fitness Function: This function evaluates the quality (or fitness) of each

individual in the population. It quantifies how well a particular solution per-

forms in solving the problem. For feature selection, the fitness function typ-

ically involves training and evaluating a machine learning model using only

the features specified by the chromosome, with the model’s performance (e.g.,

accuracy, F1 score) serving as the fitness value. The goal of the GA is to

maximize this fitness.
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4. Selection: This process chooses individuals from the current population to act

as parents for the next generation. The selection mechanism is biased towards

individuals with higher fitness, ensuring that better solutions have a greater

chance of propagating their genetic material. Common methods include:

• Roulette Wheel Selection: Each individual’s chance of being selected

is proportional to its fitness relative to the total fitness of the popula-

tion. If fi is the fitness of individual i and N is the population size, the

probability of selecting individual i is:

Pi =
fi

∑N
j=1

fj

(2.7)

• Tournament Selection: A subset of individuals is randomly chosen

from the population, and the fittest individual among them is selected.

This is repeated until the desired number of parents are chosen.

5. Crossover (Recombination): This operation combines genetic material

from two parent individuals to create new offspring. It mimics sexual re-

production and facilitates the exploration of new areas in the search space by

combining desirable traits from different parents. A simple method is single-

point crossover, where a random crossover point is chosen, and the genetic

material after that point is swapped between the parents:

Parent 1: [1 0 | 1 1 0]

Parent 2: [0 1 | 0 1 1]

Crossover point after index 2.

Offspring 1: [1 0 | 0 1 1]

Offspring 2: [0 1 | 1 1 0]

6. Mutation: This operation introduces random alterations in an individual’s

genetic material. It helps maintain genetic diversity within the population

and prevents the algorithm from getting stuck in local optima. For binary

encoding, mutation often involves flipping a bit with a small probability (Pm).

Original :[1 0 | 1 1 0]

Mutated(e.g., 3rd bit flipped) :[1 0 | 0 1 0]

2.2.2 Application in Feature Selection

In this thesis, genetic algorithms are utilized specifically for feature selection. Fea-

ture selection is a crucial pre-processing step in machine learning that involves iden-
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tifying and selecting a subset of relevant features from the original dataset. This pro-

cess is vital for several reasons: it can reduce model complexity, mitigate overfitting,

decrease training time, and potentially improve model performance by eliminating

redundant or noisy features[58].

GAs are particularly well-suited for feature selection because they can effectively

navigate the combinatorial explosion of possible feature subsets in high-dimensional

data. Rather than exhaustively searching all possible combinations, a GA intelli-

gently explores this vast solution space. Each chromosome represents a unique subset

of features, and the fitness function evaluates the performance of a downstream ma-

chine learning model (e.g., for classification or regression) when trained exclusively

on that specific feature subset. Through iterative cycles of selection, crossover, and

mutation, the algorithm converges towards subsets of features that yield optimal or

near-optimal model performance, thereby identifying the most informative features

for the task at hand.

2.3 Clustering

Clustering is a fundamental unsupervised machine learning technique aimed at

grouping a set of data points into subsets (clusters) such that data points within

the same cluster are more similar to each other than to those in other clusters[58].

Unlike supervised learning, clustering does not rely on pre-labeled data; instead, it

discovers inherent structures or patterns within the data based on similarity mea-

sures. This makes it particularly valuable for exploratory data analysis, pattern

recognition, and anomaly detection in diverse fields, including biomedical research

where it can help stratify patients, analyze genetic data, or segment medical images.

2.3.1 k-means Clustering

k-means is one of the most widely used partitioning-based clustering algorithms

due to its simplicity and computational efficiency. The K in k-means refers to

the predefined number of clusters that the algorithm will attempt to form. The

algorithm works iteratively to assign each data point to one of K clusters based on

feature similarity, where the similarity is typically measured by Euclidean distance

to the cluster’s centroid (mean of the data points in that cluster).

The k-means algorithm typically follows these steps:

1. Initialization: Randomly select K data points from the dataset to serve as

initial cluster centroids (or initialize them in another predefined way).

2. Assignment Step (E-step - Expectation): Each data point is assigned

to the cluster whose centroid it is closest to. The distance is typically the

36



Euclidean distance. For a data point xi and a centroid µj, the assignment is

based on:

assign(xi) = arg min
j

‖xi − µj‖
2 (2.8)

3. Update Step (M-step - Maximization): The centroids of the clusters are

re-calculated by taking the mean of all data points assigned to that cluster. If

Cj is the set of data points assigned to cluster j, the new centroid µj is:

µj =
1

|Cj|

∑

xi∈Cj

xi (2.9)

4. Iteration: Steps 2 and 3 are repeated iteratively until the cluster assignments

no longer change, or a maximum number of iterations is reached, indicating

convergence.

The objective of the K-Means algorithm is to minimize the within-cluster sum of

squared errors (WCSS), often referred to as inertia:

J =
K

∑

j=1

∑

xi∈Cj

‖xi − µj‖
2 (2.10)

where K is the number of clusters, Cj is the set of data points in cluster j, xi is a

data point, and µj is the centroid of cluster j. Minimizing this objective function

leads to compact and well-separated clusters.

While K-Means is efficient and easy to implement, it has certain limitations: it

requires the number of clusters (K) to be specified beforehand, is sensitive to the

initial placement of centroids, and tends to form spherical clusters, which may not

be optimal for discovering clusters of arbitrary shapes[14].

2.3.2 Other Clustering Approaches

Beyond K-Means, various other clustering techniques offer different strengths for

diverse data structures:

• Hierarchical Clustering: This method builds a hierarchy of clusters. Ag-

glomerative clustering starts with each data point as a single cluster and suc-

cessively merges the closest clusters until only one large cluster remains. Di-

visive clustering begins with all data points in one cluster and recursively

splits them. These methods produce a dendrogram, visualizing the cluster

hierarchy[58].

• Density-Based Spatial Clustering of Applications with Noise (DB-

SCAN): This algorithm groups together data points that are closely packed

together, marking as outliers those points that lie alone in low-density regions.

DBSCAN can discover clusters of arbitrary shapes and is robust to noise, as

it does not require a pre-defined number of clusters[14].
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2.3.3 Application in Microbial Image Analysis

In the context of image processing of agar plates with microbial cultures, clustering

techniques can be invaluable. For instance, after extracting features from microbial

colonies (e.g., size, shape, color, texture), clustering can be applied to group morpho-

logically similar colonies without prior knowledge of their species or type. This can

help in identifying distinct microbial populations, discovering new growth patterns,

or segmenting regions of interest based on inherent pixel similarities, contributing to

automated classification and anomaly detection within high-throughput screening.

2.4 Gaussian Mixture Models

Gaussian Mixture Models are a probabilistic model that assume all the data points

are generated from a mixture of a finite number of Gaussian distributions with

unknown parameters. In essence, a GMM attempts to find and characterize sub-

populations (clusters) within a larger dataset, where each sub-population is repre-

sented by a Gaussian (normal) distribution. This approach offers a more flexible

clustering framework compared to hard-assignment clustering algorithms like K-

Means, as GMMs provide a probabilistic assignment of each data point to every

cluster, reflecting the uncertainty of membership[58].

2.4.1 Model Components

A Gaussian Mixture Model with K components models the probability density func-

tion (PDF) of a data point x as a weighted sum of K individual Gaussian component

PDFs:

p(x|Θ) =
K

∑

k=1

πkN (x|µk, Σk) (2.11)

Where:

• K is the number of Gaussian components.

• πk s the mixing coefficient (or prior probability) for component k, representing

the proportion of data points belonging to that component. These coefficients

must satisfy 0 ≤ πk ≤ 1 and
∑K

k=1
πk = 1

• N (x|µk, Σk) is the multivariate Gaussian probability density function for com-

ponent k, defined by:

N (x|µk, Σk) =
1

√

(2π)D|Σk|
exp

(

−
1

2
(x − µk)T Σ−1

k (x − µk)
)

(2.12)

Here, D is the dimensionality of the data, µk is the mean vector of component

k, and
∑

k is the covariance matrix of component k. The mean µk determines
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the center of the Gaussian, while the covariance matrix
∑

k determines its

shape and orientation.

2.4.2 Expectation-Maximization (EM) Algorithm for GMMs

The parameters of a GMM (µk, πk,
∑

k for all k) are typically estimated using

the Expectation-Maximization (EM) algorithm. EM is an iterative optimization

algorithm used to find maximum likelihood estimates of parameters in probabilistic

models, especially when the model depends on unobserved latent variables (in this

case, which cluster each data point belongs to)[14].

The EM algorithm for GMMs consists of two main steps, which are alternately

repeated until convergence:

1. E-step (Expectation Step): In this step, given the current estimates of the

model parameters, the algorithm calculates the posterior probability (often

called responsibility) that each data point xi belongs to each component k.

This responsibility, denoted as γ(zik), quantifies how much component k is

responsible for generating data point xi

γ(zik) = p(zk = 1|xi, Θold) =
πold

k N (xi|µ
old

k , Σold

k )
∑K

j=1
πold

j N (xi|µold
j , Σold

j )
(2.13)

where Θold denotes the parameters from the previous iteration.

2. M-step (Maximization Step): In this step, the model parameters (µk,

πk,
∑

k) are re-estimated to maximize the expected log-likelihood, using the

responsibilities calculated in the E-step.

• New mixing coefficients πnew

k : The new mixing coefficient for compo-

nent k is the sum of the responsibilities for that component, normalized

by the total number of data points (N).

Nk =
N

∑

i=1

γ(zik) (2.14)

πnew

k =
Nk

N
(2.15)

• New mean vectors µnew

k : The new mean for component k is the

weighted average of all data points, where the weights are their respon-

sibilities to component k.

µnew

k =
1

Nk

N
∑

i=1

γ(zik)xi (2.16)

• New covariance matrices (Σnew

k ): The new covariance matrix for com-

ponent k is a weighted average of the squared differences between data

points and the new mean, again weighted by responsibilities.
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Σnew

k =
1

Nk

N
∑

i=1

γ(zik)(xi − µnew

k )(xi − µnew

k )T (2.17)

These two steps are repeated until the log-likelihood of the data (or the pa-

rameter estimates) converges, meaning they no longer change significantly between

iterations.

2.4.3 Application in Microbial Image Analysis

Gaussian Mixture Models in ters of this thesis is well-suited for pixel clustering in

microbial image analysis, offering distinct advantages over methods like K-Means.

Unlike K-Means, which assigns each pixel to a single cluster, GMMs provide a prob-

abilistic assignment, indicating the likelihood of a pixel belonging to each cluster.

This soft assignment is crucial when dealing with biological images where boundaries

between microbial colonies or different cellular structures can be fuzzy or ambiguous.

Furthermore, GMMs can model clusters with varying sizes, shapes, and orientations

through their flexible covariance matrices, allowing for a more accurate representa-

tion of the diverse morphologies found in microbial growth, whereas K-Means tends

to form spherical clusters. In practical application, GMMs can be applied to pixel

intensity values or extracted features (e.g., texture, color) from regions of interest

within agar plate images to differentiate between background, agar, and distinct

types or states of microbial growth. This probabilistic modeling enables more nu-

anced and robust segmentation, which is essential for precise analysis of microbial

populations and the identification of subtle morphological variations or anomalies.

While GMMs are computationally more intensive than K-Means and require careful

selection of the number of components, their ability to capture complex data distri-

butions and provide probabilistic outputs makes them a powerful tool for advanced

image analysis in biomedicine.

2.5 Evaluation Metrics

Evaluating the performance of machine learning models is crucial for understand-

ing their effectiveness and for comparing different approaches. This section details

the key metrics used to assess the performance of the models for segmentation,

clustering, and regression tasks in this thesis.

2.5.1 Segmentation Metrics

For image segmentation tasks, performance is typically measured by comparing the

predicted segmentation mask against a ground truth mask on a pixel-by-pixel basis.
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These metrics are used to evaluate the performance of the semantic segmentation

models, as will be detailed in Section 3.

Jaccard Score (Intersection over Union - IoU)

The Jaccard score measures the similarity between two sets, in this case, the

predicted and true sets of pixels. It is defined as the size of the intersection divided

by the size of the union of the two sets.

Jaccard =
TP

TP + FP + FN
(2.18)

Here, TP stands for true positive, FP represents false positive, and FN denotes

false negative.

Dice Coefficient (F1 Score)

The Dice coefficient is another widely used metric for segmentation, which can

be interpreted as twice the overlap between the predicted and true pixels, divided

by the total number of pixels in both masks. It is conceptually very similar to the

Jaccard score.

Dice =
2TP

2TP + FP + FN
(2.19)

2.5.2 Clustering Metrics

Clustering performance can be evaluated using metrics that rely on ground truth

labels (extrinsic) or metrics that assess the inherent quality of the clusters without

labels (intrinsic). These metrics are applied to assess the quality of the pixel-wise

clustering of microbial colonies, a core task of the methodology that will be presented

in Section 4.

V-measure

The V-measure[97] is an extrinsic, entropy-based metric that evaluates clustering

quality by balancing two key aspects: homogeneity (h) and completeness (c).

Homogeneity ensures that each cluster contains only members of a single class,

while completeness ensures that all members of a given class are assigned to the

same cluster. The V-measure is the harmonic mean of these two values:

V =
2 · h · c

h + c
(2.20)

The score ranges from 0 to 1, with 1 indicating a perfectly correct clustering.
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Silhouette Score

The Silhouette Score is an intrinsic metric used to evaluate the quality of clusters

without requiring ground truth labels. It measures how similar a data point is to its

own cluster compared to other, neighboring clusters. The score for a single sample

is calculated as:

s =
b − a

max(a, b)
(2.21)

where a is the mean intra-cluster distance and b is the mean nearest-cluster distance

for that sample. The overall Silhouette Score is the mean of the scores for all samples.

It ranges from -1 to 1, where a high value indicates that objects are well-matched

to their own cluster and poorly matched to neighboring clusters.

2.5.3 Regression Metrics

For the task of predicting the number of microbial clusters, which is a regression

problem, performance is evaluated by measuring the error between the predicted

numerical count and the actual count. These metrics are employed to evaluate

the models for predicting the number of microbial clusters, a key sub-task of the

clustering pipeline that will be discussed in Section 4.

Mean Squared Error (MSE)

MSE measures the average of the squared differences between the predicted val-

ues and the actual values. It is highly sensitive to large errors, penalizing them

quadratically.

MSE =
1

n

n
∑

i=1

(yi − ŷi)
2 (2.22)

Here, n is the number of samples, yi is the actual value for sample i, and ŷi is the

predicted value.

Root Mean Squared Error (RMSE)

RMSE is the square root of the MSE. Its primary advantage is that its value is on

the same scale as the original target variable (e.g., number of colonies), making it

more interpretable.

RMSE =

√

√

√

√

1

n

n
∑

i=1

(yi − ŷi)2 (2.23)

Mean Absolute Error (MAE)

MAE calculates the average of the absolute differences between predicted and actual

values. It is less sensitive to outliers compared to MSE as it treats all errors with
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equal weight.

MAE =
1

n

n
∑

i=1

|yi − ŷi| (2.24)

Correlation Coefficient

The Correlation Coefficient (Pearson) measures the strength and direction of the

linear relationship between the predicted and actual values. A coefficient close to

1 indicates that the model’s predictions accurately track the true values in a linear

fashion.

r =

∑n
i=1

(yi − ȳ)(ŷi − ¯̂y)
√

∑n
i=1

(yi − ȳ)2
∑n

i=1
(ŷi − ¯̂y)2

(2.25)

Here, ȳ is the mean of the actual values and ¯̂y is the mean of the predicted values.

2.6 Loss Functions

Loss functions are essential for training machine learning models, as they quantify

the error between a model’s prediction and the ground truth, thereby guiding the

optimization process.

2.6.1 Dice Loss

This loss function was chosen to train the segmentation models, which will be de-

scribed in Section 3, due to its effectiveness with unbalanced classes (e.g., more

background pixels than foreground pixels). It is derived directly from the F1 score

and encourages the model to produce accurate segmentation masks with high overlap

with the ground truth. It is calculated as:

LDice = 1 −
2TP

2TP + FP + FN
(2.26)

2.6.2 Mean Squared Error (MSE) Loss

For regression tasks, such as predicting the number of clusters, the Mean Squared

Error also serves as a loss function. This was used as the loss function for training

the regression models for cluster count prediction, as will be discussed in Section 4.

By minimizing the MSE during training, the model learns to produce predictions

that are, on average, as close as possible to the actual values.

LMSE =
1

n

n
∑

i=1

(yi − ŷi)
2 (2.27)
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Thesis Aims and Objectives
The analysis of microbial cultures on agar plates is a fundamental practice in

biomedicine. However, manual inspection is slow, labor-intensive, and can pro-

duce inconsistent results. While machine learning is a powerful tool for automating

this process, its effectiveness is often limited by the lack of large and well-annotated

image datasets. This data scarcity poses a significant challenge to developing ro-

bust, generalizable models that can outperform the variability inherent in traditional

methods.

The main aim of this thesis is to advance the state of the art in machine learn-

ing and computer vision for agar plate analysis. This work directly addresses the

limitations of data scarcity and poor generalization that challenge current solutions.

By developing new methods and providing a comprehensive framework, this thesis

provides a foundation for analysis that moves beyond simple detection of colonies

and addresses the real-world complexities of microbial cultures.

To achieve this aim, the research is structured around three primary objectives:

1. To develop a framework for generating realistic synthetic agar plate

images. This objective addresses the problem of data scarcity by creating a

pipeline to generate realistic synthetic images of microbial growth. Key tasks

include:

• Exploring generative modeling techniques to simulate colony shapes, sizes,

and common imaging artifacts.

• Developing a system to automatically produce diverse synthetic images

with corresponding ground-truth annotations.

• Validating the framework by showing that models trained with synthetic

data perform better on real-world images.

2. To design and optimize deep learning models for precise colony seg-

mentation. Accurate segmentation is necessary for any reliable quantitative

analysis. This objective focuses on adapting modern deep learning models to

accurately outline individual colonies. Key tasks include:

• Implementing and fine-tuning convolutional neural network architectures,

like U-Net, for the specific challenges of this task.

• Evaluating how adding synthetic data to training sets improves model

performance, accuracy, and robustness.

• Demonstrating improved performance across different microbial species,

agar types, and imaging conditions.

3. To implement advanced unsupervised clustering to characterize dif-

ferent types of microbial material. This objective aims to go beyond

simple counting by developing methods to automatically characterize micro-
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bial growth from images. Key tasks include:

• Applying clustering algorithms, such as GMMs, to automatically group

different microbial populations based on their visual features.

• Using genetic algorithms to automatically optimize the settings of the

clustering models, removing the need for manual tuning.

• Creating an automated tool for objective phenotypic analysis of different

microbial strains or mixed cultures.

By achieving these objectives, this thesis provides a complete computational

framework for agar plate analysis. The work offers new methods and practical tools

to make microbiological analysis more efficient, accurate, and reproducible in both

research and diagnostic settings.
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3 Synthetic Image Enhanced Agar Plate Seg-

mentation
Deep learning models require large, high-quality datasets with precise annotations to

be successful. This is a significant challenge in the medical field, where creating such

datasets is often difficult due to patient privacy rules, high costs, and the fact that

some conditions are rare. Data augmentation, which creates new data by applying

transformations to existing images, is a common strategy to overcome this issue.

However, there is still a need to better understand the newest and most advanced

deep learning-based augmentation methods[55].

While traditional augmentation techniques apply simple geometric or color trans-

formations, recent advancements have focused on synthetic data generation, which

creates entirely new, realistic data points. This approach not only expands dataset

size but also addresses fundamental issues such as patient privacy, as it enables the

creation of realistic medical imaging datasets that preserve essential clinical biomark-

ers without exposing sensitive patient information[65]. The potential of synthetic

data is underscored by multiple recent studies. For instance, Denoising Diffusion

Probabilistic Models (DDPMs) have emerged as a powerful tool for generating high-

quality 3D medical images, such as MRI and CT scans, that have been validated by

radiologists for their realistic appearance and anatomical correctness[63]. Supple-

menting real chest X-ray datasets with synthetic images has been shown to signif-

icantly improve the performance and generalizability of pathology classifiers, with

notable increases in the area under the receiver operating curve (AUROC)[65]. Sim-

ilarly, the RAD-DCGAN model, designed for generating synthetic radiology images,

has led to a 4-5% accuracy improvement in classifiers compared to those trained with

conventional augmentation methods[104]. Furthermore, frameworks like SynSeg-Net

demonstrate the ability to perform segmentation across different imaging modalities

using synthetically generated data, reducing the need for extensively labeled ground

truth in the target modality[54].

The demonstrated successes of synthetic data in diverse medical imaging appli-

cations—from radiology to cross-modality segmentation—underscore its potential to

revolutionize fields grappling with similar data limitations. The analysis of microbial

cultures on agar plates is one such domain. To address data scarcity in microbial

imaging, data augmentation techniques, such as Copy-Paste augmentation[38, 117]

and other synthetic image generation methods[5, 90], are employed to create artifi-

cial samples and enhance dataset diversity.

This thesis utilizes three key datasets—BRUKERCOLONY, BRUKERAGAR,

and BRUKERDUST—which were introduced in publications foundational to this
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research. These publicly accessible resources help address the critical data gap in

the community.

However, even with these resources, augmentation methods may not fully repli-

cate the complexities of real-world scenarios or the nuanced visual changes influenced

by different agar types or microbial characteristics.

The critical need for enhanced training data is addressed in this chapter through

the presentation of a novel methodology for the generation of synthetic agar plate

images. This approach aims to augment existing real-world datasets, thereby im-

proving the performance and generalization capabilities of machine learning models

for agar plate segmentation. As depicted in Figure 3.1, the methodology integrates

a multi-step pipeline designed to create highly realistic synthetic images, complete

with accurate segmentation annotations. Various features are incorporated into the

pipeline to simulate cultivation-related phenomena, such as haemolysis and chro-

mogenic reactions, which are crucial for replicating the visual complexities observed

in laboratory settings. The core objective of this chapter is to detail the design

and implementation of this synthetic image generation pipeline and to evaluate its

efficacy in improving the performance of semantic segmentation models for agar

plates. It will be demonstrated how the strategic incorporation of synthetically gen-

erated data, even in varying proportions, significantly enhances the segmentation

accuracy of deep learning architectures, moving towards a more robust and univer-

sally applicable automated analysis system. This work contributes to bridging the

data gap in automated microbiology, paving the way for more reliable and efficient

high-throughput screening and analysis of microbial cultures.

3.1 Data Acquisition

The synthetic image generator central to this research required specific data inputs,

beginning with a baseline image of an empty agar plate. This base image was then

populated with various microbial colony patches, each paired with a correspond-

ing binary annotation mask. This method allowed for the automatic creation of a

complete segmentation mask for each generated agar plate image.

This study leveraged multiple datasets to source the required imagery. The

foundational training data and the microbial colony patches were extracted from

the primary BRUKERCOLONY dataset. Additionally, two novel datasets were

introduced: BRUKERAGAR and BRUKERDUST. To ensure consistency across all

data sources, the images for these datasets were captured with the same colony-

picking robot, resulting in uniform image sizes and lighting conditions.
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Fig. 3.1: This diagram illustrates the multi-step pipeline developed for the genera-

tion of synthetic agar plate images, designed to create highly realistic visuals with

accurate segmentation annotations.

3.1.1 BRUKERCOLONY Dataset

The BRUKERCOLONY dataset, published and made available in [23], encompasses

547 meticulously annotated images of agar plates. These images predominantly fea-

ture microbial monocultures on red or white agar, with annotations provided as bi-

nary segmentation masks created by trained experts. Notably, some images capture

identical samples acquired under varying lighting conditions and/or rotations, en-

riching the dataset’s diversity. Figure 3.2 shows several examples from this dataset,

along with their corresponding binary annotation masks.

The agar plates featured in the BRUKERCOLONY dataset were prepared as an

integral part of internal design verification and performance clinical studies. These

studies aimed to inform the development and application of the MBT Pathfinder®

instrument, which functioned as an acquisition unit for the imaging process. This

diverse range of microbes and agar types contributes to a rich color space within

the dataset, as illustrated by the color distribution chart in Figure 3.3.

The plate preparation involved culturing microbial samples from cryogenic stock

on dedicated agar media. These cultures were subsequently incubated for 18-48
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Fig. 3.2: Examples from the BRUKERCOLONY dataset, showing original images

of microbial cultures (top row) and their corresponding binary segmentation masks

(bottom row).

Fig. 3.3: This chart illustrates the color distributions of selected samples from the

BRUKERCOLONY dataset.

hours at 36 ± 1◦C. Following primary cultures, colonies were re-isolated on fresh

agar plates, with second subcultures being utilized for the experiments. Specific

media were chosen based on microbial requirements: for anaerobic species such as

Prevotella bivia, Clostridium perfringens, Bacteroides vulgatus, Bacteroides thetaio-

taomicron, and Bacteroides ovatus, BD™ Schaedler Agar with Vitamin K1 and 5%

Sheep Blood was employed. Other bacterial and yeast samples were cultivated using

BD™ Columbia Agar with 5% Sheep Blood.

The comprehensive studies involved diverse microbial populations, including

Gram-positive, Gram-negative, and anaerobic bacteria, as well as various yeasts.

49



A detailed list of microorganisms specifically tested as part of the studies contribut-

ing to this dataset is provided in Table 3.1. To support the growth and characteriza-

tion of these diverse microbial cultures, a range of agar plates were employed across

the studies, as detailed in Table 3.2.

Table 3.1: List of microbes selected for the studies contributing to the BRUKER-

COLONY dataset

Category Subcategory Microorganism

G-
Aerobe

Escherichia coli

Klebsiella pneumoniae

Pseudomonas aeruginosa

Anaerobe Bacteroides fragilis

G+
Aerobe

Enterococcus faecalis

Staphylococcus aureus

Streptococcus pneumoniae

Anaerobe Clostridium perfringens

Yeasts
Candida albicans

Candida glabrata

For comparison and completeness, the color distribution of another publicly

available dataset, MicrobIA, is shown in Figure 3.4. A visual examination of the

two charts reveals that the BRUKERCOLONY dataset encompasses a substantially

more diverse color space than that observed in the MicrobIA dataset.

Fig. 3.4: This chart illustrates the color distributions of selected samples from the

MicrobIA dataset.
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Table 3.2: Agar plates used in the studies contributing to the BRUKERCOLONY

dataset

Agar Plate Type Primary Use / Context

BD™ Schaedler Agar with Vitamin K1

and 5% Sheep Blood

For anaerobic bacteria

BD™ Columbia Agar with 5% Sheep

Blood

For other bacterial and yeast samples

LB or CBA Agar For agar thickness and consistency tests

Columbia Blood Agar with 5% Sheep

Blood

General microbiological media

Trypticase Soy Agar with 5% Sheep Blood General microbiological media

Chocolate Agar For fastidious organisms

MacConkey Agar Selective and differential for Gram-

negative bacteria

Columbia CNA Agar with 5% Sheep

Blood

Selective for Gram-positive bacteria

Sabouraud-Dextrose Agar For yeasts and molds

Dataset Partitioning and Colony Patch Extraction

To prepare the data, the BRUKERCOLONY dataset was first partitioned into three

distinct segments: a training set (70%), an evaluation set (20%), and a testing set

(10%). The training set was designated for two purposes: extracting a library of

individual colony patches for the synthetic image generator, and later for training

the segmentation models alongside the newly generated synthetic images.

To avoid data leakage and ensure an unbiased evaluation, colony patches were

not extracted from the evaluation or testing sets. This strict separation guarantees

that the models are evaluated only on unseen data. The complete process for training

and evaluating the segmentation models is described in detail in subsequent sections

(section 3.4).

The patch extraction process, illustrated in Figure 3.5, was applied exclusively

to the images in the training set to isolate each distinct microbial colony from its

original background.

The process begins with an annotated image from the training set, an example of

which is shown in Figure 3.6.

The extraction pipeline is a multi-step process designed to accurately delineate

individual colonies, even when they are in close proximity. The process begins by
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Fig. 3.5: This diagram depicts the process of extracting individual colony patches

from the BRUKERCOLONY training set’s ground truth annotations.

converting the ground truth binary mask from an image like the one above into a

distance map. This map is then thresholded to identify markers that correspond

to the center of each colony. Finally, these markers are used to seed a watershed

segmentation algorithm, which defines the precise boundary of each colony. The key

steps of this pipeline are illustrated in Figure 3.7.

Using this pipeline, a total of 20,417 colony patch images were extracted from

the training set. Figure 3.8 shows an example of an extracted patch.

To ensure the quality of the synthetic images, the extracted patches underwent a

final refinement stage. Only patches depicting intact colonies were selected, exclud-

ing those with truncated edges. In cases where a patch contained multiple colonies,

the annotation mask was manually adjusted to isolate the single colony of interest
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Fig. 3.6: An example of an original agar plate image from the BRUKERCOLONY

training set. The ground truth annotation mask for this image is used as the input

for the patch extraction pipeline.

(Figure 3.9). Finally, a morphological dilation was applied to the masks to smooth

their boundaries and include a small margin of the adjacent agar pixels.

3.1.2 BRUKERAGAR Dataset

BRUKERCOLONY dataset lacked images of empty agar plates, the BRUKERA-

GAR dataset was created to fill this gap. To ensure authenticity and reflect real-

world variability, images of empty plates were captured using 23 distinct types of

agar media, with ten plates photographed for each type. A complete list of these

agar media is provided in Table 3.3.

The plates were imaged from a top-down perspective under six different lighting

conditions using a prototype of the MBT Pathfinder® colony-picking robot. While

bottom-view images were also acquired, they weren’t used in this specific study.

This effort resulted in a comprehensive dataset of 1,610 images, which has been

made publicly available in [22]. Figure 3.10 shows some examples from this dataset.

3.1.3 BRUKERDUST Dataset

Existing public datasets lacked diversity in agar types and microbial species. To

create a more robust test set for the image generator, a new dataset called BRUK-

ERDUST was created.

To generate this dataset, Petri dishes were inoculated with environmental swabs

from various laboratory surfaces and then incubated at room temperature for 72
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(a) The process begins with the original

ground truth binary mask.

(b) A distance map is generated from the

mask to separate colonies.

(c) The distance map is thresholded to iden-

tify colony centers (markers).

(d) Watershed segmentation uses the mark-

ers to delineate each colony.

Fig. 3.7: The main steps of the image processing pipeline used to extract individual

colony patches from ground truth annotations.

hours. After the incubation period, a MBT Pathfinder® colony picking robot scanned

the plates using six different lighting settings. Plates with visible microbial growth

were selected and then manually annotated. This process resulted in 854 images,

and the complete dataset has been made publicly available in [22]. Figure 3.11

shows several examples of the diverse microbial growth captured in this dataset,

along with their corresponding segmentation masks.
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Fig. 3.8: This figure illustrates an example of an extracted colony patch on various

backgrounds; the top-left image is the original from which the patch was extracted,

and the image to its right is its corresponding mask.

(a) An original colony patch

containing multiple distinct

colonies.

(b) The initial annotation

mask corresponding to the

original patch.

(c) The annotation mask af-

ter manual refinement to iso-

late a single colony.

Fig. 3.9: This figure demonstrates the process of manually adjusting colony patch

annotations to ensure each patch contains only a single, isolated colony.

The color distribution of the BRUKERDUST dataset is visualized in Figure 3.12.

Judging from the charts depicted in Figure 3.4, 3.3 and 3.12, it becomes evident that

when considering the color distribution, the BRUKERDUST dataset surpasses both

the MicrobIA dataset and the BRUKERCOLONY dataset in terms of diversity.

3.2 Synthetic Image Generator

Subsequent to the data acquisition phase, the synthetic image generator was imple-

mented. This generator was engineered not only for fundamental image creation but

also to incorporate advanced functionalities designed to enhance realism. Specifi-
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Table 3.3: List of the 23 Agar Media Types Used for the BRUKERAGAR Dataset.

Aesculin Blood Agar (modified) ISO-Sensitest Agar with Sheep Blood

Bacillus cereus Selective Agar MLCB Agar

Baird-Parker Agar MacConkey Agar

Brilliance ESBL Agar MacConkey Agar No.2

Brilliance Salmonella Agar Malt Extract Agar

CLED Agar Mannitol Salt Agar

Campylobacter Selective Blood Free Agar

(CCDA)

Membrane Clostridium Perfringens (m-

CP) Agar ISO

China Blue Lactose Agar Sabouraud Glucose Agar

Chocolate Agar with Vitox Slanetz and Bartley Medium

Columbia Agar with 7% Sheep Blood Sorbitol Macconkey Agar (SMAC)

Desoxycholate Citrate Agar DCA (Hynes) XLD Agar

Hektoen Enteric Agar

Fig. 3.10: These figures presents exemplary images from the BRUKERAGAR

dataset, showcasing diverse empty agar plates under various lighting conditions.

cally, it includes modules for simulating complex biological phenomena such as agar

haemolysis and chromogenic reactions, both of which are visually exemplified with

real-world images in Figure 3.13. The integration of these features is crucial, as

it substantially improves the generator’s capacity to replicate the nuanced visual

characteristics of authentic laboratory scenarios in its synthetic outputs.

The generation of a synthetic agar plate image is executed through a sequen-
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Fig. 3.11: Examples from the BRUKERDUST dataset, showing original images of

microbial cultures (top row) and their corresponding binary segmentation masks

(bottom row).

Fig. 3.12: This chart illustrates the color distributions of selected samples from the

BRUKERDUST dataset.

tial, multi-stage pipeline (Figure 3.5). The process commences with the selection of

a random assortment of colony patches, which then undergo a series of stochastic

alterations to their color, size, and rotation to introduce significant visual variabil-

ity. Following this, a critical positioning step meticulously arranges the modified

colonies onto the base agar plate image, employing an algorithm designed to pre-

vent artificial overlaps and ensure a natural spatial distribution. Upon completion

of this arrangement, the primary synthetic image is formed. As a final, optional

stage, advanced augmentations that simulate chromogenic reactions and blood agar

haemolysis can be applied. These sophisticated augmentations serve the dual pur-
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(a) This subfigure displays a chro-

mogenic agar reaction.

(b) This subfigure illustrates blood agar

haemolysis.

Fig. 3.13: This figure provides examples of visual phenomena on agar plates, specif-

ically chromogenic reactions and blood agar haemolysis.

pose of immediately enriching the dataset’s diversity and creating specialized data

suitable for future research applications, such as the analysis of chromogenic media

or the identification of haemolytic microbial species.

3.2.1 Patch Selection and Stochastic Augmentation

The population of each synthetic agar plate is governed by a target microbial cov-

erage ratio, a parameter that dictates the density of the resulting culture. The

generation process sequentially selects colony patches and adds them to the plate

until this predefined coverage is achieved. For the experiments detailed in subse-

quent sections, this target coverage was stochastically set to a value between 15 %

and 60 %.

To enhance the diversity and robustness of the training dataset, each selected

colony patch undergoes a series of augmentations before placement. These modifi-

cations include geometric transformations, such as random horizontal flipping and

rotation, which ensure colonies are represented in various orientations. In addition

to geometric changes, chromatic augmentation is applied by converting the patch

to the HSV (Hue, Saturation, Value) color space and introducing a random hue

adjustment within a range of ±45 degrees. This specific range was determined em-

pirically to yield a wide and realistic spectrum of colony colors. The combination of

these augmentations is critical for generating a dataset with sufficient variability to
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train segmentation models capable of interpreting the complex visual data found in

real-world samples.

3.2.2 Colony Positioning via Genetic Algorithm

The spatial arrangement of colony patches on the synthetic agar plate is an opti-

mization problem solved using a GA. The GA’s objective is to determine a set of

valid coordinates for each patch, generating both the final composite image and its

corresponding segmentation mask. The fitness of any given arrangement is evaluated

using a function that considers two critical constraints based on a binary mask of the

plate. The first constraint evaluates the placement of colonies relative to the Petri

dish boundary, ensuring all colony pixels fall within a specified maximum distance

from the image center. The second constraint penalizes solutions where colonies

overlap by assessing the cumulative pixel count of all placed patches against the

total pixel count in the final mask. Consequently, arrangements with colonies po-

sitioned outside the dish or overlapping one another receive a lower fitness score,

guiding the algorithm toward more realistic configurations.

To balance computational performance with physical accuracy, the input masks

and colony patches were downsized to 512 × 512 pixels during the optimization

process. While this downsampling influences the minimum effective size of a colony

patch, empirical testing confirmed that this factor had an insignificant impact on

the final results. This fitness evaluation is expressed mathematically in Eq. 3.1.

Current =
N

∑

n=1

Mxy : (Mxy 6= 0 ∧ |MxyC| < r)

Total =
N

∑

n=1

PMnxy
: PMnxy

6= 0

Fitness =
Current

Total

(3.1)

Where M represents the binary mask of the generated plate, PM is the mask of

an individual colony patch, C denotes the image center, and r is the radius of the

Petri dish.

3.2.3 Patch Superimposition and Blending

The final stage of the image generation process is the superimposition of the posi-

tioned colony patches onto the empty agar plate image. To achieve a realistic visual

integration, a multi-step blending procedure was developed. The procedure begins

by calculating the average background color of the agar in the immediate vicinity
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of the original colony. This value, represented as PB in Eq. 3.2, is derived from the

mean color of all non-colony pixels within the source patch image, as defined by its

mask PM .

PB = Mean(PIxy) : PMxy 6= 0 (3.2)

This background color is then used to compute a per-pixel alpha channel (α) for

the colony patch. The alpha value for each pixel is determined by its color distance

from the calculated background color, effectively making the colony opaque and its

original background transparent, as detailed in Eq. 3.3.

αR = |IxyR
− PBR|

αG = |IxyG
− PBG|

αB = |IxyB
− PBB|

PIxyα
= 255 − (αR + αG + αB)

(3.3)

A color correction step is also necessary to account for the inherent translucency

of many microbial colonies, where the target background can influence the colony’s

final appearance. Eq. 3.4 applies a color shift (CS) to the patch image (PI) to

compensate for this effect before the final blend.

CS = PIM − PB

APIxy = PIxy − CS ·
(

1 −
PIxyα

255

) (3.4)

A simple copy-paste operation is insufficient for producing realistic results. There-

fore, a blending algorithm, described in Eq. 3.5, uses the calculated alpha channel to

weight the color of the patch against the color of the new background image (BI).

This process ensures a seamless and visually convincing integration of the colony

into its new environment.

SIxy = (1 − PIijα
) · BIxy + PIijα

· PIij (3.5)

The effectiveness of this superimposition technique is visually demonstrated in

Figure 3.8 and Figure 3.14, which contrast the results of this blending algorithm

with more rudimentary methods.

3.2.4 Simulation of Agar Plate Phenomena

To further enhance the realism of the synthetic images, the generator simulates

common visual phenomena that arise during microbial cultivation. Among the most
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(a) This subfigure shows a superimpo-

sition without the blending algorithm,

highlighting the less realistic appear-

ance.

(b) This subfigure displays a superimpo-

sition with the blending algorithm ap-

plied, demonstrating a more realistic in-

tegration.

Fig. 3.14: This figure compares the visual quality of superimposition with and with-

out the blending algorithm, illustrating its impact on achieving a realistic appear-

ance.

significant of these are the haemolysis observed on blood agars, which involves the

breakdown of red blood cells leading to discoloration in the medium surrounding

colonies, and the metabolic reactions on chromogenic agars that result in distinct

color changes. The algorithms for these simulations were designed to replicate these

effects, which are visually exemplified with real agar plate images in Figure 3.13.

The haemolysis simulation modifies the agar medium before the colony patches

are superimposed, a sequence that ensures the colonies themselves remain unaltered.

The methodology relies on an adjusted binary mask, which is generated by applying

morphological dilation and a Gaussian blur to the colony’s original mask to create a

smooth gradient effect. This adjusted mask then serves as a weighting factor to guide

the visual alteration. The phenomenon is rendered by decreasing the Saturation and

Value of the affected pixels within the HSV color space, with the intensity of the

effect at each pixel being proportional to its corresponding weight in the adjusted

mask.

The simulation of chromogenic changes follows a similar methodology. This

process begins with the selection of a target color for the chromogenic reaction

area. An adjusted binary mask, created in the same manner as for the haemolysis

simulation, is then employed to weigh the degree of alteration for each pixel in the
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affected region. These alterations consist of shifting the Hue, Value, and Saturation

of the pixels in the HSV color space toward the selected target color. Examples of

the resulting simulated agar augmentations are provided in Figure 3.15.

(a) This subfigure displays a simulated

chromogenic agar reaction.

(b) This subfigure illustrates a simulated

blood agar haemolysis.

Fig. 3.15: This figure provides examples of simulated visual phenomena on agar

plates, including chromogenic reactions and blood agar haemolysis.

3.3 Image Segmentation

In this work, the evaluation of the synthetic data generation pipeline is primarily

assessed through the performance of trained image segmentation models. This sec-

tion outlines the methodologies and experimental setup employed to validate the

effectiveness of the generated synthetic data in enhancing segmentation capabilities.

To optimize the training process, each image sample was divided into 16 smaller

images, each sized at 512 by 512 pixels. This division allowed for the inclusion

of more images in each training mini-batch, thereby improving computational effi-

ciency.

Dice loss was consistently used as the loss function across all experiments to guide

model training. For evaluating model performance, two widely used segmentation

metrics were employed: the Jaccard score and the F1 score. The detailed formulas

and explanations for the loss and metrics are provided in section 2.5.

All segmentation models were evaluated using the same testing dataset, compris-

ing exclusively of real-life images. This dataset was derived from a combination of

10 % (51 images) of the BRUKERCOLONY dataset (with the remainder allocated
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for training and validation experiments) and 43 randomly selected samples from the

BRUKERDUST dataset. It is worth noting that during the process of subdividing

the sample images into smaller units, some images might not contain any microbes.

To avoid division by zero errors during metric calculations, these specific images

were excluded from the test dataset.

The primary architecture investigated for image segmentation was the U-Net

model[96], renowned for its efficacy in biomedical image segmentation, particularly

with limited annotated samples. Complementary to the established U-Net architec-

ture, more modern deep learning frameworks were also explored, including Attention

U-Net[87] and UNet3+[53].

For standard U-Net models, configurations typically involved 5 encoder/decoder

blocks, initiating with 32 channels in the first convolutional layer. During the train-

ing phase, early stopping was implemented with a patience of 10 epochs. An expo-

nential learning rate decay was also utilized, reducing the learning rate by a factor

of 0.1, starting from the 15th epoch, from an initial learning rate of 1 × 10−5.

For the more advanced Attention U-Net and UNet3+ architectures, a well estab-

lished VGG16[105] backbone pretrained on ImageNet[27] was employed to enhance

performance. The batch size was set to 32 for Attention U-Net and 20 for UNet3+.

The learning rate was initialized at 1 × 10−4, with an exponential decay of 5 × 10−2

applied after 20 epochs. An early stopping strategy with a patience threshold of 20

epochs was employed to promote efficient model convergence.

All of the aforementioned models were trained in a Python environment utilizing

the TensorFlow Framework[1]. This comprehensive experimental setup allowed for

a thorough evaluation of how synthetic data influences the performance of various

segmentation architectures in the context of agar plate analysis.

3.4 Experiments

This section outlines the experimental framework designed to quantitatively evaluate

the impact of the proposed synthetic data generation pipeline on the performance

of agar plate segmentation models. The evaluation was structured around three

distinct experiments, each addressing a specific aspect of the methodology: the

effect of advanced augmentation features, the influence of synthetic data volume,

and the compatibility of the approach with different deep learning architectures.

3.4.1 Experiment 1: Impact of Advanced Augmentations

The first experiment, shown in Figure 3.16, was designed to measure the impact of

the advanced augmentation features. It specifically tested the effects of the blending

63



algorithm and the simulations for chromogenicity and blood haemolysis. To do this,

four different synthetic datasets were created:

1. Colony patches superimposed without the blending algorithm.

2. Colony patches superimposed using the blending algorithm.

3. Using both the blending algorithm and the simulations for agar phenomena.

4. Using the simulations for agar phenomena, but without the blending algo-

rithm.

For the configurations that included agar phenomena, there was a 50% probability

of simulating either haemolysis or a chromogenic reaction on any given plate.

Fig. 3.16: This diagram illustrates the experimental setup for the agar augmenta-

tion, designed to evaluate the impact of blending and phenomena simulations on

model performance.

Each of these four synthetic datasets was used to augment the original training

and validation sets by 100%. A U-Net model was then trained on each of these

four new datasets, following the configuration detailed in Section 3.3. Finally, each

model’s performance was evaluated on the test set.

3.4.2 Experiment 2: Effect of Synthetic Data Volume

The second experiment, shown in Figure 3.17, tested how the amount of synthetic

data in the training set affected the model’s performance. A U-Net model trained

only on real-world data from the BRUKERCOLONY dataset was used as a baseline

for comparison.

The synthetic data for this experiment was created using the best method from

Experiment 1: applying the blending algorithm with a 50% probability of simulating

either haemolysis or a chromogenic reaction. A color distribution analysis of this

synthetic dataset (Figure 3.18) confirmed its high quality. The analysis shows that

the synthetic images have a more extensive and diverse color distribution than the
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Fig. 3.17: This diagram illustrates the experimental setup for the training data vol-

ume experiment, designed to assess the impact of varying synthetic data proportions

on model segmentation capabilities.

MicrobIA and BRUKERCOLONY datasets and are comparable in richness to the

BRUKERDUST dataset. This validates the effectiveness of the generation method

in capturing real-world complexity.

Fig. 3.18: This chart illustrates the color distributions of selected synthetic images,

demonstrating their extensive color range and comparability to real-world datasets.

The original training and validation sets were then augmented with different

amounts of this synthetic data: 33%, 66%, 100%, 150%, and 200%. A separate

U-Net model was trained for each level, and each was evaluated on the test set to

find the optimal amount of synthetic data.

3.4.3 Experiment 3: Compatibility with Advanced Architectures

The final experiment was designed to test how well the synthetic data strategy works

with more advanced deep learning models. Using the best data configuration from

the previous experiment (150 % augmentation), several advanced architectures were

trained, specifically Attention U-Net and UNet3+.

For a fair comparison, a standard U-Net model with a pretrained VGG16 back-

bone was also trained and evaluated under the same conditions. This setup allowed
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us to assess the performance benefits of the synthetic data across different modern

segmentation models, using the training parameters detailed in Section 3.3.

3.5 Results

This section presents the findings from the three experiments that evaluated the

synthetic data generation pipeline. The results provide a quantitative assessment of

the augmentation techniques, the impact of varying the volume of synthetic data,

and the compatibility of this strategy with different deep learning models. To ensure

statistical rigor, the different configurations were compared using non-parametric

tests appropriate for paired data.

3.5.1 Impact of Advanced Augmentations

The first experiment evaluated the performance contribution of the advanced post-

processing algorithms, namely the blending superimposition and the simulations for

agar phenomena. The results, summarized in Table 3.4, demonstrate a clear and

positive correlation between the sophistication of the synthetic data and the model’s

segmentation accuracy. The baseline configuration, without blending or phenomena

simulation, yielded an F1 score of 0.671. The most significant performance gain was

achieved when both the blending algorithm and the advanced augmentations were

applied in conjunction, resulting in a top F1 score of 0.721 and a Jaccard score of

0.648.

To validate these observations, a series of planned pairwise comparisons were

conducted using the Wilcoxon signed-rank test with a Bonferroni correction for

three comparisons (α = 0.0167). The analysis revealed that the full augmentation

strategy (With blending and augmentations) was statistically superior to the base-

line (Without blending and without augmentations) (p = 0.0011). Furthermore, it

performed significantly better than using blending alone (With blending and without

augmentations) (p = 0.0089), highlighting the critical contribution of the phenomena

simulations. However, the difference between the full strategy and using phenomena

simulations alone (Without blending and with augmentations) was not found to be

statistically significant (p = 0.4449), suggesting that the phenomena simulation is

the primary driver of the performance increase.

3.5.2 Effect of Synthetic Data Volume

The second experiment aimed to determine the optimal proportion of synthetic data

for augmenting the training dataset. The results of this investigation are detailed

66



Table 3.4: Impact of advanced augmentation features on segmentation model per-

formance.

Experiment F1 score Jaccard

score

Without blending and without augmentations 0.671 0.601

Without blending and with augmentations 0.693 0.628

With blending and without augmentations 0.697 0.628

With blending and augmentations 0.721 0.648

in Table 3.5. The baseline model, trained exclusively on the original BRUKER-

COLONY dataset without any augmentation, achieved an F1 score of 0.518. The

model’s accuracy continued to increase with larger volumes of synthetic data, reach-

ing a peak performance with a 150 % augmentation, which yielded the highest

F1 score of 0.729 and a Jaccard score of 0.656.

A Friedman test confirmed that the differences among the various augmentation

levels were statistically significant (chi2(5) = 337.95, p < 0.001). Subsequent post-

hoc analysis using the Wilcoxon signed-rank test with Bonferroni correction showed

that the 150 % augmentation level performed significantly better than the non-

augmented baseline (p < 0.001). However, the performance differences between the

100 %, 150 %, and 200 % augmentation levels were not statistically significant. This

suggests that performance begins to plateau around the 100-150 % augmentation

mark, validating the choice of 150 % as a highly effective and efficient level of data

augmentation.

3.5.3 Compatibility with Advanced Architectures

The final experiment evaluated the performance of the synthetic data augmentation

strategy when paired with more complex segmentation architectures. As presented

in Table 3.6, the results indicate that the benefits of the synthetic data are amplified

when used with more advanced models. The highest performance was recorded with

the UNet3+ architecture, which achieved an F1 score of 0.767 and a Jaccard score

of 0.690.

A Friedman test revealed a highly significant difference in performance among

the three architectures (chi2(2) = 78.05, p < 0.001). Post-hoc analysis with the

Wilcoxon signed-rank test confirmed that all pairwise differences were statistically

significant (p < 0.001 for all comparisons after Bonferroni correction). This sta-

tistically validates the observed performance hierarchy, confirming that UNet3+ is
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Table 3.5: Effect of synthetic data volume on segmentation model accuracy.

Experiment F1 score Jaccard

score

Original BRUKERCOLONY dataset 0.518 0.453

Original BRUKERCOLONY dataset augmented with

33 %

0.677 0.606

Original BRUKERCOLONY dataset augmented with

66 %

0.719 0.647

Original BRUKERCOLONY dataset augmented with

100 %

0.726 0.656

Original BRUKERCOLONY dataset aug-

mented with 150 %

0.729 0.656

Original BRUKERCOLONY dataset augmented with

200 %

0.717 0.645

significantly superior to Attention U-Net, which in turn is significantly superior to

the standard U-Net with a backbone in this application. These findings demon-

strate the robustness and versatility of the proposed image generation methodology

for enhancing a range of modern segmentation models.

Table 3.6: Performance comparison of different deep learning architectures when

trained with synthetic data.

Experiment F1 score Jaccard score

U-Net with backbone 0.736 0.660

Attention U-Net with backbone 0.760 0.681

Unet3+ with backbone 0.767 0.690

3.6 Summary

This chapter detailed the development and rigorous validation of a pipeline for gen-

erating synthetic image data to enhance the performance of agar plate segmentation

models. The investigation was grounded in a systematic experimental framework

that utilized Dice loss for training and the F1 score and Jaccard score for evaluation

against a consistent, real-world testing dataset.
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The empirical results, derived from three distinct investigations, confirmed the

efficacy of the proposed approach. The first experiment quantified the impact of

specific augmentation features, demonstrating that the inclusion of advanced simu-

lations—namely, a seamless blending algorithm and simulations for chromogenicity

and haemolysis—was critical for achieving high performance. This was substanti-

ated by a significant increase in the F1 score from a baseline of 0.671 to 0.721, un-

derscoring the direct relationship between the realism of synthetic data and model

accuracy.

The second investigation explored the influence of synthetic data volume on

model performance. The findings revealed that while even modest augmentations

yielded substantial improvements over the non-augmented baseline, peak perfor-

mance was achieved when the original dataset was augmented by 150 % (F1 score

of 0.729). This result establishes an optimal ratio for data augmentation and un-

derscores the robust and effective nature of the synthetic data integration.

Finally, the third experiment assessed the compatibility of the synthetic data

strategy with more complex deep learning models. The results showed that the

performance benefits of the synthetic data were amplified when paired with advanced

architectures like Attention U-Net and UNet3+. The top-performing UNet3+ model

reached a F1 score of 0.767, showcasing the versatility of the generation pipeline and

its potential to elevate the performance of a wide range of modern segmentation

architectures.

3.6.1 Limitations and Future Directions

Despite the advancements presented, this work has certain limitations that open

avenues for future research. While the synthetic data proved highly effective, its

realism could be further refined to better capture the complexity of highly merged

or low-contrast colonies. Additionally, the models in this work process images as

smaller patches and do not analyze the entire plate with a full field of view.

Several promising directions for future work were identified. A key step would be

to extend the synthetic data pipeline to generate multi-class annotations instead of

only binary masks. With a few adjustments, this would enable the training of models

capable of distinguishing between different microbial types directly, a task addressed

by the clustering module in a later chapter (Chapter 4). Furthermore, exploring the

impact of a larger field of view (e.g., by increasing the patch size to 640x640 pixels)

could yield additional performance gains. Future work also includes investigating

more advanced architectures to enhance model robustness and generalizability to

diverse, naturally occurring microbial samples.
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4 Clustering of Microbial Material in Agar

Plate Images
As total laboratory automation continues to be a significant trend in biomedical

research, the precise analysis of microbes on agar plates remains a vital yet chal-

lenging component of numerous laboratory workflows. While previous chapters have

explored advanced image segmentation, this chapter addresses the more complex

task of analyzing mixtures of microbial species through the accurate grouping, or

clustering, of colonies into their respective types.

Clustering algorithms have become integral to a wide array of applications in

biomedical image processing, offering powerful tools for unsupervised pattern recog-

nition [52]. In medical imaging, these techniques are often employed for high-level

tasks. For example, deep transfer learning models have been combined with clus-

tering to categorize entire chest X-ray images[57], and contrastive learning has

been used to generate deep embeddings from histopathology slides, which are then

clustered to distinguish between healthy and cancerous tissues without manual

annotations[118].

Beyond image-level classification, clustering serves as a crucial component in

refining analysis workflows. It has been used as a post-processing step to differenti-

ate between tumor core and edema following glioma segmentation[99] and to select

representative training images to reduce manual annotation burden[67]. Another

common application is the generation of superpixels—compact regions of pixels that

share similar features[102]. By grouping pixels into these manageable units, super-

pixels can reduce computational complexity in tasks like segmenting CT scans[15].

The sheer number of potential microbial classes makes a predefined classification-

based approach often infeasible. The inherent visual complexity, as illustrated in

Figure 4.1, makes such analysis exceptionally challenging. Agar plate surfaces can

contain a wide variety of colors, shapes, and textures, and it is difficult to distinguish

target microbes from contaminants like dust and mold or from artifacts such as

marker annotations. Furthermore, inconsistent illumination can affect visibility,

while light reflections may obscure critical details. The presence of microbial streaks

and fused colonies adds another layer of complexity, highlighting the need for more

advanced analytical solutions.

This chapter directly addresses this gap by introducing a novel, fully automated

modular system specifically designed for the pixel-wise clustering of microbial mate-

rial on agar plates. Unlike traditional classification approaches, this method estab-

lishes a unique clustering framework capable of identifying and grouping microbial

colonies based on meaningful morphological similarities within mixed populations.
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Fig. 4.1: This figure provides examples illustrating the high visual complexity of

microbial growth on agar plates, which presents significant analytical challenges for

automated analysis.

The system, as illustrated by the diagram in Figure 4.2, comprises three distinct

stages: binary segmentation, prediction of the number of distinct clusters, and

the ultimate pixel-wise clustering. This modular design provides crucial flexibil-

ity, allowing for the independent optimization of each subtask and enabling manual

adjustments for greater user control.

A key contribution supporting this advancement is the BRUKERCLUSTER

dataset, a novel publicly available resource created specifically for this research.

This dataset features expert-annotated images from controlled cultivation methods,

providing unambiguous ground truth for clustering analysis. By combining this

unique dataset with a robust analytical framework, this work aims to deliver a scal-

able solution for advancing automated microbial analysis, with broad implications

for enhancing laboratory workflows such as colony picking, contamination detection,

and agar plate sorting.
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Fig. 4.2: This diagram illustrates the modular system pipeline, which consists of

three primary tasks: binary segmentation, cluster count prediction, and pixel-wise

clustering.

4.1 BRUKERCLUSTER Dataset

To properly study the pixel-wise clustering of microbes, a unique dataset was needed

to handle the challenge of telling different microbial types apart. For this purpose,

the BRUKERCLUSTER dataset was created by cultivating controlled mixtures of

microbes on agar plates and then manually annotating the images.

The dataset is composed of 276 agar plates collected across 32 different types

of media. A complete list of the agar media used is provided in Table A.1. Each

plate of a specific media type was inoculated with one to four distinct microbial

types. The specific microbial strains, along with their phenotypic characteristics,

are detailed in Table A.2. A critical aspect of this data collection was the inoculation

method: when multiple microbes were used on a single plate, they were deliberately

inoculated into separate, designated regions of the agar surface. This meticulous

separation was essential to prevent their growth from overlapping or forming mixed

colonies, ensuring that each microbial colony could be clearly and unambiguously

identified and annotated for ground truth purposes.

Each agar plate was imaged using two automated MBT Pathfinder® instruments,

developed by Bruker Daltonics GmbH & Co. KG. Images were captured under six

different lighting conditions, all from a top-view perspective. While bottom-view im-
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ages were also acquired, they were not utilized in this specific study. In conjunction

with the primary imaging, a labeled reference image was captured for each plate.

This reference indicated the precise location and type of each microbial colony, al-

lowing for accurate assignment of microbial identities to specific regions of the plate

as needed for annotation.

Each image in the BRUKERCLUSTER dataset is annotated with a pixel-level

segmentation map. These maps use unique colors, referred to as pseudolabels, to

identify the pixels belonging to each distinct microbial colony. These pseudolabels

are foundational for the experiments. They provide the direct ground truth for

pixel-wise clustering. They can also be readily converted into a binary segmenta-

tion mask by simply identifying all non-zero pixels. Furthermore, the total count of

unique pseudolabels in an annotation serves as the ground truth for the cluster count

prediction task. An example of this annotation scheme is provided in Figure 4.3,

which displays a single agar plate under six illumination conditions alongside its cor-

responding pseudolabel mask for species differentiation and its binary segmentation

mask.

Fig. 4.3: This figure presents an example from the BRUKERCLUSTER dataset,

showcasing a single agar plate under six different illumination conditions, along

with its corresponding pseudolabel mask for species distinction and its binary mask

for overall segmentation.
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4.2 A Modular Pipeline for Microbial Clustering

The analysis of microbial material on agar plates is performed using a modular,

three-stage pipeline. The first stage identifies the pixels corresponding to microbial

growth, the second stage predicts the number of distinct microbial groups present,

and the final stage assigns each microbial pixel to a specific cluster. The following

subsections detail each component of this pipeline.

4.2.1 Binary Segmentation: Identifying Target Pixels

The optimization of segmentation has largely been addressed in the previous chap-

ter 3. For our current work, we further expanded the training dataset by acquiring

new data. This segmentation step is the first stage in our analytical pipeline; its

purpose is to identify which pixels in an image belong to microbial colonies. These

pixels then serve as the input for the subsequent analysis stages.

We optimized and evaluated an Attention U-Net model [87], tailoring its con-

figuration to the specific challenges of microbial colony segmentation. To select the

most effective architecture, we evaluated several prominent backbones, including an

EfficientNetB4 [112], a DenseNet201 [51], and a ResNet50V2 [43] backbone. Based

on these results, we selected the top-performing EfficientNetB4 (see 4.4.1) as the

backbone for our final model, which we refer to as AgarNet. We performed the

training using a combination of datasets, including BRUKERCOLONY, BRUKER-

DUST, the synthetic data from 3, and the newly introduced BRUKERCLUSTER

dataset. While the architecture itself is based on established components, its novel

application and effectiveness are emphasized through the specific modifications and

dataset-specific tuning applied in this work.

To handle larger images efficiently, we split each image into nine regions of size

640×640 pixels before feeding them into the model. All models were trained with a

learning rate of 1−4. Due to the different memory requirements of each architecture,

the batch size was adjusted accordingly to ensure a stable training process: 36 for

ResNet50V2, 20 for DenseNet201, and 16 for the selected EfficientNetB4 model.

4.2.2 Cluster Count Prediction: Estimating the Number of Groups

After the binary segmentation model identifies the pixels corresponding to micro-

bial growth, the next step in the pipeline is to predict how many distinct types of

microbes are present. This section describes the methods we used for this cluster

count prediction task.
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We established an initial baseline for cluster count prediction using knee/elbow

detection methods, which analyzed inertia and distortion from clustering pixel HSV

values.

To improve upon this baseline, we implemented a more sophisticated feature-

based approach. This involved extracting a set of features from the segmented

microbial pixels and using them to train several machine learning models, including

Support Vector Regression (SVR), Random Forest (RF), and XGBoost (XGB).

For the feature extraction process, we utilized statistical and texture-based char-

acteristics of the segmented pixels. For each image, we considered both RGB and

HSV color spaces and calculated key statistical features, such as the mean, standard

deviation, median, minimum, and maximum values for each channel. In addition, we

computed histograms for each channel with 10 bins, normalized across the pixel val-

ues. We also extracted texture features using Haralick descriptors from the grayscale

version of the image, focusing on texture patterns within microbial regions.

To optimize the parameters of the machine learning models, we employed Bayesian

search, ensuring that each model was finely tuned for the best performance. Further-

more, we experimented with transfer learning by using a pre-trained EfficientNetB2[112]

neural network with two dense hidden layers. These neural networks were trained

with a learning rate of 1−6 and optimized using mean squared error (MSE) as the

loss function.

4.2.3 Pixel-wise Clustering: Assigning Pixels to Groups

The final stage of our pipeline is the pixel-wise clustering. This step takes the

microbial pixels identified by the segmentation model and the number of clusters

predicted in the previous stage, and then assigns each pixel to a specific group. Our

approach originated from the hypothesis that features useful for clustering could

be embedded within both the deeper and more surface-level layers of convolutional

neural networks. The challenge, therefore, was to devise a method for systematically

discovering and extracting these features.

Addressing Positional Bias with a Shuffled Dataset

An issue regarding the BRUKERCLUSTER dataset was identified early in develop-

ment. Because the microbes on each plate were localized in specific sectors, often

marked with black lines, the machine learning models learned to prioritize features

based on location. This led to high scores on test sets from the same source, but

poor performance on other datasets that lacked this phenomenon, influencing both

CNN based cluster count prediction and the clustering itself.
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To address this issue, a synthetic version of the training dataset was generated

using the agar plate generator from Chapter 3. In this dataset, the colony positions

were randomized, as shown in Figure 4.4.

By training the models on this shuffled dataset, but evaluating them on the

original real data where microbes were in fixed sectors, it was possible to ensure the

models did not overfit to colony locations. This strategy forced the models to learn

from visual features rather than relying on positional cues.

Fig. 4.4: This figure illustrates the colony shuffling process, where a synthetic agar

plate generator produces clones with randomized colony positions to prevent models

from overfitting on original sectored arrangements. All ground truth annotations

can be modified identically.

Feature Space Construction from Pre-trained Models

The approach to pixel-wise clustering centered on building a robust feature rep-

resentation for each pixel by extracting and combining feature maps from several

pre-trained convolutional neural networks. This strategy aimed to capture a rich

variety of information, from low-level image details to complex semantic features.

The models used included EfficientNet[112], InceptionResNetV2[109], VGG16[105],

and VGG19[105]. This combination was chosen because each architecture offers

unique advantages, such as balanced depth and width, multi-scale representation,

and detailed hierarchical features.

The overall process is illustrated in Figure 4.5. It begins by resizing the input

image to a fixed 512×512 dimension for consistency. Each pre-trained model is then
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applied to this image to yield intermediate feature maps. These maps are scaled to

align with the input image’s dimensions. To prepare for pixel-wise operations, each

feature map F of dimensions H × W × D is reshaped into a two-dimensional array,

Freshaped, with a shape of (H × W ) × D. Following this, each pixel’s feature vector,

fi, is normalized to a range of [0, 1] to ensure the data is standardized across all

channels and models. This normalization is performed using the following equation:

f ′
i =

fi − min(fi)

max(fi) − min(fi)
(4.1)

where min(fi) and max(fi) are the minimum and maximum values within the fea-

ture vector.

34, 50, 720 34, 50, 720

1. 2.

3. 4. 5.

Fig. 4.5: Feature extraction. An RGB image in 1 is fed into a pre-trained convo-

lutional neural network. Features are extracted from the outputs of convolutional

layers in multiple depths as demonstrated by 2. These retrieved tensors are then

scaled to fit the original image’s dimensions and combined into one big feature map

tensor, as demonstrated in 3 and 4 respectively. The clustering is later performed

over a select few of these feature maps, demonstrated in 5.
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Finally, the normalized feature maps from all models are concatenated along the

feature dimension. This step produces a single, combined feature tensor, Fcombined,

with an enhanced representational capacity, which is then used for the subsequent

clustering analysis.

Masking and Feature Selection

To focus the analysis only on the relevant parts of the image, the feature set was

filtered using a binary segmentation mask. This process ensures that only features

from the microbial regions contribute to the subsequent clustering analysis.

Here’s the step-by-step process:

• A binary segmentation mask, derived from previous predictions, was resized to

512 × 512. This mask isolates the pixels that correspond to microbial regions.

• The non-zero indices from this mask, which indicate the presence of colonies,

were then extracted and flattened into a linear index set.

• This set of indices was used to filter the combined feature tensor (Fcombined),

resulting in a final, refined feature set (Fselected) for the clustering task.

Formally, if M is the binary mask of shape 512 × 512, the set of indices I is

defined as:

I = {(i, j)|M(i, j) 6= 0} (4.2)

where M(i, j) is the value of the mask at pixel (i, j).

Feature Selection Using Genetic Algorithm

To systematically explore and refine the feature space derived from my multi-scale

feature tensor, a GA was adopted as the primary optimization strategy. The GA

framework was designed to identify an optimal subset of features, leveraging evolu-

tionary principles such as mutation, selection, and crossover to iteratively improve

the clustering performance. This principle is also described in Figure 4.6.

Genetic Representation and Population Initialization

In my GA-based approach, each solution in the population was encoded as a vector of

feature indices. Specifically, each vector had a fixed length M , where M represented

the maximum number of features that could be selected. Each element of this vector

corresponded to an index within the feature tensor, and the presence of a value of −1

signified an inactive feature. This representation allowed the GA to effectively toggle

features on or off, adapting the complexity of the feature subset to the requirements

of the clustering task.
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[5, -1, -1, 50]

[5, 42, 96, 50]
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25%

25%

25%

Feature deactivation

Introducing new feature

Shifting a feature

[5, -1, 4, 50]
Replacing a feature
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Fig. 4.6: Steady-state genetic algorithm and custom mutation. The steady-

state approach as illustrated on the left is better used on smaller populations and is

generally less computationally expensive. The mutation function indicated on the

right allows for deactivating genes/feature indices by setting them to the value of

-1, introducing new genes by reviving deactivated ones, mutating genes to a random

value and shifting a value to its immediate neighbor to encourage local search.

The initial population was generated with a combination of randomly created

and seeded solutions, ensuring a diverse starting point for the evolutionary search.

For each candidate solution, a subset of features was selected randomly, and any

remaining elements in the vector were deactivated (set to −1). The candidates were

then shuffled to introduce additional variability.

Genetic Algorithm Configuration

The GA was configured to evolve over multiple generations, with the goal of max-

imizing clustering performance. My implementation used the PyGAD library[35],

with the following key parameters:

1. Number of Generations: The GA ran for a user-defined number of gener-

ations, with more generations allowing for deeper exploration of the feature

space.

2. Parent Selection and Crossover: A stochastic uniform sampling (SSS)

method was used for parent selection, followed by a uniform crossover to gen-

erate offspring. This ensured a balanced contribution from both parents and

encouraged diversity.

3. Mutation Strategy: The GA employed a custom mutation function tailored

to the specifics of my problem. This function operated as follows:

• For each offspring, a random decision determined the mutation type:

feature deactivation, feature reactivation, or feature substitution.

• To prevent premature convergence and revisit previously tested features,

a queue structure was used to store recently replaced features. This queue

ensured that the same features were not repeatedly selected, promoting
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exploration of underutilized features.

• The mutation process was guided by a probability threshold, diversifying

the search without disrupting promising solutions.

Fitness Function and Loss Evaluation

Assessing the quality of each candidate feature subset was crucial to the genetic

algorithm’s optimization process. The fitness function, therefore, utilized the V-

measure, an entropy-based metric that effectively balances cluster homogeneity and

completeness, as detailed in Section 2.5. The V-measure played a dual role in this

study: it not only formed the core of the fitness function guiding the GA’s evolu-

tionary search but also served as the comprehensive metric for evaluating the final

performance of all clustering experiments, ensuring consistent and reliable compar-

isons.

The fitness of each candidate solution was determined through a systematic

evaluation. For a given feature subset, the corresponding feature vectors were first

extracted from the normalized images. A GMM was then trained on these features,

with its number of components set to the cluster count for that image. Finally, the

predicted labels from the GMM were compared to the ground truth labels using the

V-measure, yielding a score that quantified the clustering quality of that particular

feature subset.

Formally, the loss function L(Fsubset) for a given feature subset was computed

by averaging the V-measure score across multiple samples from the dataset. Let

Xd represent the feature matrix of the d-th sample, extracted using the selected

feature indices Fsubset. Each sample is associated with ground truth labels yd and

a specified number of clusters kd. The loss function is then defined as the negative

average V-measure:

L(Fsubset) = −
1

D

∑

V (yd, ŷd(Xd)) (4.3)

where:

• D is the total number of samples.

• V (yd, ŷd(Xd)) is the V-measure score for the d-th sample, calculated between

the ground truth labels yd and the predicted labels ŷd(Xd).

• ŷd(Xd) are the cluster assignments produced by a GMM trained on Xd, with

the number of components equal to kd.

Optimization Process

The GA evolved solutions over four distinct phases, starting with small feature

sets and progressively increasing the search complexity. The primary termination
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criterion for each phase was a predefined maximum number of generations, as no

specific convergence threshold was implemented. The best solutions from each stage

were used to seed the initial population of the subsequent stage, creating a structured

and focused search. The best solutions were also retained across generations using

elitism, which preserved high-quality individuals to influence subsequent generations

positively.

The optimization process was as follows:

1. Small Feature Sets: An initial GA was run to find promising solutions with

a short feature vector length of 10. This stage ran for 30 generations.

2. Medium Feature Sets: The best solutions from the previous stage were

used as a seed population. The feature vector length was increased to 15, and

the GA ran for 20 generations.

3. Large Feature Sets: Following the same seeding strategy, the feature vector

length was expanded to 20, and the GA ran for 10 generations.

4. Final Fine-Tuning: The best-performing solutions from the large feature

set stage were used to seed a final, extensive optimization run. The feature

vector length was set to 30, and the GA ran for a total of 100,000 generations

to thoroughly refine the solution.

4.3 Experiments

To evaluate the effectiveness and generalizability of the proposed method, a series

of experiments was designed that encompassed the multiple stages of the system.

All experiments were conducted using a shared testing dataset carefully assembled

to ensure that its samples were not utilized in any phase of the image processing

system, including training or validation. This separation guarantees an unbiased

assessment of the proposed approach.

4.3.1 Segmentation Experiments

The first set of experiments focused on training and evaluating a segmentation model

to delineate microbial colonies on agar plates. For this task, the proposed AgarNet

architecture was adopted, which was previously described in detail in Section 3.3.

To select the most effective architecture, experiments were conducted with several

prominent backbones, including EfficientNetB4, DenseNet201, and ResNet50V2.

Based on performance, EfficientNetB4 was selected as the backbone for the final

model, AgarNet, and for all subsequent experiments in the pipeline. To ensure direct

comparability with existing approaches, the same evaluation protocol and testing
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dataset that were utilized in a prior study (Chapter 3) were employed, allowing for

a straightforward interpretation of the improvements brought by the method.

4.3.2 Cluster Count Experiments

In this set of experiments, the ability of various machine learning models to predict

the number of clusters (microbial colonies) present in an image was evaluated. The

performance of each model was assessed on two distinct datasets: a testing dataset of

real samples and a synthetic dataset specifically designed to eliminate the possibility

of models overfitting by exploiting positional features such as dish sectors. The use

of synthetic data introduced variability in pixel values, challenging the models to

rely on genuine feature patterns rather than superficial positional cues.

As a baseline, the Elbow detection algorithm with k-means clustering was em-

ployed, extracting HSV color values of the pixels for analysis. The machine learning

models tested included traditional algorithms such as SVR, ensemble methods like

RF, and XGB, and a deep learning-based approach using a pre-trained Efficient-

NetB2 model.

4.3.3 Clustering Experiments

In this phase of the study, the clustering performance of the entire system was eval-

uated, along with individual modules when provided with ground truths. These

experiments aimed to identify bottlenecks within the system and assess the con-

tribution of different modules to the overall clustering performance. The results

were evaluated using the V-measure metric, offering a robust measure of clustering

quality.

The following experimental scenarios were designed to systematically test the

system and its components. For each scenario, performance was evaluated using

both the proposed GMM-based clustering and a conventional k-means algorithm as

a baseline:

1. Entire System: This scenario involved the full system, where clustering was

performed without any ground truth assistance.

2. Given Cluster Counts: The ground truth number of clusters was provided

to the clustering module, enabling it to focus on grouping without needing to

predict the cluster count.

3. Given Binary Masks: Binary segmentation masks were provided, isolating

colony regions and allowing the clustering module to operate without relying

on raw segmentation outputs.

82



4. Given Binary Masks and Cluster Counts: Both binary masks and ground

truth cluster counts were supplied to the clustering module, removing ambi-

guity in segmentation and count prediction.

4.4 Results

This section presents the comprehensive results obtained from the experimental

evaluation of the proposed modular system for clustering microbial material on agar

plates. The findings are categorized into three main areas: segmentation perfor-

mance, cluster count prediction, and overall pixel-wise clustering quality, providing

insights into the strengths and limitations of each component and the integrated

system.

4.4.1 Segmentation Performance

The segmentation experiments demonstrated that the AgarNet architecture achieved

an impressive F1 score of 0.906 and a Jaccard score of 0.851 on the dedicated testing

dataset (Table 4.1). This result significantly exceeds the highest F1 score of 0.767

reported in the previous study (Chapter 3), highlighting the model’s exceptional

effectiveness in accurately delineating microbial colonies. The robust performance

underscores the advancements achieved through the optimized Attention U-Net with

an EfficientNetB4 backbone, selected for its superior performance, and the enhanced

generalizability provided by the diverse BRUKERCLUSTER dataset. This strong

initial segmentation forms a reliable foundation for the subsequent stages of cluster

count prediction and pixel-wise clustering.

Table 4.1: Performance comparison of different backbone architectures for the Agar-

Net segmentation model.

Backbone Architecture F1 score Jaccard score

EfficientNetB4 0.906 0.851

DenseNet201 0.902 0.846

ResNet50V2 0.898 0.838

4.4.2 Cluster Count Prediction Performance

The cluster count experiments tested how well different machine learning models

could predict the number of microbial clusters in an image. To assess how robust
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the models were and to make sure they didn’t overfit to positional features, the

evaluation was performed on both real and synthetic datasets.

Real Data Performance

On the real data testing set, the ensemble methods demonstrated strong perfor-

mance. As shown in Table 4.2 and visually represented in Figure 4.7, the XGBoost

model emerged as the top performer, achieving the lowest Mean Squared Error

(MSE) of 0.350 and the highest number of correct predictions (18/30 Hits). The

trained EfficientNetB2 model was also competitive, showing a strong correlation co-

efficient of 0.699, but did not surpass XGBoost in overall accuracy. SVR and RF

showed moderate performance, with RF achieving a competitive correlation coef-

ficient of 0.611. The Elbow detection methods (inertia and distortion) served as

baselines but showed limited accuracy and negative correlation coefficients. This

result justified the selection of XGB for the end-to-end system pipeline due to its

superior overall performance on real-world data.

Table 4.2: Performance comparison of various models for predicting microbial clus-

ter counts on the real data testing set.

Architecture MSE RMSE MAE Correlation

Coefficient

Hits

(M/N)

Elbow detection (inertia) 1.200 1.095 0.800 -0.093 12/30

Elbow detection (distor-

tion)

1.867 1.366 1.133 -0.097 7/30

Support Vector Regres-

sion

0.508 0.713 0.579 0.276 12/30

Random Forest 0.399 0.632 0.527 0.611 14/30

XGBoost 0.350 0.592 0.502 0.606 18/30

EfficientNetB2 0.384 0.619 0.514 0.699 14/30

Synthetic Data Performance

To rigorously test the models’ reliance on spatial cues, they were re-evaluated on the

synthetic dataset where colony positions were randomized (Table 4.3 and Figure 4.8).

A significant performance drop was observed across all models, revealing important

limitations. The most dramatic drop was seen with the EfficientNetB2 model, with

its number of correct predictions falling from 14 to 5. This strongly suggests that the

deep learning model had overfitted to the spatial arrangement of colonies present in
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(a) Elbow detection (inertia) (b) Elbow detection (distor-

tion)

(c) Support Vector Regres-

sion (SVR)

(d) Random Forest (e) XGBoost (f) EfficientNet

Fig. 4.7: This figure presents scatter plots visualizing the predicted versus actual

cluster counts for various models on real data.

the sectored real-data plates. When this implicit positional information was removed

by randomizing the colonies, the model’s predictive power was largely lost.

A performance decrease was also observed in the traditional machine learning

models, including the chosen XGBoost model. This is a known limitation of this

synthetic experiment; the generation process, while removing positional bias, di-

rectly alters the pixel-level statistics (e.g., color, texture) from which these models

calculate their features. This manipulation disrupts the learned patterns, leading

to reduced accuracy. Despite this, SVR and XGB showed relatively better perfor-

mance compared to other models on synthetic data, achieving 8/20 and 9/20 hits

respectively, while Elbow detection methods performed poorly. This observation

underscores the challenge of generalizing models to manipulated datasets where un-

derlying statistical patterns, upon which these models often depend, are disrupted.

It highlights the importance of robust feature extraction that is not overly dependent

on specific spatial arrangements.
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Table 4.3: Performance comparison of various models for predicting microbial clus-

ter counts on the synthetic data testing set.

Architecture MSE RMSE MAE Correlation

Coefficient

Hits

(M/N)

Elbow detection (inertia) 2.750 1.658 1.550 -0.214 1/20

Elbow detection (distor-

tion)

1.950 1.396 1.150 0.130 5/20

Support Vector Regres-

sion

0.715 0.845 0.706 0.411 8/20

Random Forest 0.624 0.790 0.659 0.500 7/20

XGBoost 1.046 1.023 0.801 0.096 9/20

EfficientNetB2 0.855 0.924 0.784 0.290 5/20

(a) Elbow detection (inertia) (b) Elbow detection (distor-

tion)

(c) Support Vector Regres-

sion (SVR)

(d) Random Forest (e) XGBoost (f) EfficientNet

Fig. 4.8: This figure presents scatter plots visualizing the predicted versus actual

cluster counts for various models on synthetic data.

4.4.3 Clustering Performance

The clustering performance of the entire system, along with individual modules when

provided with ground truths, was evaluated to identify bottlenecks and assess the
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contribution of different modules. The results were quantified using the V-measure

metric, a robust measure of clustering quality.

Table 4.4 summarizes the V-measure scores for the tested scenarios.

Table 4.4: Comparative V-measure scores for GMM and k-means clustering scenar-

ios.

Scenario V-measure (k-

means)

V-measure

(GMM)

Entire system 0.399 0.535

Given binary masks 0.489 0.617

Given cluster counts 0.412 0.593

Given binary masks and cluster counts 0.545 0.723

The results demonstrate the superiority of the proposed GMM-based system

compared to a conventional k-means approach across all tested scenarios. When

operating end-to-end without ground truth assistance, the GMM-based pipeline

achieved a V-measure of 0.535, significantly outperforming the k-means module’s

0.399. This confirms the substantial impact of the clustering algorithm choice on

the final output. However, both systems’ end-to-end scores were considerably lower

than their performance with ideal inputs (0.723 for GMM and 0.545 for k-means),

as detailed in Table 4.4. This highlights that errors propagating from upstream

segmentation and cluster count prediction modules remain the primary bottleneck

to overall system performance, regardless of the final clustering algorithm used.

A comparative evaluation, providing ground truth information to the cluster-

ing module to remove upstream error influence, further confirmed GMM’s superior

performance. The GMM approach consistently and significantly outperformed k-

means across all scenarios. Under ideal conditions (given both binary masks and

cluster counts), GMM achieved a V-measure of 0.723, while k-means reached only

0.545. A Wilcoxon rank-sum test statistically confirmed this performance difference

(p = 0.005), validating GMM as the more powerful and appropriate algorithm for

this application. This performance gap is attributed to GMM’s ability to model el-

liptical clusters through flexible covariance matrices and its use of soft, probabilistic

assignments, which better capture the diverse and often irregular morphologies of

microbial colonies than the rigid, spherical assumption of k-means.

Furthermore, the results reveal that providing ground truth binary segmentation

masks (V-measure of 0.617 for GMM) yields a greater performance improvement

than providing only the cluster counts (V-measure of 0.593 for GMM). A Friedman

test confirmed a significant difference across the four GMM scenarios (p < 0.001).
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Subsequent pairwise comparisons using the Wilcoxon signed-rank test with a Bonfer-

roni correction revealed that replacing the segmentation model’s output with ground

truth masks resulted in a greater and more statistically significant performance in-

crease (an improvement of 0.085) than replacing the cluster count prediction (an

improvement of 0.051). This statistically validates our conclusion that the binary

segmentation module is the most critical component in the pipeline, as its accuracy

has the largest impact on the final clustering quality.

4.5 Summary

This chapter introduced and evaluated a novel, fully automated modular system for

the pixel-wise clustering of microbial material on agar plates. Addressing the com-

plexities of distinguishing different microbial species in mixed cultures, the system

integrates binary segmentation, cluster count prediction, and pixel-wise clustering.

A cornerstone of this work is the BRUKERCLUSTER dataset, a new publicly

available resource of expert-annotated agar plate images specifically designed to

capture the diversity required for advanced microbial analysis. This dataset enabled

the development and rigorous testing of the modular system.

Experimental results demonstrated the efficacy of each component. The AgarNet

model, an optimized Attention U-Net, achieved an F1 score of 0.906 for binary seg-

mentation, providing a robust foundation for subsequent stages. For cluster count

prediction, ensemble models like XGBoost and Random Forest showed superior per-

formance on real data, outperforming even a pre-trained deep learning model, while

demonstrating greater resilience to synthetic data designed to mitigate positional

biases.

The overall pixel-wise clustering performance, evaluated using the V-measure,

reached 0.535 end-to-end. Crucially, when provided with ground truth for segmenta-

tion masks and cluster counts, the clustering module achieved a V-measure of 0.723.

This highlights that while the clustering module itself performs well, the accuracy

of upstream segmentation and cluster count prediction are critical determinants of

the system’s overall performance.

4.6 Limitations and Future Directions

A notable practical challenge encountered during the Genetic Algorithm-based fea-

ture selection for clustering was the memory bottleneck, which severely limited the

size of the training dataset (only 20 shuffled images). This constraint inherently
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limits the potential for robust generalization and further optimization of the feature

selection process.

Furthermore, the synthetic data experiments revealed a susceptibility to over-

fitting on spatial cues, highlighting the ongoing need for more diverse and realistic

datasets. Future work will focus on mitigating these limitations through improved

memory management (e.g., feature dimensionality reduction techniques like PCA

or autoencoders, and adapting the fitness function for batch-wise processing), en-

hanced data augmentation, and exploring end-to-end learning approaches to further

improve generalization and scalability. Comparative studies with other metaheuris-

tic algorithms like Particle Swarm Optimization (PSO) for feature selection will also

be explored to identify the most efficient optimization strategy.

The acquisition of real-world datasets with naturally occurring microbial ar-

rangements—where microbes are not isolated into distinct sectors—remains a highly

beneficial yet challenging direction for future research, as it would better capture

the complexity of microbial colonies that often merge or overlap.

In conclusion, this chapter successfully presented a modular system that offers

a scalable and effective solution for automated microbial colony clustering. It sets

a new benchmark in this challenging field and provides a valuable framework for

advancing high-throughput microbiological analysis.
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5 Research Limits and Future Work
This thesis addressed key challenges in the automated analysis of microbial cultures

on agar plates by using synthetic data and advanced machine learning techniques.

The methods developed for image segmentation and clustering provide a strong

foundation for future microbiological analysis. However, this research has limita-

tions that lead to new opportunities for investigation. This chapter discusses these

limitations and outlines potential directions for future work that can build on the

contributions of this thesis.

5.1 Research Limitations

The limitations of this work are not unique to the proposed methods; rather, they

highlight persistent, field-wide challenges in automated microbiology. The issues

discussed here are therefore not just constraints on the current study, but open

problems for the research community.

A primary limitation is the lack of a quantitative benchmark for the separation

of merged colonies. This problem is not merely a matter of implementation but

points to a wider challenge in the field: there is currently no standardized, objective

method for creating a ground truth for overlapping biological structures. The inher-

ent ambiguity of where one colony ends and another begins makes it exceptionally

difficult to validate any separation algorithm, including the watershed method used

here, with rigorous, comparative metrics.

Similarly, the scope of this work was intentionally focused on standard Petri

dishes, and the models were not evaluated on more complex, specialized formats.

This reflects a common last mile problem in clinical AI, where models that perform

well in a controlled domain struggle to generalize to the full variety of real-world

inputs. While the developed segmentation has proven robust, its applicability to

atypical but common formats—such as bi-plates with physical dividers, AST plates

with antibiotic disks, or alternative vessels like contact plates—remains an open

question. Ensuring reliability across this diversity is a critical step for any tool

intended for widespread clinical use.

5.2 Future Work

The limitations of the current study directly inform a number of promising avenues

for future research. These directions aim to enhance the robustness, scope, and

practical applicability of automated microbial image analysis, moving from high-

performance models to fully integrated laboratory solutions.
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5.2.1 Quantitative Framework for Merged Colony Analysis

To address the challenge of evaluating merged colony separation, a dedicated re-

search effort could focus on developing a novel evaluation framework. This could

involve creating a new annotation strategy where expert annotators draw the esti-

mated contour of each individual colony within a cluster. Subsequently, evaluation

metrics such as the F1 score could be adapted with a built-in tolerance margin to

account for the ambiguous boundaries, enabling a more realistic and fair assess-

ment of algorithm performance. Within this framework, various superpixel algo-

rithms, such as SLIC (Simple Linear Iterative Clustering)[72] or LSC (Linear Spec-

tral Clustering)[70], could be systematically evaluated for their ability to partition

colony clusters. Achieving a robust and measurable method for separating colonies

would be highly beneficial for improving the accuracy of automated colony counting

and the precision of robotic colony picking.

5.2.2 Expanding Model Generalizability to Specialized Plates

A logical next step is to expand the domain of applicability of the current mod-

els. This would involve a targeted data acquisition effort to collect and annotate

images of the specialized sample types previously mentioned, including bi-plates,

AST plates, contact plates, and dip slides. By incorporating these examples into

the training dataset, the segmentation models could be retrained to create a truly

universal tool capable of handling the full diversity of sample formats encountered

in a modern clinical laboratory, thereby significantly increasing its practical value.

5.2.3 Integration of State-of-the-Art Architectures

The rapid evolution of deep learning presents opportunities to enhance performance

by integrating state-of-the-art architectures. For segmentation, transformer-based

models like Vision Transformers (ViTs)[28] could be explored. Their inherent ability

to model long-range, global dependencies may offer an advantage over traditional

CNNs in handling images with challenging, non-uniform lighting or complex back-

ground textures. For the clustering task, the feature extraction pipeline could be

augmented with representations learned from self-supervised models. These models

could learn features that are highly specific to microbial morphology without rely-

ing on pre-training from unrelated domains like ImageNet[27], potentially leading

to more discriminative and accurate clustering.
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5.2.4 Advanced Integration with Laboratory Robotics

Building upon the initial deployment on the MBT Pathfinder® robot, future work

can focus on a deeper integration of these intelligent algorithms to create next-

generation laboratory applications. This includes developing end-to-end solutions

for:

• Automated Plate Triage: A system that automatically sorts plates into

categories such as negative, positive for review, or contaminated, streamlining

the laboratory workflow.

• Intelligent Colony Picking: Guiding the robotic picker to selectively har-

vest colonies of a specific morphological type, as determined by the clustering

algorithm, for downstream analysis.

• Automated Quality Control: A module that flags plates with substandard

streaking, heavy contamination, or other preparation errors, ensuring higher

quality inputs for analysis.

5.2.5 Temporal Analysis for Growth Kinetics

A transformative leap for this research would be to extend the analysis from static

images to the temporal domain. By analyzing time-lapse sequences of cultivating

plates, models could be developed to automatically measure microbial growth kinet-

ics. This would unlock the potential to provide dynamic insights into growth rates,

lag times, and competitive interactions between species, with significant applica-

tions for areas like rapid antibiotic susceptibility testing and fundamental microbial

research.

5.2.6 Collaborative Training with Federated Learning

A major bottleneck in developing robust medical AI is the difficulty in aggregating

large, diverse datasets from multiple institutions due to data privacy and ownership

concerns. A powerful future direction would be to implement a federated learning

framework. This would allow different laboratories to collaboratively train a shared,

highly robust model on their collective data without ever needing to centralize or

expose their private datasets, overcoming a critical hurdle for building truly gener-

alized and powerful clinical tools.
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Conclusion
The analysis of microbial cultures on agar plates is a fundamental method in biomed-

ical science. While manual processes are labor-intensive, time-consuming, and sub-

ject to human variability, the application of machine learning has been limited by

the scarcity of large, expertly annotated image datasets. As a result, existing models

often fail to achieve the required accuracy, struggling with the complexity of real-

world samples. This doctoral thesis addresses these limitations by advancing the

state of the art in image processing with advanced machine learning and automa-

tion techniques, aiming to create more accurate, efficient, and scalable methods for

microbiological analysis.

Key findings from this thesis were published in Heliyon (AIS: Q2, JIF: 3.6)

and the Journal of Clinical Microbiology (AIS: Q1, JIF: 5.4). The work was

developed in cooperation with Bruker Daltonics GmbH & Co. KG, and its key

findings and methods have been integrated into their commercial products. For

its practical and innovative nature, the research was recognized with the EEICT

Special Sponsor Award1. The academic value of the work has also been recog-

nized, as a member of the team led by Prof. Dr. Dr. Annelies Zinkernagel

(h-index: 51) from the University of Zurich (QS ranking: #100) was inter-

ested in the datasets for their own research. The primary contributions of this work

are as follows:

1. A novel suite of publicly available benchmark datasets and a new

state-of-the-art benchmark. This thesis presents a novel computational

framework for agar plate analysis, validated on multiple new, publicly available

datasets developed as part of this research, including BRUKERCOLONY,

BRUKERAGAR, BRUKERDUST, and BRUKERCLUSTER. These

datasets address a critical gap in the field, as existing resources often lack

the high real-world variability necessary for training robust models. The cre-

ation of this unique and comprehensive collection was made possible by exclu-

sive access to state-of-the-art equipment from the company Bruker Daltonics

GmbH & Co. KG. These resources provide an unparalleled level of diver-

sity in both agar types and microbial species. For example, the BRUKER-

DUST dataset, with its 854 images, surpasses other datasets like MicrobIA

and BRUKERCOLONY in color diversity. The BRUKERCLUSTER dataset

is also unique as it was specifically created for clustering analysis, providing

pixel-level segmentation maps for distinct microbial colonies that are essen-

tial for validating advanced models. This collection of resources, meticulously

annotated by expert evaluators, constitutes a new benchmark for the devel-

1https://www.eeict.cz/eeict_download/archiv/vysledky/EEICT_2023_vysledky_v2.pdf
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opment and validation of advanced machine learning models in automated

microbial analysis.

2. A novel framework for generating synthetic agar plate images. This

framework provides a practical solution to data scarcity. It works by extract-

ing individual colony patches from real images and applying augmentations to

create visual diversity. These augmentations include simulating realistic phe-

nomena such as chromogenic reactions and blood haemolysis. The framework

then uses a genetic algorithm to arrange these augmented patches on new agar

backgrounds.

3. An improved semantic segmentation model with state-of-the-art per-

formance. The segmentation model was significantly improved by training

with the synthetic data generated by the new framework. It was further re-

fined, achieving an F1 score of 0.906, which demonstrates a significant perfor-

mance improvement over the previous state of the art.

4. A novel unsupervised clustering system for microbial material. This

modular pipeline goes beyond simple segmentation by first predicting the num-

ber of distinct microbial groups and then assigning each pixel to a cluster.

The core of this system uses GMMs for clustering and a genetic algorithm

for feature selection, thereby removing the need for manual tuning. The clus-

tering system was validated on the BRUKERCLUSTER dataset, achieving a

V-measure of 0.535 end-to-end, and a V-measure of 0.723 under ideal condi-

tions where ground truth information was provided.

The implications of these findings are significant. The methodologies developed

in this thesis, by automating and refining the image analysis of agar plates, can help

accelerate diagnostic processes, enhance drug discovery workflows, and improve qual-

ity control. These contributions have been directly integrated into a commercially

available product.

Specifically, the key findings and methods from this work have been adopted by

Bruker2. Aspects of this research have been incorporated into their product MBT

Pathfinder®, providing a robust foundation for building next-generation automated

laboratory systems that can reduce human error and produce more reliable and

reproducible results.

In conclusion, this thesis has contributed an integrated computational framework

for agar plate analysis. By developing solutions for data scarcity through synthetic

data generation and creating sophisticated algorithms for automated clustering, this

work is a significant step towards more efficient and accurate microbial research and

diagnostics, benefiting both scientific discovery and public health.

2Bruker is a globally significant company in the field of analytical technologies, turnover of

$3.37 billion
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Symbols and abbreviations

Symbols

µ Mean, or center of a cluster

σ Standard Deviation

σ2 Variance

Σ Covariance Matrix

L Loss Function or Likelihood

θ Model Parameters (general)

∇ Gradient operator

∂ Partial Derivative

∑

Summation

I Image (matrix or tensor representation)

x Vector (e.g., feature vector, data point)

ŷ Predicted Output

TP True Positive

FP False Positive

FN False Negative

h Homogeneity (for V-measure)

c Completeness (for V-measure)

r Pearson Correlation Coefficient
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Abbreviations

AGAR Annotated Germs for Automated Recognition

AI Artificial Intelligence

AIC Akaike Information Criterion

AST Antimicrobial Susceptibility Testing

AUROC Area Under the Receiver Operating Curve

BIC Bayesian Information Criterion

CFU Colony Forming Unit

CLSI Clinical and Laboratory Standards Institute

CNN Convolutional Neural Network

DBSCAN Density-Based Spatial Clustering of Applications with Noise

DDPM Denoising Diffusion Probabilistic Models

DL Deep Learning

EM Expectation-Maximization

EUCAST European Committee on Antimicrobial Susceptibility Testing

GAN Generative Adversarial Network

GMM Gaussian Mixture Model

IoU Intersection over Union

LSC Linear Spectral Clustering

MAE Mean Absolute Error

MALDI-TOF Matrix-Assisted Laser Desorption/Ionization-Time Of Flight

MIC Minimum Inhibitory Concentration

ML Machine Learning

MS Mass Spectrometry

MSE Mean Squared Error
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PDF Probability Density Function

PSO Particle Swarm Optimization

RF Random Forest

RMSE Root Mean Squared Error

SLIC Simple Linear Iterative Clustering

SVR Support Vector Regression

TLA Total Laboratory Automation

ViT Vision Transformer

WCSS Within-Cluster Sum of Squared Errors

XGB XGBoost
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A Materials Used for the BRUKERCLUS-

TER Dataset

A.1 Agar Media

Table A.1: List of Agar Media Used in the BRUKERCLUSTER Dataset.

Baird-Parker Agar MacConkey Agar

Brilliance™ Candida Agar MacConkey Agar No.2

Brilliance™ ESBL Agar Mueller-Hinton Agar

Brilliance™ Listeria Agar Mueller-Hinton Agar with 5% Sheep

Blood

Brilliance™ Salmonella Agar Mueller-Hinton Agar with Horse Blood

Brilliance™ UTI Clarity™ Agar Nutrient Agar

Brilliance™ VRE Agar R2A Agar

C.L.E.D. Medium Sabouraud Glucose Agar

Chocolate Agar with Vitox Slanetz and Bartley Medium

Columbia Agar with Sheep Blood (7%) Standard Plate Count Agar (APHA)

Columbia Agar with Sheep Blood PLUS

(5%)

TBX Medium

Columbia-CNA-Agar Tryptone Soya Agar

Diagnostic Sensitivity Test Agar

(D.S.T.A)

Tryptone Soya Agar (25 ml)

Haemophilus Selective Agar Tryptone Soya Agar (Gamma-irradiated)

Iso-Sensitest Agar Tryptone Soya Agar with Disinhibitor

Iso-Sensitest Agar with Sheep Blood Tryptone Soya Agar with Sheep Blood
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A.2 Microorganisms

Table A.2: List of Microbial Strains Used in the BRUKERCLUSTER Dataset, Cat-

egorized by Phenotype.

Microorganism Gram Stain Shape Oxygen Requirement

Gram-Positive

Candida albicans G+ Yeast Aerobic

Candida glabrata G+ Yeast Aerobic

Candida krusei G+ Yeast Aerobic

Clostridium perfringens G+ Rod Anaerobic

Enterococcus faecalis G+ Coccus Aerobic

Enterococcus faecium G+ Coccus Aerobic

Staphylococcus aureus G+ Coccus Aerobic

Staphylococcus epidermidis G+ Coccus Aerobic

Staphylococcus haemolyti-

cus

G+ Coccus Aerobic

Staphylococcus saprophyti-

cus

G+ Coccus Aerobic

Streptococcus agalactiae G+ Coccus Aerobic

Streptococcus pneumoniae G+ Coccus Aerobic

Streptococcus pyogenes G+ Coccus Aerobic

Gram-Negative

Bacteroides fragilis G- Rod Anaerobic

Citrobacter freundii G- Rod Aerobic

Escherichia coli G- Rod Aerobic

Klebsiella aerogenes G- Rod Aerobic

Klebsiella oxytoca G- Rod Aerobic

Klebsiella pneumoniae G- Rod Aerobic

Prevotella bivia G- Rod Anaerobic

Proteus mirabilis G- Rod Aerobic

Proteus vulgaris G- Rod Aerobic

Pseudomonas aeruginosa G- Rod Aerobic

Serratia marcescens G- Rod Aerobic

Stenotrophomonas mal-

tophilia

G- Rod Aerobic
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