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Abstract
Static and dynamic software analysis tools are well-established ways to ensure higher soft-
ware quality. Static tools spot errors in the source code itself, while dynamic tools exe-
cute the program and detect issues that static methods identify with difficulty. Unite is
an adapter that transforms the standard command-line interface of analysis tools into an
OSLC-compliant API. The OSLC standard ensures an easy interface integration into an
existing software lifecycle management toolset.

This thesis aims to create a web tool that is able to manage multiple Unite instances,
thereby running multiple analyses in parallel. The manager has a backend server that
monitors the instances and balances the load, ensuring the fastest analysis completion and
balanced utilization of resources. Additionally, the manager provides a web user interface
that serves to create requests conveniently and supports common use cases by minimizing
user interaction and by prefilling known parameters. The common actions include SUT
re-registration and analysis rerun.

Abstrakt
Nástroje pro statickou a dynamickou analýzu softwaru jsou osvědčené metody pro zajištění
vyšší kvality softwaru. Nástroje pro statickou analýzu odhalují chyby přímo ve zdrojovém
kódu, zatímco dynamické nástroje spouštějí program a detekují tak problémy, které jsou
těžko odhalitelné pro statické metody. Unite je adaptér, který převádí standardní příkazové
rozhraní analytických nástrojů na API odpovídající standardu OSLC. Díky OSLC je možné
jej snadno integrovat do existujících nástrojů pro správu životního cyklu softwaru.

Cílem této práce je vytvořit webový nástroj, který dokáže spravovat k více instancí Unite
a spouštět tak analýzy paralelně. Backendová část správce sleduje stav jednotlivých instancí
a rovnoměrně rozděluje zátěž, aby bylo dosaženo co nejrychlejšího dokončení analýz a efek-
tivního využití dostupných prostředků. Webové uživatelské rozhraní správce umožňuje
snadné zadávání požadavků, přičemž běžné scénáře jsou zjednodušeny pomocí automatick-
ého doplňování známých parametrů. Mezi typické akce patří opětovná registrace analyzo-
vaného systému (SUT) a opakované spuštění analýzy.

Keywords
software analysis, software verification, static analysis, dynamic analysis, OSLC, OSLC
Automation, Unite, web application, Svelte, Express.js, load balancing, UI/UX

Klíčová slova
analýza softwaru, verifikace softwaru, statická analýza, dynamická analýza, OSLC, OSLC
Automation, Unite, webová aplikace, Svelte, Express.js, vyvažování zátěže, UI/UX

Reference
ZAVADIL, Michal. Web manager for Unite. Brno, 2025. Master’s thesis. Brno University
of Technology, Faculty of Information Technology. Supervisor Ing. Jan Fiedor, Ph.D.



Rozšířený abstrakt
Všudypřítomným aspektem vývoje softwaru je fakt, že výsledný produkt nebude dokon-
alý a bude obsahovat chyby. Každý vývojář se snaží chybovost snížit a tím zvýšit kval-
itu softwaru. Spolehlivý software bez bezpečnostních zranitelností je obzvláště důležitý v
oblastech, jako jsou automobilový nebo letecký průmysl, kde je spolehlivost nejvyšší prior-
itou. K dosažení vyšší kvality se mohou mimo jiné využívat nástroje pro analýzu softwaru,
mezi které patří například nástroje pro statickou a dynamickou analýzu.

Statická analýza provádí detekci chyb nad zdrojovým kódem programu a může být
provedena přímo během vývoje, což zajišťuje velmi rychlou zpětnou vazbu. Nástroje dy-
namické analýzy sledují běh samotného programu a mohou tak detekovat chyby, které by
statické nástroje nemohly jednoduše odhalit. Využití obou těchto přístupů tedy vede k
lepším výsledkům a k vyššímu počtu detekovaných chyb.

Nástroje pro analýzy softwaru je obvykle možné využívat lokálně prostřednictvím příka-
zové řádky. Unite je adaptér, který dokáže toto rozhraní transformovat na API splňující
standard OSLC. Využití OSLC zajišťuje, že lze Unite snadno integrovat do skupiny již
existujících nástrojů pro správu životního cyklu softwaru. Při použití adaptéru Unite lze
analytické nástroje využívat vzdáleně, bez nutnosti jejich instalace. Vzdálené provádění
analýz může být zejména vhodné pro dlouhé a náročné úlohy.

Cílem této práce je vytvořit nástroj pro správu, který komunikuje s Unitem prostřed-
nictvím jeho OSLC API za účelem vytváření analyzovaných systémů (SUT) a provádění
analýz. Důležitou funkcionalitou je podpora připojení k více instancím Unite zároveň, což
umožňuje paralelní provádění analýz. Nástroj částečně navazuje na již existující Unite Web
Client, který však využívá pouze jednu instanci Unite. Některé aspekty z klienta byly
převzaty, zejména dynamické generování formulářů pro analytické nástroje, které je gen-
erické a přizpůsobí se libovolnému analyzátoru nakonfigurovanému v Unitu. Nástroj pro
správu využívá techniky vyrovnávání zátěže (load balancing) a dynamického přenosu (dy-
namic transfer) pro optimalizaci vytížení serverů. Dále byly implementovány funkce jako
opětovná registrace SUT a opakované spuštění analýzy, které jsou častým požadavkem uži-
vatelů. Při provádění těchto akcí nástroj pro správu předvyplní hodnoty z předchozích
požadavků.

Architektura nástroje pro správu vychází z návrhového vzoru broker, kde centrální server
komunikuje s klienty a distribuuje požadavky na jednotlivé instance Unite. Pro frontend
byla zvolena technologie Svelte, backend je implementován pomocí Express.js a pro ukládání
dat je použita databáze MongoDB.

Výsledkem práce je funkční nástroj pro správu, který efektivně využívá připojené in-
stance Unite. Umožňuje spravovat tyto instance, zvolit konkrétní instanci pro provedení
požadavku nebo nechat výběr na samotném nástroji. Při testování bylo prokázáno, že tech-
niky vyrovnávání zátěže a dynamického přenosu mohou výrazně zkrátit dobu zpracování
požadavků. Podpora opětovné registrace SUT a opakovaného spuštění analýzy umožňuje
provedení těchto operací s minimálním úsilím ze strany uživatele. Implementovaný nástroj
dynamicky generuje formuláře pro analyzátory a je tak přizpůsobivý pro jakýkoliv nově
přidaný. Kromě toho nástroj umožňuje filtrovat, řadit a stránkovat vytvořené požadavky.
Dále je možné požadavky zrušit či odstranit. Nástroj také automaticky aktualizuje stav
požadavků.

Implementované řešení představuje užitečné rozšíření adaptéru Unite, který je již nyní
využíván v průmyslu. Nástroj pro správu je obzvláště vhodný v situacích, kdy je třeba
provádět velké množství velmi náročných analýz. V takových případech nástroj zaručuje
co nejrychlejší zpracování požadavků a rovnoměrné rozdělení zátěže mezi instance Unite.
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Chapter 1

Introduction

A major aspect of software development is to ensure that a program behaves correctly and
contains as few errors as possible. To guarantee a certain level of reliability has long been a
focus of both academic researchers and industry professionals. Software without bugs and
vulnerabilities is especially important in fields such as automotive and aerospace, where
reliability is the top priority. Using automated software testing is the usual approach.
However, there are tools available that make use of different methods. Software analysis
tools are examples of more advanced techniques.

In the field of software analysis, static and dynamic analysis are two different approaches
for identifying issues in software. Static analysis tools examine the source code without
running the program. These tools are excellent for the early detection of potential bugs.
Dynamic analysis tools observe the behavior of the software while it is running, identifying
problems such as memory leaks or race conditions. Both of these types of tools can detect
different kinds of issues, making the combination of the two approaches the best choice.

Unite [1] is an adapter that transforms the standard command-line interface of analysis
tools into an API (Application Programming Interface) that is remotely accessible. The
API conforms to the OSLC (Open Services for Lifecycle Collaboration) standard, making
Unite easily integrable into existing ecosystems of software lifecycle management tools.
Unite provides the ability to register SUTs (System Under Test) with the option to compile
and run analyses on them by specifying the parameters of the desired analysis tool. The
adapter can be configured for any kind of software analysis tool with a command-line
interface. Unite removes the need for the tools to be installed locally and enables the
delegation of analysis execution to a remote server.

Unite Web Client [20] is a web application that connects to a Unite server and provides
a graphical user interface for simplified interaction with Unite. Users can upload source
code, run analyses, monitor states, edit information, and perform other operations. The
graphical interface makes Unite and the configured tools more accessible and also easier to
use by users with more limited technical knowledge.

The objective of this thesis is to create a web manager for Unite that extends the
Unite Web Client and provides the ability to connect to multiple Unite instances. Some
analysis runs can take hours to complete, while some analysis tools allow only one analysis
to be performed at any time, creating queues and stalling subsequent requests. Utilizing
multiple Unite servers could spread the requests between them, resulting in a faster average
completion time. The implemented manager uses additional techniques to ensure an even
spread of jobs between instances. These are: load balancing (choosing the most suitable
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server on request submission) and dynamic transfer (moving requests between servers if the
load becomes uneven).

The Unite Web Client was completely redesigned, and many UI improvements were
implemented. The manager extended on already working concepts such as the dynamic
form generation, which adapts to any analysis tool configured in Unite. Some quality
of life features were added to support common developer workflows, mainly the SUT re-
registration and analysis rerun actions. These work by prefilling data from previous runs,
removing the need for users to fill them in again manually.

The rest of the thesis is organized as follows. Chapter 2 describes the topic of software
quality control, with a focus on software analysis. Chapter 3 discusses the OSLC standard,
as the Unite adapter exposes an OSLC-compliant API. Chapter 4 presents Unite, how it
works, and how its capabilities can be utilized. The manager’s design is presented in Chap-
ter 5, based on the identified requirements. Next, Chapter 6 discusses different technology
considerations for the implementation of the manager. Chapter 7 describes the manager’s
implementation in detail, including its UI elements and underlying backend functionality.
Chapter 8 presents the performed testing and evaluation of the manager. Finally, Chapter
9 concludes the work and summarizes the results.
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Chapter 2

Software Quality Control

The natural part of software engineering is that the software being developed will inevitably
contain flaws. Enormous amounts of resources are wasted on software projects that fail to
deliver their promised functionality [34]. Focusing on quality control by extensive testing
or by using software analysis techniques is one of the ways to make the success of a project
more likely.

Table 2.1 shows the Chaos Report 2015 by the Standish Group [17] that presents the
relationship between success and the size of software development projects. The success
parameters are: time, budget, and satisfaction. A successful project, for instance, would
be finished within the estimated time and within the original budget while delivering good
customer satisfaction. A challenged project would underperform in one or more of these
three areas. A failed project is canceled or never implemented.

Successful Challenged Failed Total
Grand 6% 51% 43% 100%
Large 11% 59% 30% 100%
Medium 12% 62% 26% 100%
Moderate 24% 64% 12% 100%
Small 61% 32% 7% 100%

Table 2.1: Success rate of projects size – the larger a project is, the more difficulties are
encountered during development (adapted from [17]).

The report shows that a project’s success or failure is influenced mainly by its size. The
larger the project, the less likely it is for it to succeed or go without difficulties. However,
challenges will likely arise for all project sizes. It is important to keep this in mind and take
steps to mitigate risks.

The cost of fixing software defects depends on when they are discovered. Figure 2.1 (from
[7]) presents the relative cost of finding a security issue at different stages of development,
highlighting how the cost escalates significantly later in the process. Ideally, vulnerabilities
are addressed early during the design phase. This way, the product will be designed around
these vulnerabilities, minimizing costs. Catching an error during implementation or testing
might require changing already implemented parts of the system, but is still far better
than doing so during the maintenance phase. Therefore, employing appropriate tools and
practices for quality control early in the development process is advisable.
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Figure 2.1: Relative cost of fixing defects based on the stage of development. Catching
an error early on will have minimal consequences as opposed to trying to fix it later on.
(adapted from [7])

There are many ways to increase software quality, most commonly through testing (unit
testing, integration testing, system testing, etc.), code reviews, or by employing software
analysis techniques. This thesis mainly focuses on software analysis, specifically static and
dynamic analysis.

2.1 Static Analysis
Static analysis tools analyze the source code of the programs and try to spot issues in the
code directly. These tools attempt to detect typical bug patterns and can also be helpful
when enforcing coding guidelines or standards to improve readability. Because of their
predictive nature, these tools may produce more false positives [44]. Static analysis tools
give feedback quickly during development, making them irreplaceable when it comes to
spotting errors early.

Linters are a type of static analyzer. They are typically lightweight tools, often inte-
grated into IDEs (Integrated Development Environment), that perform surface-level anal-
ysis and enforce code style guidelines.

Examples of static analyzers include:

• ESLint [30]: Linter for JavaScript/TypeScript

• Pylint [35]: Linter for Python

• Facebook Infer [5]: Tool for deep analysis to identify complex code issues (supports
Java, C, C++, and Objective-C)

2.2 Dynamic Analysis
During dynamic analysis, the execution of programs is analyzed. As opposed to the static
analysis, the program needs to be compiled and subsequently executed, in some cases, many
times, which increases the computational demands. Dynamic analyzers can spot issues that
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would be difficult to detect for static analyzers, for instance, memory leaks, race conditions,
and crashes. [15]

Examples of dynamic analyzers include:

• Valgrind [41]: Error detection in memory management, threading bugs, also profiling
functionality (mainly for C and C++)

• ANaConDA [12]: Analysis of multi-threaded C/C++ programs

2.3 Comparison and Conclusion
Table 2.2 shows the comparison of static and dynamic analysis methods (as presented in
[15]). Overall, the best results are achieved by using both static and dynamic analysis
methods in tandem, as both approaches can detect different types of issues [15].

Static Analysis Dynamic Analysis
Timing of Analysis Performed on source code

without executing it
Performed during runtime
by executing the code

Detection of Issues Can detect issues only by
examining the code, such
as syntax errors, unused
code, and dead code

Can detect issues that oc-
cur during program exe-
cution, such as memory
leaks, race conditions, and
crashes

Coverage Can analyze the entire
codebase

Limited to the code that
occurs during the execu-
tion

Types of Issues Best suited for identify-
ing coding standards, se-
curity vulnerabilities, and
software defects

Best suited for finding is-
sues that arise during pro-
gram execution, such as
runtime errors and perfor-
mance bottlenecks

Feedback Time Can provide immediate
feedback as part of the
development process

Feedback may come after
code has been deployed to
production environments

Resource Requirements Requires fewer resources,
such as memory and CPU,
than dynamic code analy-
sis

Requires the execution of
code, which may require
more resources than static
code analysis

Table 2.2: Comparison of Static and Dynamic Code Analysis (adapted from [15]).

Using software analysis tools is a good software quality control practice and enhances
software quality, making the development more likely to succeed. Moreover, using these
techniques early will reduce the costs of fixing bugs and vulnerabilities in later development
stages.
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Chapter 3

OSLC

OSLC [26] (Open Services for Lifecycle Collaboration) is an initiative and a family of
specifications that aims to facilitate integration of software lifecycle management tools.
Enterprises frequently use tools from multiple vendors, creating compatibility issues that
OSLC seeks to address [28]. Essentially, OSLC specifications declare capabilities that OSLC
servers and clients must, should, or may implement. Since Unite [1], the analysis tool
adapter, provides an API compliant with OSLC, understanding the standard is essential to
be able to communicate with it.

3.1 Main Principles of OSLC
OSLC is built on top of three main technologies: REST, RDF, and Linked Data. These
are introduced in the following sections.

3.1.1 REST

REST [24] (Representational State Transfer) is a widely used architectural style for design-
ing modern APIs1. A REST API exposes URI2 endpoints that correspond to resources
provided by a server, allowing clients to retrieve and modify them. Typically, servers
let clients create, retrieve, update, and delete resources (CRUD for short). This is done
through the usage of HTTP methods, namely GET, POST, PUT, PATCH, and DELETE.
The communication begins with a client sending a request, to which a server replies with a
response. The bodies of these messages are most commonly in the JSON or XML format.

OSLC uses the REST API as a means of communication between clients and services
and between services themselves.

3.1.2 RDF

RDF [23] (Resource Description Framework) is a language often used to represent infor-
mation on the web. It is used when information needs to be processed by applications,
rather than being presented to users. RDF provides a standardized way of representing
information and enables information exchange between applications without any loss of
meaning.

RDF data are stored in triples, which consist of:
1Application Programming Interface
2Uniform Resource Identifier
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• Subject – The resource being described

• Predicate – A property of the subject or a relationship between the subject and the
object

• Object – The value or resource associated with the predicate

All three parts can be identified by URIs, which ensures they are uniquely defined.
Listing 3.1 shows an example of an RDF triple (from [23]), which describes that index.html
(subject) has a creator (predicate) with ID 85740 (subject).

<http://www.eqwdxample.org/index.html> <http://purl.org/elements/1.1/creator>
<http://www.example.org/staffid/85740> .

Listing 3.1: Sample RDF triple (adapted from [23])

3.1.3 Linked Data

Linked Data [3] is a concept of associating data on the web in a similar way that websites
are connected through hypertext links. The goal is to create a database by combining many
different data sources, thereby enriching data while making it machine-readable. Linked
data is a set of guidelines for publishing and connecting resources, one of which is the use
of URIs as a way of uniquely identifying resources.

3.2 Overview of OSLC
The OSLC initiative is divided into multiple parts, each addressing its own integration
subdomain. These subdomains include: Quality Management, Requirements Management,
Architecture Management, Automation, etc. Each of them adds specific corresponding
guidelines and terminology, but they all inherit from the OSLC Core, which defines com-
mon features. As Unite complies with OSLC Automation 2.1 and OSLC Core 3.0, these
standards will be subsequently described.

The OSLC architecture is shown in Figure 3.1. OSLC domains extend the definitions
of OSLC Core, which provides common functionality. The OSLC is then built on top of
the LDP (Linked Data Platform), which defines standards for working with linked data.
HTTP is then the underlying way of communication.

3.2.1 OSLC Core

The OSLC Core [28] describes common features shared by all other OSLC subdomains.
Figure 3.2 shows relationships between the main entities of the OSLC Core. The primary
goal of OSLC is to develop and integrate web services, making services the core concept.
The main responsibility of the services is then to manage resources. To achieve this, services
may provide a Creation Factory (HTTP POST) to create a resource and Query Capabilities
(HTTP GET) to retrieve them. A resource has a Resource Shape (schema) which may
be provided by both Query Capability and Creation Factory. A Resource Shape defines
the resource’s properties, value types, cardinality, and optionality. Values can be either
literal (Boolean, Integer, Double, String, DateTime, etc.) or a resource (identified by
a URI). Cardinality and optionality of a parameter can be set as one of the following:
Exactly-one, Zero-or-one, Zero-or-many, or One-or-many. Additionally, services may
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Figure 3.1: OSLC architecture (adapted from [28])

provide Delegated UI Dialogs so that clients can use the aforementioned actions through
a web UI. Finally, Services are listed by Service Providers that also give their services’
descriptions. Service Provider Catalogs then aggregate related Service Providers.

Each resource exposes CRUD operations for clients to interact with it. Depending on
the application-specific needs, some operations may be omitted.

• Creation – POST method on Creation Factory URI

• Retrieval – GET method on Query Capability (fetch many), or GET method on the
resource’s URI (fetch detail of one)

• Update – PUT method on the resource’s URI (should be preceded by a GET request;
the update should contain all fields, both changed and unchanged)

• Delete – DELETE method on the resource’s URI

By default, the Query Capability returns all resource entries. This could possibly result
in a large amount of data being sent, a lot of which might not be useful for the client.
To mitigate this, an OSLC service may support paging and filtering. These are very com-
mon API design practices and can be used together. The full specification of the query
parameters can be found in [29].

Paging can be accomplished with the usage of the oslc.page and oslc.pageSize query
parameters. Filtering utilizes the oslc.where parameter, which specifies the values of the
filtered properties. Complex filtering on multiple fields, as well as logical operations or
interval filtering, is possible. The oslc.properties allows to define the needed properties of
the returned resources, effectively reducing the data for each resource to be transmitted.
When values in either oslc.properties or oslc.where are not literal, but resources defined by
a URI, the oslc.prefix needs to be provided with the definition of the corresponding URI
prefix.

As an example, Listing 3.2 shows a request to retrieve all queued requests from an OSLC
service.
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Figure 3.2: Entities of OSLC Core (Adapted from [28])

{service URI}/queryAutomationRequest
?oslc.prefix=oslc_auto=<http://open-services.net/ns/auto#>
&oslc.where=oslc_auto:state=<http://open-services.net/ns/auto#queued>

Listing 3.2: A request to retrieve all queued requests from an OSLC service using the
oslc.where and oslc.prefix query parameters

Delegated UI Dialogs enable an application to interact with another application’s re-
sources without the need to design or define the user interface explicitly. An application
could make a request for the UI and render it using the HTML iframe and JavaScript code.
The two common use cases are UI dialogs for resource selection and creation.

The OSLC server must support at least one serialization format for both receiving data
in the body of requests and returning data in its responses. However, the standard rec-
ommends supporting multiple formats for the convenience of the clients. Common formats
include: XML, RDF/XML, JSON-LD, Turtle, and HTML (to render in a browser).
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3.2.2 OSLC Automation

OSLC Automation [27] is one of the key domains addressed by OSLC, building on OSLC
Core concepts. Most importantly, it is the domain that Unite implements, making its
understanding vital for the ability to communicate with the adapter.

It is concerned with automation as an effort of minimizing the needed human interaction
in areas such as software testing or deployment. The standard defines three main resources:
Automation Plan, Automation Request, and Automation Result. The relationship of these
resources is shown in Figure 3.3. An Automation Plan represents a unit of work to be
automated. By creating an Automation Request, the client calls for the execution of the
Automation Plan. Upon receiving the request, the OSLC server creates an Automation
Result, which reports on the state of the execution. All three resources contain specific pa-
rameters that will be discussed later. Their common parameters include: title, description,
identifier, created, etc.

Automation
Plan

ExecutesAutomation
Request

ProducedBy

ReportsOn

Automation
Result

Figure 3.3: Relationships between the main OSLC Automation entities: Automation Plan,
Automation Request, and Automation Result (adapted from [27])

Automation Plan

An Automation Plan represents a unit of work to be automated. It can represent testing
or a deployment pipeline, or in Unite’s case, an analysis to be run with a specific tool. Its
most important parameter is the parameterDefinition, which is a list of possible parameters
of the Automation Plan. For each parameter, its value type, cardinality, and optionality
are defined. The client then uses this information to create a valid Automation Request.
The standard only requires implementation of the GET method for retrieving plan data.

Automation Request

Once a client has the Automation Plan details available, an Automation Request can be
created to start an execution. The key resource parameters of the request are: execute-
sAutomationPlan (reference to the desired Automation Plan) and inputParameter (list of
input parameters for the Automation Plan). The inputParameter needs to correspond with
the previously fetched parameterDefinition.

Additionally, the resource shape includes desiredState, which can be filled out by the
client, and state, which is read-only and set by the service provider. The possible values
of both state and desiredState are the following: new, queued, inProgress, canceling,
canceled and complete.

The standard enforces a POST method for creation and a GET method for querying
the details of the request, namely the state parameter that is dynamically updated by the
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service. Moreover, a PUT method may be supported in order to allow for canceling requests
by setting the desiredState to canceled.

Automation Result

By successfully creating an Automation Request, the OSLC service generates a correspond-
ing Automation Result alongside it. This resource contains state, desiredState, and input-
Parameter that should be consistent with the associated Automation Request. The result
contains the outputParameter, which represents a list of parameters that were added by the
service provider. On top of this, the result has two references: reportsOnAutomationPlan
(URI of the Automation Plan being executed) and producedByAutomationRequest (URI of
the related Automation Request).

A key parameter is the verdict field, with the following possible values:

• unavailable – when state is not yet complete

• passed – indicates success

• failed – indicates issues reported by the automation tool

• error – indicates other problems (e.g., timeout or network issues)

• warning – indicates unsuccessful execution without complete failure

Finally, the contribution parameter contains a list of produced automation artifacts.
These may include standard and error outputs from automation tools.

Automation Result has to support the GET method so that clients are able to retrieve
the results of a finished automation run or query the state until the execution is finished.
Similarly to Automation Request, a PUT method is supported to allow cancellation by
setting the desiredState to canceled.

13



Chapter 4

Unite

Unite [1] is an adapter that transforms the standard analysis tool command-line interface
into an OSLC-compliant REST API. The goal of this thesis is to create a web manager
that is capable of controlling multiple instances of Unite to achieve parallelism in analysis
execution.

Essentially, Unite provides two main functionalities: management of SUTs (System
Under Test), including their upload and potential compilation, and analysis execution. For
this reason, the adapter is divided into two sub-adapters: a Compilation sub-adapter and
an Analysis sub-adapter. In the context of OSLC, these are both separate service providers.

Unite is written in Java and was created using the Eclipse Lyo [11] framework, which
simplifies the creation of OSLC services and ensures that the services adhere to the standard.
It offers functionality such as code generation (based on conceptual models), persistent
storage, and testing capabilities.

This chapter describes Unite, focusing on how to communicate with it and utilize its
functionalities.

4.1 Compilation Sub-Adapter
Before an analysis can be executed, the target SUT needs to be present on the Unite
server. The Compilation sub-adapter handles the transfer of the source code onto the
server, its potential compilation, and the subsequent management of created SUTs. As an
OSLC service, it consists of three resources derived from the OSLC Automation domain:
Automation Plan, Automation Request, and Automation Result. Additionally, a custom
SUT resource was added to the sub-adapter.

Only a single Automation Plan exists on the Compilation sub-adapter – the compilation
plan – used to transfer and compile the SUT. Its possible input parameters are the following:

• title – Name to distinguish the SUT

• description – Additional user-defined SUT information

• unpackZip – Boolean value indicating whether to unpack the input file (should be
true for ZIP files)

• buildCommand – Command to be executed when Unite attempts to compile the
SUT (typically required for dynamic analyzers). For instance, this could be a make
command that executes a building script from the included Makefile or any other
build automation tool such as CMake, Maven, or Gradle.
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• launchCommand – Command to be executed when Unite attempts to launch the SUT
(typically required for dynamic analyzers)

• noCompilation – Boolean value indicating whether compilation should be skipped
(typically should be true for static analyzers)

The remaining input parameters handle SUT transfer to Unite. Unite supports four
ways, but only one of them can be specified per request. The options are the following:

• sourceBase64 – SUT source encoded in Base64 format. The source is supplied directly
by the client and is included in the request.

• sourceGit – Git URL. Unite clones the source from a Git repository.

• sourceUrl – Generic URL. Unite downloads the source from the given URL.

• sourceFilePath – Path on the Unite server from which the source is copied (rarely
used).

The Automation Plan endpoint supports only the GET method, as the compilation plan
should not be altered or removed by the clients. Automation Requests, Automation Results,
and SUTs allow GET, PUT and DELETE methods. A PUT method allows clients to
update metadata (title and description). Additionally, for SUTs, updating buildCommand
and launchCommand is also possible. An update of desiredState of a result or request serves
for cancellation. Creation with POST is only possible for the Automation Request with its
Resource Creator endpoint. Both corresponding Automation Results and SUTs are created
by Unite. There are Query Capabilities for all four available resources.

Following is the typical workflow with the exact endpoints specified (note that each
endpoint call has to be prefixed with the Compilation sub-adapter URL):

1. The client first fetches the compilation Automation Plan:
GET /resources/automationPlans/1

2. Based on the input parameters, the client creates an Automation Request on the
Resource Creator endpoint:
POST /resources/createAutomationRequest

3. If any issues are detected, Unite responds with a 400 status code and a description of
the problem. Otherwise, a 201 status code is returned to signal success, along with
links to the corresponding Automation Request and Automation Result.

4. The client can then monitor:

• the Automation Result:
GET /resources/automationResults/{id}

• or the Automation Request:
GET /resources/automationRequest/{id}

to check its state.

5. Once the state is set to complete, build artifacts such as stdout or stderr can be
obtained from the contribution parameter of the Automation Result.

15



For each SUT, the adapter creates a dedicated folder on the server. The incoming source
file (or a ZIP file) is moved into this folder, and alternatively unpacked. When compilation
is desired, the build command is executed in the folder, and all generated files and folders
would also be present there.

4.2 Analysis Sub-Adapter
The Analysis sub-adapter executes the configured analysis tools on the SUTs, which are
managed by the Compilation sub-adapter. For each analysis tool provided by a Unite
instance, there is a corresponding Automation Plan. A tool must be installed on the server
where Unite is running, and configuration files must be supplied to the Unite instance
beforehand.

There are two configuration files for each tool: an .rdf file, which primarily describes
the command-line arguments that map to the input parameters of an Automation Plan,
and a .properties file, which gives Unite the information on how to run the tool. The
.properties file contains, for instance, the path to the tool and whether multiple analyses
can run in parallel.

In the same way as the Compilation sub-adapter, the Analysis sub-adapter implements
Automation Plan, Automation Request, and Automation Result from the OSLC Automa-
tion specification. It adds an additional custom Contribution resource, which stores execu-
tion artifacts and is similar to the contribution parameter of the Compilation sub-adapter.
However, analysis Contributions can be much larger as some analysis tools output images,
graphs, or large log files. Unite provides the possibility to download file-based Contribu-
tions.

Input parameters of an Automation Plan are largely dependent on the corresponding
analysis tool. They can be divided into the following three categories:

• Command-line arguments of the analysis tool. They are combined into a string and
subsequently passed to the tool for execution. Clients specify argument values along
with optional commandlinePosition and for non-positional arguments also valuePrefix
(e.g. --prefix value). This way, a client has full control over the input of the
analysis tool, similar to the usage of the command line.

• Common adapter-specific parameters that are present in each Automation Plan.
These are not defined in the analysis tool’s configuration files but are added to
each plan automatically. These include: timeout, beforeCommand, afterCommand,
envVariables, etc. They control the adapter’s behavior and are usually optional. An
exception is the SUT parameter, which is the reference to the target SUT and is
mandatory for each Automation Request.

• Parameters defined in the Automation Plan but handled by the adapter instead of
being passed to the analysis tool directly. These are special boolean parameters
(SUT build command and SUT launch command) that, when set to true, are looked
up from the corresponding SUT resource and injected as command-line arguments
for the analysis tool.

The REST API follows the same pattern as the Compilation sub-adapter’s implemen-
tation. Automation Plans can only be queried with the GET method, without the option
to modify or delete them. Automation Requests, Automation Results, and Contributions
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support the GET, PUT, and DELETE methods. Additionally, Contributions can be down-
loaded by including the Accept:’application/octet-stream’ header in the GET request.
For all four resources, Query Capabilities are present. A client only creates Automation
Requests through its Creation Factory.

The common workflow is the same as for the Compilation sub-adapter. A client fetches
Automation Plan, creates an Automation Request, and queries state until it is finished.
Then, finally, the client can access the analysis results and its Contributions.

Unite executes the analysis inside the dedicated folder of the target SUT. This means
that any generated artifacts or changes done by the analysis tool are preserved in the folder.
This context persistence is required for certain analysis tools. A possible implication is that
the SUT could become unusable for subsequent analyses, and a client might need to recreate
it.

4.3 Interacting with Unite
Unite exposes the OSLC-compliant REST API that can be leveraged using HTTP in mul-
tiple ways. Figure 4.1 shows possible clients, how they communicate with Unite’s sub-
adapters, and how the sub-adapters interact. First, an SUT needs to be successfully reg-
istered with the Compilation sub-adapter, which then manages the created SUTs. Conse-
quently, a request can be made to the Analysis sub-adapter that performs an analysis on
the previously created SUT.

Figure 4.1: Possible clients interacting with Unite (taken from [42])

The possible clients can be purely REST API based. Currently, there is an existing Unite
plug-in for Eclipse IDE1. Additionally, the Unite’s API can be leveraged by any other client
for OSLC automation (this could be a web client). The following are the descriptions of
the clients.

1https://eclipseide.org/
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4.3.1 REST API

The simplest form of communication with Unite is by creating requests to its REST API
endpoints. This can be done with a command-line utility like curl2. However, this way
can be very impractical and cumbersome, especially because some request bodies can be
quite large.

The Eclipse Lyo toolkit, with which Unite was developed, generates a Swagger UI [37]
that clearly shows all available methods for each endpoint. It presents the expected formats
of requests and responses and possible query parameters. Additionally, it allows to execute
those requests with the specified content type (JSON, XML, Turtle, etc.) Ultimately, it
serves as a useful tool for exploring and testing the API for client developers.

Lastly, Postman [33] is an API development tool, which Unite uses to perform automatic
API testing.

4.3.2 Eclipse client

Recently, Unite was made available as a plugin for the Eclipse IDE, as described here
[42]. The IDE integration allows for a smoother workflow during development, allowing
developers to launch an analysis on the current source code with a few clicks. Additionally,
the output of the analysis tool can be correlated with the source code, and specific lines
can be highlighted as possible errors and warnings.

4.3.3 Unite Web Client

Unite Web Client [20] is a web application written in JavaScript that interacts with Unite’s
REST API. The client allows users to interact with one Unite instance, including both its
Compilation and Analysis sub-adapters. The manager implemented in this thesis extends
the client’s functionality. Ultimately, the majority of the client’s source code has been
rewritten, mainly because of refactoring and the use of different technologies. However, the
existence of the client accelerated the development process by utilizing proven UI concepts
and examples of Unite API calls.

Compilation is possible by filling in the form generated from the inputParameter field of
the previously fetched compilation Automation Plan. The client keeps track of the created
SUTs by using the browser’s local storage. It has an ’SUTs’ page that shows all created
SUTs, with navigation to detailed views for each.

Analysis follows a similar workflow. The Automation Plan for the specified analysis tool
is fetched, and the form is generated. The main challenge in form generation comes from
the fact that analysis tools typically have a large number of command-line parameters that
are unique to each tool. Moreover, it is expected that new tools will be added to Unite in
the future, so the form generation needs to be universal.

Figure 4.2 shows a part of a form generated by the Unite Web Client for the Valgrind
analysis tool. The client renders each parameter as a card, which contains its name, a
description as a tooltip, and an input section. The input section changes based on the
parameter definition provided by Unite: a string value type is rendered as a simple text
input, a boolean is a checkbox, and parameters with allowed values are displayed as selection
elements. As is the case for the SUTs, the client uses local storage to keep records of each
analysis, displaying all of them in the Analyses page, where navigation to their details is
possible.

2https://curl.se/
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Figure 4.2: Dynamically generated form for the Valgrind analysis tool in the Unite Web
Client. Each parameter of the Automation Plan is a card that is rendered based on the
parameter’s type. Displayed are both common Unite parameters (e.g., afterCommand,
beforeCommand) and tool-specific parameters (e.g., executionParameters, help).

Additionally, the client allows to see the current state of each request (both analysis
and SUT) and periodically checks for changes so that the user does not have to refresh the
page. Cancellation of requests is also possible, as well as updating of SUTs.

Following, is a summary of all features that the Unite Web Client provides:

• Configuration of Unite URL and sub-adapter ports

• Registration of SUTs (sourceBase64, sourceGit, sourceUrl, sourceFilePath)

• Running of analyses, request forms are dynamically generated based on the tool

• SUTs and Analyses pages showing all created entities

• Detail views for SUTs and analyses

• Monitoring of requests’ states

• Cancellation of requests

• Deletion of requests

• Preselecting SUTs through the Use for analysis action

• Editing of SUT parameters

• Downloading of contributions
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Chapter 5

Application Design

The manager’s design is discussed in this chapter and is based on the identified requirements.
The design focuses on the application’s architecture and database model. Additionally,
solutions are proposed for some of the key functionalities, including load balancing, dynamic
transfer, SUT re-registration, and analysis rerun.

5.1 Requirements
The manager implemented in this thesis extends and builds on top of the Unite Web Client
(Section 4.3.3), which leverages the capabilities of a single Unite instance.

In practice, some analysis runs take several hours. Depending on the configuration of
the analysis tool, requests on a single Unite server can run in parallel or only one at a time,
which results in additional requests to be placed in a queue. By employing multiple Unite
instances, the requests can be distributed, ultimately resulting in faster completion times
and shorter queues.

The implemented manager should retain the functionality already provided by the client
and fulfill more advanced requirements. The most basic requirement of the manager is the
ability to connect to more than one instance and run analyses in parallel. From this,
several other related requirements emerge that ensure an even load distribution among
Unite instances. Several other requirements deal with user experience and focus on making
common workflows simpler.

The full summary of requirements is the following:

• Connect to multiple Unite instances

• Select one or more instances for SUT registration

• Choose an instance to execute the analysis on

• Support for load balancing, i.e., automatic selection of optimal instances for SUT
registration and analysis execution

• Support for dynamic transfer, i.e., monitoring of instances and redistribution of load
when needed

• Re-register SUT or rerun analysis from a previously finished request.

• Rerun analysis on a new version of SUT (a combination of SUT re-registration and
analysis rerun)
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• Run the same analysis many times – multi-analysis (useful for dynamic analyses that
explore a different execution in each run)

• Filter and paginate SUTs/analyses

• Group SUTs/analyses into projects

5.2 Broker Architectural Pattern
The broker architectural pattern (described in [4]) is the pattern the manager will closely
adhere to. Figure 5.1 presents a diagram of this pattern. The broker serves as a single
point of contact for clients and accepts their requests. It manages a set of services, routes
the requests accordingly, and sends responses back to the clients.

Broker

Client

Service

Client

Service

Figure 5.1: Broker architectural pattern: The broker is a single point of contact for clients
and delegates their requests to the appropriate services

The broker pattern makes it possible to dynamically add or remove services. A client
simply sends requests to the broker and waits for responses, while all low-level operations
are handled by the broker. Although services are replaceable, the broker represents a single
point of failure and may become a bottleneck if the traffic gets too large.

In our case, the services are all Unite instances. Based on the current state of the
servers, the manager can select a specific instance to handle an incoming request. This
occurs particularly when a user does not require a specific server as a target for SUT
registration or analysis execution. It is entirely the manager’s responsibility to choose the
optimal server to ensure the fastest completion time.

5.3 Architecture
The architecture conforms to the previously described broker pattern and is presented in
Figure 5.2. The manager consists of two applications: a client and a server. The clients
never communicate with Unite directly, but only with the manager’s server, which relays
calls to a specific Unite instance (or multiple instances). In API calls, the client provides
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all information necessary for both Unite and the manager. The server then separates this
information, stores its relevant data in a database, and constructs appropriate API calls to
Unite. The responses sent back to the client are then composed from both the manager’s
and Unite’s data.

Database
Manager Server

Manager Client

Unite

Manager Client

Unite

Figure 5.2: Architecture diagram of the Unite Manager: The Manager Server acts as a
broker, routing requests from clients to the Unite instances. It includes a database to store
its related data.

Although the Unite Web Client has a backend server, it performs most of its functional-
ity on the client side. In contrast, for the manager, the server with its database is essential
for enabling some of the required features, most importantly the dynamic transfer, which
periodically checks the state of Unite instances without the client’s intervention. The server
can store aggregated and duplicated Unite data in its database, thereby avoiding unneces-
sary API calls to the instances. Additionally, filtering of SUTs and analyses can be made
more efficient by leveraging the features of the database. Finally, the server enables data
sharing between clients, supporting collaboration and access from different devices.

5.4 Data model
A data model for the database was created based on the defined requirements and is pre-
sented as an ER diagram in Figure 5.3 (some fields are omitted for brevity). The two
main entities in the system are SUT and Analysis, each of which is associated with one or
more of its corresponding instances (SUTInstance and AnalysisInstance, respectively).
Essentially, SUT and Analysis represent entities of the manager, while SUTInstance and
AnalysisInstance represent entities in Unite. The reason for this division is, among oth-
ers, the separation of responsibilities.

We assume that the same SUTs can be replicated across multiple Unite instances. This
can be because a user chose to do so and plans to run analyses on multiple servers in parallel,
or because the manager copied the SUTs to facilitate faster execution (load balancing or
dynamic transfer). The SUT entity would then hold references to as many SUTInstances
as there are copies of the same SUT. This design decision makes it possible to track which
Unite server has a copy of an SUT, thereby preventing unnecessary replication.
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Project
<<PK>> title

SUT
<<PK>> id
title
description
globalID
state

SUTInstance
<<PK>> id
requestURL
resultURL
sutURL

Analysis
<<PK>> id
title
description
globalID
state
tool

AnalysisInstance
<<PK>> id
requestURL
resultURL

Server
<<PK>> id
url
compilationPort
analysisPort
alias

Figure 5.3: ER diagram of the manager database model (some fields are omitted): SUT and
Analysis are entities of the manager, storing its related data. Both are associated with
one or more instances (SUTInstance and AnalysisInstance respectively) that hold links
to the Unite resources and are tied to a specific Unite Server. Servers are configured by
users and are necessary for making correct API calls by the manager. Finally, Projects
can be used to group SUTs and, by extension, related Analyses together.

Analyses follow the same pattern as SUTs, but for a different reason. Typically, an
analysis has only one instance; however, a user might run the same analysis multiple times
(multi-analysis). In this way, all corresponding analysis runs are tied together.

For the manager’s SUT and Analysis entities, some fields contain duplicated or aggre-
gated information from Unite. For instance, duplicating title means only a small amount of
redundant data, but it is essential for filtering, which can be expected to be a very common
operation. Without the field’s presence in the database, Unite instances would need to be
unnecessarily queried. The state field is an aggregate of the states of the instances, which
also simplifies filtering and querying. The globalID is a short numeric identifier that the
users can use for identification purposes.

The instances contain URLs to the associated Unite entities: requestURL, resultURL,
and, for SUTs, sutURL.

Projects allow users to group SUTs and analyses. They are optional and are only
associated with SUTs. Each analysis is tied to exactly one SUT, meaning that a project
can extend to its associated analyses.
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The Server represents information about a Unite instance. The url, compilationPort,
and analysisPort must be provided to successfully connect with Unite and make API calls.
The alias is set by the user to facilitate easy display and recognition of the server.

5.5 Load Balancing
As the manager acts as a broker and a single point of contact for the clients, incoming
requests can be routed, and the load can be balanced across the Unite instances. It is
desirable to select the least occupied instance to ensure that the request is fulfilled in the
least amount of time.

For these purposes, Unite can be queried about its current state, such as the number
of requests currently in progress or in queue. By default, Unite creates a worker thread for
each individual request, and the analyses can run in parallel. Some tools can be configured
to prohibit this behavior, causing requests to be queued instead. Reasons for this could
be that one analysis run for a specific tool allocates a large amount of resources or is
computationally demanding. Allowing parallel execution on a single Unite instance would
result in long wait times for all requests or, in the worst case, depletion of resources and
failure.

By using the oslc.where and oslc.prefix query parameters, a request can be created to
monitor the running analysis on a Unite instance. Listing 5.1 shows the exact form of such
request.
http://{url}:{port}/analysis/services/resources/queryAutomationRequest
?oslc.prefix=oslc_auto=<http://open-services.net/ns/auto#>
&oslc.where=oslc_auto:state=<http://open-services.net/ns/auto#inProgress>

Listing 5.1: Request to fetch all inProgress analyses from on a Unite instance

A query to view the requests that are queued for a specific analysis tool (valgrind) on
a given Unite instance is shown in Listing 5.2.
http://{url}:{port}/analysis/services/resources/queryAutomationRequest
?oslc.prefix=oslc_auto=<http://open-services.net/ns/auto#>
&oslc.where=’oslc_auto:state=<http://open-services.net/ns/auto#queued> and
oslc_auto:executesAutomationPlan=
<http://{url}:{port}/analysis/services/resources/automationPlans/valgrind>

Listing 5.2: Request to fetch all queued analyses for the Valgrind analyzer on a Unite
instance

The url represents the address of the Unite instance, and port refers to the port of the
analysis sub-adapter. The oslc.prefix is required to define the prefix for the inProgress
and queued states.

Upon receiving the states of all connected Unite instances, the manager can determine
the most suitable instance to perform the analysis on. Each analysis is run on exactly
one SUT, which may exist in copies across multiple instances. If the chosen instance
already has the SUT, the request can be made immediately. Otherwise, the SUT must be
replicated beforehand. Alternatively, the most suitable server might be chosen based on
different criteria, such as CPU usage. However, this would require added functionality on
the Unite’s side.

The process of load balancing is shown in Figure 5.4 as a UML sequence diagram,
where the Manager is connected to two Unite instances. First, the instances are queried
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about their states. Based on the states, the most suitable instance was chosen to be the
one without the SUT present. The SUT is downloaded and subsequently registered to
the chosen server. Once the SUT has finished registering (state is complete) and the
registration was successful (verdict is passed), an analysis request is finally made to the
chosen server.

Manager

POST analysis

Unite 1 Unite 2

GET queryAutomationRequest

response

GET queryAutomationRequest

response
The SUT is on

Unite 1, but Unite
2 was determined
as a better target

GET download SUT

SUT

POST createAutomationRequest (SUT)

response

POST createAutomationRequest (analysis)

response

loop GET automationResult{id}

response

alt

[SUT.verdict == 'passed']

[SUT.state != 'complete']

Figure 5.4: Load balancing scenario with two Unite servers. The states of the servers
are queried, and a suitable server is selected, specifically the one without the correspond-
ing SUT. The SUT is replicated, and upon successful registration, the analysis request is
started.

5.6 Dynamic Transfer
Load balancing is activated only when new analysis requests are submitted. The duration
of analysis runs can vary depending on the tool and the size of the SUT, ranging from
milliseconds to hours. The idea behind the dynamic transfer is to periodically check the
states of the Unite instances and, if possible, switch the execution of requests between
instances to achieve a faster average completion time.
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Figure 5.5 illustrates a scenario that dynamic transfer could address. There are two
Unite instances, each with one running analysis and one analysis queued. In the second
step, Unite 2 completes all its requests and becomes idle, while the state of Unite 1 remains
unchanged. At this point, dynamic transfer would trigger, moving analysis A2 to Unite 2
and starting the execution of a previously queued request on a different instance.

Unite 1

A1

Unite 2

A3

A2

A4

Unite 1

A1

Unite 2

A2

Unite 1

A1

Unite 2

A2

Figure 5.5: A scenario with two Unite instances showing how dynamic transfer of analyses
could speed up execution. In the first step the queues are balanced, but in the second step
Unite 2 becomes idle. Dynamic transfer would trigger and redistribute the load.

In the previous scenario, it is assumed that copies of the SUT are present on both
servers. In this case, transfer of the SUT is not necessary and the transfer of the analysis
would then be relatively fast. The necessary actions are:

1. Fetch details of the analysis request from the original server

2. Make a new request on the chosen server

3. Cancel the request on the original server

Otherwise, the transfer of the SUT and its potential compilation could take significant time,
adding to the overall duration.

The time of the SUT registration can be estimated to be similar to its previous registra-
tion. However, estimating how long an analysis execution will take or estimating the total
time of the preceding analyses (time spent in a queue for a request) is quite challenging.
It is also possible that an analysis would be completed on the original server before the
SUT transfer would finish. Therefore, because of the necessary replication of SUTs, the
dynamic transfer of analyses might not always be viable. The same limitation applies to
load balancing, where SUTs might also need to be replicated.

5.7 SUT Re-registration and Analysis Rerun
Typically, a user may want to register an SUT or run an analysis repeatedly with the same
parameters. The manager should simplify this and reduce the time spent on data entry
by pre-filling forms with data from previous runs. However, users should still have the
opportunity to review or modify the input. This functionality can be useful when it is
needed to slightly alter the input parameters of a request or correct them in case of a failed
run.
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Additionally, a very common scenario is running the same analysis whenever a new
version of an SUT is available. Normally, a user would need to re-register the SUT first,
wait for the registration to complete, and then rerun the analysis. The manager should
offer the option to simply supply the new SUT version, after which the SUT registration
and analysis rerun would be performed automatically. Since SUT compilation can take
some time, starting analysis without any user interaction would benefit the user experience
as well as make the overall duration faster.
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Chapter 6

Selection of Web Technologies

The manager implemented in this thesis is a web application composed of two parts: a
web GUI (Graphical User Interface) and a server to control the connected Unite instances.
Before the start of the implementation, it makes sense to examine the available options for
web development. In this chapter, frontend and backend technologies as well as database
alternatives are described and compared.

6.1 Frontend Technologies
The frontend of a web application directly interacts with the user. It renders the user
interface, handles user inputs, and sends requests to the backend. The web is built on
three main technologies: HTML (structure of the page), CSS (styling of the content), and
JavaScript (dynamic behavior). Nowadays, many frameworks and libraries are available for
facilitating the development of modern web applications. This section discusses some of
the most widely used frontend technologies.

The most popular JavaScript libraries and frameworks today include: React, Angular,
Vue.js, and Svelte [8]. As opposed to using plain JavaScript, these tools speed up the
development by providing commonly required functionality [32]. Additionally, by choosing
one of the more popular technologies ensures its maturity and a large community. Both of
these factors would be beneficial when encountering issues.

React [25], developed by Facebook, is the most popular and widespread frontend library
nowadays [18]. It gives a lot of freedom to the developer on the structure of the applications,
which has its benefits and drawbacks. React is focused only on building reusable UI com-
ponents. To add further functionality, such as routing or form handling, many additional
tools and libraries are available.

Angular [14], made by Google, is one of the oldest frameworks available. Unlike React,
Angular is a framework that offers a wide range of built-in functionalities. It enforces its
specific structure and rules, which makes the learning curve steeper but ensures that best
practices are followed. This makes it a good choice for large enterprise applications.

Vue.js [45] is a framework that aims to combine the best features from Angular and
React. It is designed so that a project can be gradually migrated to Vue. The framework
is easy to learn and offers a rich ecosystem of tools, along with a large community; also, it
is considered to have one of the best documentations [10].

Svelte [38] is the newest out of all the frameworks mentioned here. Unlike the others,
it compiles the code into plain JavaScript, resulting in faster performance and less data
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being sent over the network. Being relatively new, the community is smaller, although it
is gaining popularity fast [10]. This also means that the framework’s ecosystem is more
limited, and there are fewer available third-party tools.

Ultimately, any of the aforementioned frameworks and libraries would be viable for the
purpose of creating the manager. In the end, Svelte was chosen for the implementation
due to its suitability and also personal preferences. Table 6.1 (from [2]) compares the
technologies, highlighting the strengths of Svelte. The most important aspects are the
framework’s performance, learning curve, and ease of use. Superior performance might
come into play when the system potentially grows in the future, while the ease of use makes
adoption of the framework faster.

An example of the ease of use argument is shown in Figure 6.1, where for each of the
frameworks, a code snippet is presented. Each snippet does the most essential task of
defining a reactive variable and using it in the UI. Svelte is able to achieve this with the
least lines of code, which is also true for other common UI concepts, making Svelte’s source
code significantly shorter and easier to read and extend. The only downside is its lower
popularity, which stems from the framework being relatively new, resulting in potentially
less community support when dealing with framework-related issues.

Framework Performance Learning
Curve

Ease of
Use Size Popularity Virtual

DOM
React.js Good Steep Moderate Large High Yes
Vue.js Good Moderate Easy Small High Yes
Svelte.js Excellent Easy Excellent Small Rising No
Angular.js Good Steep Moderate Large High Yes

Table 6.1: Comparison of Frontend Frameworks (adapted from [2])

In addition to choosing a JavaScript framework, the development process can be stream-
lined by utilizing a component library and a CSS library. These choices are often arbitrary
and depend on personal preferences. Flowbite Svelte was chosen as a component library,
and Tailwind CSS as a way of defining CSS.

6.1.1 Flowbite Svelte

Flowbite Svelte [13] is a component library for Svelte. Component libraries are a common
way of ensuring a consistent design of a website while also speeding up the development
process [40]. They include several pre-implemented, commonly used UI components such
as cards, modals, and buttons. They also provide essential form elements like input fields,
select dropdowns, and checkboxes. Components can be customized by adjusting their pa-
rameters or used as building blocks for more complex UI elements. Some components, such
as form inputs, primarily provide styling and serve as wrappers around standard HTML
tags. Others offer more complex functionality that exceeds basic HTML elements. Addi-
tionally, these libraries allow for setting application themes that affect every component,
allowing to significantly change the design of a website with minimal code modifications.

A number of component libraries for Svelte were taken into consideration. Flowbite
Svelte was chosen for its wide variety of available components, such as Multiselect, which
can be used to select multiple Unite instances as a target for SUT registration.
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Figure 6.1: Comparison of code snippets that declare a state variable in Svelte, Vue, React
and Angular. (generated from [36])

6.1.2 Tailwind CSS

Tailwind CSS [39] is a CSS framework on which the Flowbite Svelte is built. It provides a
collection of predefined utility classes that a web developer adds to the HTML code, without
the need to write custom CSS. The framework speeds up the development by removing the
need to switch between files or define separate CSS sections. Additionally, using a limited
set of utility classes helps to ensure a consistent design throughout the application.

An example of using Flowbite Svelte and Tailwind CSS is shown in Listing 6.1. It
presents a Select component that allows for selection of one element from the items param-
eter, and a Button. Various Tailwind classes are used to style the layout and components.

<div class="flex w-full gap-4 items-center">
<Select

class="w-1/2"
placeholder="SUT"
id="sutId"
bind:value={formData[’sutId’]}
items={sutsMapped}

/>
<Button on:click={() => handleCreateSUT()}>Create SUT</Button>

</div>

Listing 6.1: An example of using a Select component from the Flowbite Svelte with the
usage of CSS Tailwind utility classes
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6.2 Backend Technologies
The backend part of the manager communicates with the frontend and the Unite servers.
It additionally implements the core logic and stores its related data in the database. When
it comes to available programming languages and frameworks, there are many options to
choose from. Some of the most popular frameworks nowadays include: Laravel, Django,
Spring, and Express.js [46].

Laravel [22] is a popular PHP web framework. It is very easy to use for its elegant
and expressive syntax, has robust security features, and has a built-in testing framework
to ensure the quality of web applications [6].

Django [9] is currently the most popular Python web development framework and is
appropriate to use for larger applications [19]. It includes an admin interface, making
it ideal for content management systems, and features a robust ORM (Object Relational
Mapping) for database interactions.

Spring [43] is a Java framework that offers scalability, extensive integration capabilities,
and reliability. The framework is a good choice for large enterprise applications; however,
Java’s verbosity and Spring’s configuration overhead can impact development speed [19].

Express.js [31] is a JavaScript framework that uses the Node.js runtime, which en-
ables running JavaScript code on the server side. It is suitable for smaller to medium sized
projects. Express.js is a minimalist, efficient, and optimized for high-performance applica-
tions, offering a wide variety of plugins, along with a large and active developer community
[6].

Table 6.2 (from [46]), evaluates the aforementioned frameworks. All of these frameworks,
as well as many others not mentioned, would be great fits for our purposes. Additionally,
the Unite Web Client (Section 4.3.3) had a small backend server written using Express.js.
The Express.js server was kept as it was more straightforward to continue using and extend
upon. Based on the evaluation above, the framework provides good performance, while
being relatively easy to use and having a large community behind it. Additionally, the
usage of JavaScript for both frontend and backend makes it easier for developers to work
on both parts of the system, without having to switch between programming languages.

Language Performance Scalability Community Ease of use
Laravel PHP High High Strong Very High
Django Python High High Strong High
Spring Java Very High Very High Strong Moderate
Express.js JavaScript Very High Very High Very Strong High

Table 6.2: Comparison of Web Backend Frameworks, (adapted from [46])

6.3 Databases
A database is an essential part of most web applications, providing persistent data storage
and efficient data access. The Unite Manager needs the database to store data about
SUTs and analyses. There are two main types of databases: relational and NoSQL (non-
relational).

Relational Databases [16] are a very common type of database. They save data
into tables with fixed schemas and use SQL to interact with the data. They are ideal for
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applications requiring complex queries and data integrity. Nevertheless, scalability can be
an issue for relational databases. Examples include: PostgreSQL1 and MySQL2.

NoSQL Databases [16] store data in a JSON format. They do not enforce a schema,
making them more flexible and better suited for applications with changing requirements.
They are easy to scale and provide high performance. However, they do not guarantee data
integrity. A widely used example of a NoSQL database is MongoDB3.

The manager is not expected to store large amounts of data. The actual data about
SUTs and analyses is handled by the Unite instances, and the manager would mainly
deal with their metadata. There are also no special requirements on the performance of
operations, as the traffic is not expected to be too large. Ultimately, MongoDB, a NoSQL
database, was chosen because of its ease of use and faster development due to schema
flexibility. However, any other widely used database would also be sufficient. To connect it
with Express.js, the Mongoose4 library can be utilized.

1https://www.postgresql.org/
2https://www.mysql.com/
3https://www.mongodb.com/
4https://mongoosejs.com/
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Chapter 7

Implementation

The application was created based on the design presented in Chapter 5. The implementa-
tion was initially built on top of the Unite Web Client (Section 4.3.3), which was extended
to provide the desired additional functionality of the manager. In the end, almost all of
the original codebase was rewritten or refactored, mainly due to the goal of achieving a
cleaner code structure and adopting more suitable frontend technologies (Flowbite Svelte
and Tailwind). However, some concepts were kept and improved on, for instance, the over-
all structuring and layout of the website, as well as the dynamic generation of forms based
on Automation Plans.

The UI was created with the maximum usage of components from the Flowbite Svelte
library. These components are pre-styled, which ensures a consistent design and speeds up
the development. Following is the list of the used components:

• Card – Background for each page and grouping of related form inputs

• Modal – A pop-up dialog used for action confirmations and edit forms

• Table, Pagination – Used in SUT and Analysis tables

• Badge – Visual representation of states

• Spinner – Loading animation

• Tooltip – Additional information for form fields, displayed on hover

• Navbar – Main navigation

• Icons – Visual enhancement

• Form components – Wide range of input elements for building forms: Input (text),
TextArea (long text), NumberInput, Fileupload, Select, MultiSelect, Drop-
down, Toggle, Radio, and Label

• Alert – Display of error messages from the backend server or Unite on an incorrect
form submission or any other error

• Common elements – Button, Heading, P (paragraph), etc.

The manager’s navigation is displayed at the top of the website (Figure 7.1) and is
divided into four main pages:
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• Home – Table of recently finished analyses that the user has not seen yet

• SUTs – Table with all SUTs in all states (registered, in progress, cancelled, failed,
etc.), with filtering and sorting capabilities; SUT registration form

• Analyses – Table with all analyses in all states (finished, in progress, queued, can-
celled, etc.), with filtering and sorting capabilities; Run analysis form

• Settings – Server management as well as import and export of backups

In the following sections, the pages and their components are presented, with a focus on
the data shown to the user. The corresponding backend processes are described to provide
a complete overview of the system’s behavior. Additionally, manager-specific functionalities
are described in detail. These include SUT re-registration, analysis rerun, load balancing,
and dynamic transfer.

7.1 Settings
Figure 7.1 shows the Settings page, where server and backup management are located. In
the figure, three Unite servers are connected: localhost1, localhost2, and verifit. A user can
connect a new server by clicking on the Add server button, which shows a form prompting
the user to input the server’s URL, compilation port, analysis port, and alias. The URL
and ports are necessary for the manager to make API calls, while the alias is for display
purposes only. Users can also edit the server information or remove a server by clicking the
action buttons on the right.

Having multiple Unite servers connected to the manager is ideal so that load balancing
and dynamic transfer can be utilized. However, at least one instance is required for the
minimal functionality of creating SUTs and running analyses.

Additionally, the Settings page contains a backup section that allows users to import
or export backups. The export action serializes the current contents of the database into
a JSON file and provides it for download. The backup file contains manager-related data
about SUTs and analyses as well as connected servers and created projects. The import
action clears the database and populates it with the contents of the provided JSON file.

7.2 SUTs and Analyses
The main content of the SUTs and Analyses pages is their respective tables, which by
default display all corresponding entities present in the manager’s database. This includes
entities in all states and on all Unite instances. The tables are paginated, and users are
able to filter and sort by the column fields. Additionally, at the top of both pages, a button
labeled either Register new SUT or Run new analysis is present for SUTs and analyses,
respectively.

Figure 7.2 presents the table in the Analyses page. The column fields are: Title, ID,
Project, Created, State, Tool, and Server. Each row includes a button on the right, which
leads to the detail of the entity. The SUT table includes the same column fields, except the
Tool, which only makes sense for analyses.

The state field is an aggregate of the oslc_auto:verdict and oslc_auto:state provided
by Unite. This approach avoids using an extra column just for the verdict and provides
the same information value. The exact mapping is shown in Table 7.1. Essentially, the
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Figure 7.1: Settings page showing the server and backup management sections. New Unite
servers can be added and are subsequently displayed in the table. Modification of the cre-
ated servers, as well as removal, is possible. For backups, import and export are supported.

Figure 7.2: Analyses page showing a table with four analyses in various states, executed
using different tools and on different servers.
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resulting state is equal to oslc_auto:state, unless its value is complete, in which case the
value of the oslc_auto:verdict is used instead. An additional manager-only state was added
– waitingOnSUT – which is only set on analyses. It is used when the manager delays the
creation of an analysis request until the related SUT is successfully registered.

If the state of any currently displayed entities in the table is one of waitingOnSUT, new,
queued, inProgress, or canceling (i.e., not finished), the client will display a rotating
spinner next to the state value and will periodically check for updates. Whenever a state
of any displayed entity changes, the UI will update to reflect it, eliminating the need to
refresh the page manually.

Table 7.1: State and Verdict Mapping
oslc_auto:state oslc_auto:verdict state
– – watingOnSUT
new – new
inProgress – inProgress
queued – queued

complete

passed passed
failed failed
error error
unavailable unavailable

canceling – canceling
canceled – canceled

Both SUTs and analyses tables support pagination, sorting, and filtering by a single at-
tribute. All these operations are done on the server side efficiently and by utilizing the Mon-
goDB database functions. A client specifies query parameters added to the GET /analyses
or GET /suts endpoints, and the desired set of entities is returned. Available query pa-
rameters are: page and pageSize for pagination, sortBy and sortOrder for sorting, and any
filtered field.

For instance, the server will return the 10 most recently created analyses that have
a passed state as a response to the following request:

analyses?page=0&pageSize=10&sort_by=created&sort_order=desc&state=passed

All attributes are sortable by clicking on the attribute name in the header of the table.
Clicking on an actively sorted attribute again will reverse the sort order. Sorting action
creates a new request to the server and sorts all entities in the database or the currently
filtered ones. Sorting is done numerically when possible, otherwise alphabetically. The
default sort attribute is created, which results in the most recent entities being displayed
on top.

To filter by an attribute, a user needs to select the attribute with the dropdown element,
input the searched term, and click the lens icon on the right of the input. This will create
a new request whose results will be displayed in the table when completed.

Pagination reduces unnecessary data transfer and makes the response size smaller. To
switch between pages, a user can use the page navigation at the bottom right, either the
page numbers or the previous and next arrows.

Lastly, the tables support custom bulk actions (delete or dismiss) for analyses or SUTs.
Users can select items using the checkboxes on the left and then confirm their selection
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with the bulk action button. Typically, the delete action is present. The dismiss action is
only used on the Home page, where finished and not yet seen analyses are displayed.

Because of the similarity of both SUT and analysis tables and the fact that the analysis
table appears in three more instances in the application (table of recently finished analyses
on the Home page, SUT-related analyses on the SUT detail page, and selection of SUT for
the Run Analysis Form), a generic and reusable DataTable component was created. The
usage in the Analyses page is shown in Listing 7.1.

<DataTable
dataType="analysis"
fields={analysisFields}
enableSearch={true}
defaultFilter={[]}
bulkAction={handleBulkDelete}
bulkActionLabel="Delete selected"

/>

Listing 7.1: Usage of the generic Datatable component for the table of all analyses in the
Analyses page

The dataType is either sut or analysis, telling the component which data it is working
with so it can determine how to fetch it. The fields attribute is a list of field objects that
allow for flexible definition of columns and the sortability and searchability of each attribute.
Listing 7.2 shows the definition of fields for the analyses table on the Analyses page. The
enableSearch parameter controls whether the component displays the search input. For
instance, the search is not shown for the recently finished analyses on the Home page, as
it only shows the 10 most recent finished runs. The defaultFilter applies an implicit filter
to the results, such as showing only analyses related to a specific SUT on the SUT detail
page. If the bulkAction is provided, the component will display the bulk action button along
with bulk selection checkboxes. This function is triggered when the bulk action button is
pressed. Lastly, the bulkActionLabel allows to specify the label for the bulk action button.

[
{name: ’title’, label: ’Title’, sortable: true, searchable: true},
{name: ’globalID’, label: ’ID’, sortable: true, searchable: true},
{name: ’project’, label: ’Project’, sortable: true, searchable: true},
{name: ’created’, label: ’Created’, sortable: true, searchable: false},
{name: ’state’, label: ’State’, sortable: true, searchable: true},
{name: ’tool’, label: ’Tool’, sortable: true, searchable: true},
{name: ’server’, label: ’Server’, sortable: true, searchable: true}

]

Listing 7.2: Usage of the generic Datatable component for the table of all analyses in the
Analyses page

7.3 SUT Registration Form
Once the manager is connected to at least one Unite instance, the first step is to create an
SUT to run an analysis on. Figure 7.3 shows the form for the SUT registration, which is
accessible from the SUTs page by clicking on the Register new SUT button.
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Figure 7.3: SUT Registration form.

The form contains both manager-related and Unite-related fields. The Unite-related
fields are dynamically generated based on the SUT compilation Automation Plan, which
is fetched before the form is built. This dynamic form generation of form fields is the
same when creating requests for analysis tools. It is flexible, and the UI would not need
to be adjusted if the parameters change. However, it can be assumed that the compilation
Automation Plan will not change significantly.

The Title and Description are duplicated in both Unite and the manager. This ensures
that Unite has the complete data, and the manager would not need to query Unite un-
necessarily. In case of the Title, this is especially beneficial as it makes it possible to use
MongoDB functions to efficiently filter all entities.

Automatic server selection is a manager-specific field. An SUT registration request
needs to be submitted to a Unite instance. When toggled on, the choice will be selected by
the backend server from the set of available connected Unite instances. The question is how
to select the most suitable instance. An SUT is built for the purpose of running analysis
on it, and it can be expected that the analysis will be run in quick succession after the
SUT’s successful registration. Therefore, the manager queries the busyness of all connected
Unite instances, makes a sum of the inProgress and queued, and chooses the one with
the lowest number (i.e., the least busy instance). This approach is especially viable when
considering the rerun of analysis with new version functionality, where a user only provides
a new source for the SUT, the SUT is re-registered, and the analysis is rerun automatically
after the successful SUT registration.

When the Automatic server selection is toggled off, the user has full control over which
servers the SUT is uploaded to. A MultiSelect component from the Flowbite Svelte library
is used for this purpose, allowing the user to select one or more Unite instances for SUT
creation. If multiple instances are selected, the same Automation Request is sent to each
chosen instance, and the SUT copies are then tracked by the manager.
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Project is another manager-specific field, which allows users to select a previously defined
project or create a new one by clicking on the plus button on the right. The project only
has a title and is created automatically by the manager upon receiving the SUT creation
POST request. The purpose of the projects is to group SUTs and analysis runs together.

The SUT source is based on the Unite’s compilation Automation Plan. There are four
options for specifying the source of the SUT: the most commonly used are sourceBase64
(for local upload) and sourceGit (a Git repository URL), while the less frequently used
options are sourceFilePath (a path to the SUT on the Unite server) and sourceUrl (a
generic download from a URL). There is a custom radio element that switches between
these options, which changes the input element underneath it accordingly. This design
makes it possible to input exactly one of these source methods, which aligns with Unite’s
requirements.

The last four form fields are Unite-specific. They are not used by the manager at all
and are only relayed to Unite. The buildCommand needs to be supplied if the SUT is to be
compiled, launchCommand is required when dynamic analysis is to be done, noCompilation
is used when compilation is not needed (static analysis) and unpackZip should be set if the
supplied source is a ZIP file.

Form validation is done on three levels: on the client side, on the manager server side,
and also on Unite. On the client side, a required parameter is added to some input
elements, such as title. This is a feature of HTML and the underlying form tag, which will
not allow the form to be submitted unless all required input fields are filled. If the required
field is left empty, a pop-up text will appear next to the element, prompting the user to fill
it.

If there is an error on the manager’s backend side or in the validation done by Unite,
the form will stay in its current state, while showing a pop-up Alert in the top right corner.
This alert has a red background, an exclamation mark icon, and contains the error message,
on which the user can act to correct their input. An example of a validation error triggered
by Unite is when the buildCommand is not provided while also leaving the noCompilation
toggle on false. Essentially, Unite expects to compile the SUT but does not have a build
command.

Assuming the form is filled out correctly and no validation errors occur, the process for
uploading an SUT proceeds as follows: Upon clicking the Submit button, the request is
sent to the manager backend server. The server removes its specific fields, creates a valid
OSLC Automation Request, and sends it to one or more Unite instances (depending on the
server selection). On successful Automation Request response by the Unite instance (or
instances), corresponding objects are created in the manager’s database, and a response is
sent back to the client. During this process, the UI shows a rotating spinner on a grayed-out
Submit button, indicating that the request is being processed. Upon a successful response
from the backend server, the client redirects the user to the detail page of the SUT.

7.4 SUT Detail
The SUT Detail page is most commonly accessible from the table on the SUTs page. It is
also reachable from an analysis detail page with a link to the related SUT. Additionally,
the user is redirected to the detail page after successfully creating a request to register
a new SUT. Figure 7.4 shows part of the detail page of a completed and successful SUT
compilation.
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Figure 7.4: SUT detail page

In the upper part of the page, basic information about the SUT and its associated
Automation Result is presented. At the top left, the title of the SUT is shown with its state
as a colored badge above it. The state is the same as described in Table 7.1. Below the
title, there is the SUT’s ID, assigned project, created (creation time), whether compilation
took place (noCompilation), its buildCommand and launchCommand, and the user-provided
description.

On the right, there are buttons with actions. The Use for analysis button is a
shortcut button that redirects the user to the Run Analysis Form with the current SUT
already preselected. This eliminates the need to search for the specific SUT by its title or
ID and conveniently supports the common workflow of registering an SUT and running an
analysis on it afterwards. This action is available if registration is finished and the current
state is passed, otherwise the SUT is invalid and it is not possible to run analysis on.
Additionally, the manager supports this action for inProgress and queued states. The
manager will then wait for the compilation to be finished before running the analysis.

The Re-register action will switch back to the SUT Registration form with the fields
already prefilled with information of the current SUT. This is possible for all states, meaning
that not finished, unsuccessful, or even canceled SUTs can be re-registered. This is especially
useful when correcting errors or slightly adjusting the input parameters.

When the Edit button is pressed, a pop-up modal with the edit form will appear with
the current SUT data prefilled, allowing the user to change it. Editing is allowed only on
passed SUTs. The editable information is: title, description, project, buildCommand, and
launchCommand. The project field works the same way as in the SUT Registration form
(Section 7.3). The buildCommand and launchCommand are editable in case a user makes
a mistake, eliminating the need to re-register the SUT. The buildCommand is required by
some analysis tools even after a successful compilation, so there might be a need to change
it. However, if the compilation of an SUT has failed because of an incorrect build command,
changing it will not have any effect. In this case, the user needs to register the SUT again.

40



If the SUT is duplicated across multiple instances, the commands and all other editable
fields will be changed on all of them.

The Delete action will show a modal with a confirmation of the deletion. If confirmed,
the SUT is removed on all Unite instances on which the SUT exists. This means the SUT
itself and the related Automation Requests and Automation Results. It will also remove
all corresponding objects in the manager’s database. Upon completion of the deletion, the
user is redirected to the SUTs page.

Below the description, there is a table of related analyses that were run on the SUT.
The DataTable, which is the same as in the SUTs and Analyses pages, is used for this
purpose, but with the defaultFilter set to only include the analyses that were run on the
SUT. For convenience, the table also includes pagination and a search bar.

Following, the parameters used to execute the compilation Automation Request are
shown. These directly correspond to the Unite fields filled out by the user in the SUT
Registration form.

Lastly, the page displays contributions of the compilation Automation Result, which
include: executionTime, returnCode, fetchingOutput (with fetching logs in case a URL or
git URL was supplied), statusMessage (containing compilation logs), and the stdout and
stderr of the build command. In case of an error, this information may help the user identify
the cause of the problem. Additionally, file contributions are available for download.

If the SUT is duplicated on multiple Unite instances, a dropdown element is rendered
before the contributions, which allows to select the Automation Result details for each
instance. However, since all Unite instances are expected to be configured in the same way,
the results between instances should not differ significantly.

To fetch the SUT data, the client makes an API call to the backend server using the
endpoint GET /suts/{id}. The manager combines its own data from the database along
with Unite-related information to construct the response. To obtain the Unite-related data,
the manager queries all involved Unite instances before sending the response back to the
client. This approach fetches all data at once before rendering the page, which may result
in longer loading times. However, during development and testing, no significant delays
were observed.

The response from the manager’s server is composed of three parts: managerData,
resultData, and sutData. The managerData field contains manager-specific information.
The resultData field is a list of Automation Results, each corresponding to a different
Unite instance. The sutData field contains the SUT data from the first Unite instance in
the list, as this data is expected to be consistent across all instances.

When the SUT is created, the sutData and items in resultData contain the same data of
the compilation run. However, if the SUT is later edited, this is no longer the case as only
the SUT is updated and not the results, which is the reason why the sutData is included.

If the request is not finished, the client will periodically create API requests to check
for state changes. The page also shows a Time elapsed field with the time passed from the
start of the request. Additionally, the analyses and contribution sections are hidden as they
cannot be present yet. The Edit button is hidden, as well as the Delete button, which is
replaced with the Cancel button. The cancellation is performed by invoking the following
endpoint on the related Unite instances:

PUT /compilation/services/resources/automationResults/{id}

with the desiredState property set to canceled.
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7.5 Analysis Detail
The analysis detail page shares a similar design and structure with the SUT detail page, as
both are automation runs based on an Automation Plan, with related Automation Result
and Automation Request. At the top, there is general information similar to the case for
the SUT detail. In addition, the page displays the tool being used for the analysis and
the associated SUT with a link to its detail page. Below are the input parameters and
contributions.

As for the available actions, a user is able to rerun the analysis, which redirects them
to the Run Analysis Form page and will prefill the fields from the previous run. It is also
possible to cancel a running analysis or delete it entirely. In the same way as the deletion
for SUTs, this action will remove any manager-related objects in its database, as well as
Automation Requests and Results in Unite. Edit functionality is not supported for analyses.

The page would have a slightly different appearance if the corresponding analysis was
a multi-analysis (the same analysis performed multiple times). In this case, a badge with
Multi-analysis text would be displayed at the top of the page, also stating the count
of the analysis runs. Users are able to see the contributions of each individual run by
selecting it in the displayed dropdown. Additionally, the page shows a pie chart with the
ratio between successful and unsuccessful runs.

7.6 Run Analysis Form
To create an analysis, a user can navigate to the Run Analysis Form either from the analyses
page by clicking on the Run new analysis button or by clicking on the Rerun button in
the detail page of an already existing analysis. The creation of a new analysis request is
divided into two parts. The first one requires the user to input manager-specific data, and
most importantly, the analysis tool, while in the second one, the user fills out parameters
of the selected tool.

Users have the ability to navigate between the two parts with the Next and Back buttons
that are located at the bottom. The Submit button will send the request to the manager’s
backend, which then delegates it to one of the Unite instances.

Figure 7.5 presents the first part of the form. The Title and Description function in
the same way as for SUT registration. The SUT section allows the selection of the desired
SUT. After clicking on Select SUT, the DataTable component is displayed, allowing the
selection of an SUT as well as filtering and sorting. Additionally, there is an option to click
the Register new SUT button, which redirects the user to the SUT registration form. Upon
successful SUT request submission, the workflow returns back the Run Analysis Form with
the previously created SUT already preselected. The options for the Analysis tool selection
are all the available analysis tools on all connected Unite instances.

Automatic server selection enables both load balancing and dynamic transfer and is set
to true by default. When enabled, the manager tries to balance the load and select the most
appropriate instance upon form submission. The manager then holds a flag for each analysis
in the database to distinguish which analyses are allowed to be dynamically transferred.
When toggled off, a selection of servers is presented to the user, allowing to choose a Unite
instance manually. The manager will create a request on that chosen instance and will not
attempt the dynamic transfer.

Run count is a numerical input that allows users to run the same analysis multiple times
(multi-analysis). This feature is particularly useful for dynamic analyzers, which analyze
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Figure 7.5: First part of the Run Analysis Form

only a single execution in each run. In scenarios requiring hundreds of runs, the focus shifts
from individual results to aggregate statistics, such as the number of failed and successful
runs. The manager creates the required number of analysis requests, which are represented
in the database as individual AnalysisInstances that reference a single Analysis.

The second part of the form allows users to input parameters related to the selected
analysis tool. Figure 7.6 shows the form for the its-tools [21] analyzer. This part of
the form is dynamically generated based on the input parameters of the corresponding
Automation Plan. The parameters are divided into three sections:

• Mandatory – Parameters of the analysis tool with the occurrence values of either
Exactly-one or One-or-many.

• Optional – Parameters of the analysis tool with the occurrence values of either
Zero-or-One or Zero-or-many.

• Common – Parameters included in each Automation Plan, such as beforeCommand,
timeout, etc. These are hidden by default.
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Figure 7.6: The second part of Run Analysis Form for the its-tools analysis tool

7.7 Analysis Rerun
The analysis rerun, much like the SUT re-registration, is an important feature of the man-
ager. The manager prefills the values from a previous run and gives the opportunity to
review them. It can be used to correct the input parameters of a failed execution or slightly
adjust them for the next run. It also supports the very common requirement of running the
same analysis with identical parameters on a new version of an SUT. This would normally
require the creation of both compilation and analysis Automation Requests manually for
every new version, which may become repetitive. This was identified as a major use case,
and the manager aims to simplify the process by making this possible in just a few clicks.

After clicking on the Rerun button in the analysis detail page, the first part of the Run
Analysis Form is displayed with prefilled values except the SUT input, which is now slightly
modified to allow for quick version upload (shown in Figure 7.7).

If the source parameter for the related SUT was sourceBase64, an element for file input
is displayed. Otherwise, the source is a URL, and a text input with the previous value is
shown instead. The manager currently does not check if the provided file or the source on
a URL differs from the previous version. Upon the analysis request submission, the SUT
is re-registered with the same parameters as the SUT of the previous analysis run. The
manager will check its state and will automatically start the new analysis once the SUT
registration is finished and without issues.

Additionally, it is possible to switch to the Select option or click on the Register new
SUT button. These work the same way as if this were not a rerun. When the Select option
is chosen, the SUT from the previous analysis run is preselected.
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Figure 7.7: The SUT source component of the Run Analysis Form during analysis rerun.
It additionally allows uploading a new version of SUT, which will re-register it before the
analysis rerun.

In case of a rerun, the Submit button is not disabled in the first page of the form, mean-
ing the request can be submitted without the need to show the analysis tool parameters,
as they are usually kept the same as in the previous run.

7.8 Load Balancing and Dynamic Transfer
Load balancing and dynamic transfer are similar operations performed by the manager to
ensure an even distribution of analyses across the available Unite servers. Load balancing
takes place when an analysis run or SUT registration request is submitted, while dynamic
transfer is triggered automatically by the manager when a queued analysis request can be
moved to an idle instance to begin execution faster.

For load balancing and dynamic transfer of analyses, the manager takes into account
inProgress and queued requests for the specified tool when selecting the server. For SUT
registration, it is assumed that an analysis will be run in the near future. Therefore, the
choice is also dependent on the states of analyses, but not the tool, as it is not yet known.
The exact API calls are shown in Section 5.5.

With both load balancing and dynamic transfer, the SUT must be present on the
selected target server. If it is not, the SUT needs to be copied. There are four ways of
supplying an SUT source to Unite: sourceBase64, sourceGit, sourceUrl, and sourceFilePath.
The following are several identified approaches that could be used to replicate SUTs.

For sourceBase64, the encoded file is present in the SUT’s Automation Request as an
input parameter. It can be easily fetched, extracted, and used to create a new Automation
Request on the selected target server. This approach will create a clean copy of the SUT.
Therefore, it is not suitable for analysis tools that require multiple runs and modify the
SUTs. If compilation is needed, it will need to be redone on the target server, which could
add to the overall duration of the request.

The sourceGit and sourceUrl are similar in that they both download the SUT from the
provided URL. However, Unite always downloads the latest version of the SUT from the
link. In the case of Git, this means the main branch and its latest commit. If a new version
is uploaded (or a new commit is pushed) in the meantime, instances of the same SUT could
end up being different versions, which is not acceptable. For Git, it would theoretically be
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possible to specify commits, branches, or tags, but this is not supported by Unite at the
moment.

The sourceFilePath is a path to the SUT source on the Unite server, and it is a very
rarely used option. Similar to the two previously described methods, if the source changes,
the versions of the SUTs could become inconsistent.

A universal solution was implemented by adding a new endpoint to Unite for down-
loading the SUTs. The API call is the same as for getting details of an SUT and is the
following:

GET {url}:{port}/compilation/services/resources/sUTs/{id}

but with Accept:’application/octet-stream’ header added. This is similar to how
contributions can be downloaded from Unite. A major advantage of this method is that
the SUT does not need to be recompiled. This is possible if all Unite instances run in the
same environment, which can generally be assumed. However, if the SUT’s compilation
has unexpected side effects that are not reflected in the SUT’s folder (which is what gets
downloaded), this approach will fail.

Additionally, this approach is suitable for tools requiring subsequent runs. By using
this method, individual runs could run on different servers without any problems. However,
unexpected side effects could still occur in such cases. Ultimately, it is left up to the user
whether to allow the change of server for analysis execution (Select server automatically in
the Run Analysis Form).

In the end, downloading the SUT using the newly added endpoint was selected for all
source input methods. This approach offers two main advantages: it avoids unnecessary
compilation and supports tools requiring subsequent runs. Additionally, it is viable for all
SUT input methods, making the replication process consistent and uniform for all of them.

The process of load balancing for analysis is summarized in Algorithm 1.

Algorithm 1 Load Balancing for Analysis
1: Check states of Unite servers
2: Choose server with no requests or with the shortest queue for the analysis tool
3: if SUT is not present on the target server then
4: Download SUT from source instance
5: Register SUT on target server
6: end if
7: Initiate analysis request on target server

The dynamic transfer is presented in Algorithm 2. The process is to be run periodically
on the manager’s server and with a sensible time interval between invocations. A reasonable
value could be 1 minute.

One considered behavior of the dynamic transfer would be to balance the queues of
the Unite instances whenever they become uneven. This, however, could lead to unneces-
sary premature request cancellation and, more importantly, unnecessary SUT replication.
Therefore, it was chosen to perform the action only when an idle instance exists that could
start the execution of the request immediately. This behavior, together with a reasonable
checking interval, leads to a general reduction of request total time without performing
unnecessary and expensive operations.
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Note that only queued analysis can be transferred; doing so for already running analyses
could be counterproductive and could result in unwanted side effects, possibly invalidating
the SUT.

Algorithm 2 Dynamic Transfer
1: Check states of Unite servers
2: if Requests are queued and at least one Unite instance is idle for the analysis tool then
3: Take the oldest request from the longest queue
4: Choose an idle server
5: if SUT is not present on the target server then
6: Download SUT from the the source server
7: Register SUT to the target server
8: end if
9: Initiate analysis request on target server

10: Cancel the request on the source server
11: Continue with step 1
12: else
13: End
14: end if
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Chapter 8

Testing and Evaluation

The manager was tested manually by creating SUTs and analyses in various setups. For
the load balancing and dynamic transfer, more comprehensive testing scenarios were run
to showcase their usefulness in reducing the total duration of the requests. The SUT re-
registration and analysis rerun were evaluated based on how much they contribute to the
user experience and the time they save. Finally, in this chapter, all manager functionalities
are summarized, and possible future improvements are proposed.

8.1 Performance Tests
To showcase the usefulness of load balancing and dynamic transfer and how they contribute
to shortening the average time of execution, several testing scenarios were run with different
conditions. For this purpose, a script was run to automatically create API requests to the
manager. Two testing scenarios were performed, the first one showcasing the effectiveness
of load balancing and the second one focusing on the dynamic transfer.

For the purpose of testing, requests were created for the Dummy tool, which has a
sleepDuration parameter that can be used to simulate analyses of different durations. Also,
the configuration parameter oneInstanceOnly was set to allow running only one request
and enable queues.

In the first scenario, which focuses on load balancing, a total of 30 requests with a
random duration of 1 to 10 seconds were created periodically every three seconds. The
same sequence of requests was generated for three setups:

• One Unite server

• Two Unite servers, servers selected randomly

• Two Unite servers, with load balancing

The results are presented in Figure 8.1, which plots the total time of the requests (time
spent in queue + execution time). It can be seen that for a single server, the requests
overwhelm the Unite instance, the queue gets longer, and the total time of requests pro-
gressively increases. For the setup with two servers and random server selection, the issue
is not so significant, but unnecessary queuing still occurs. The best results occur when
utilizing the load balancing feature with two servers. This way, the least busy instance is
chosen every time, resulting in an optimal usage of Unite servers and therefore, the shortest
total request times.
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Figure 8.1: Total times of analyses for three setups: single server, two servers with random
selection, and two servers with load balancing. For the single server, the queue length
increases, adding to the total time of requests. By utilizing two servers, the issue is not
so great, although queues still occur. Load balancing always chooses the most optimal
instance for incoming requests, resulting in minimal queueing.

The resulting average durations for each setup were as follows:

• Single Server: 50 s

• Random Server Selection: 17.9 s

• Load Balancing: 7.2 s

To demonstrate the usefulness of dynamic transfer, another custom testing scenario
was created. This time, three servers were connected, and 15 requests were created at the
beginning. The first request lasted 60 seconds while the next two lasted 15 seconds. The
rest of the 15 requests were quick and did not have a sleep duration. In this setup, the first
three long requests would occupy the available Unite servers, and the short requests would
get queued up uniformly between the instances.

After 15 seconds, two Unite instances would finish their execution and would quickly
move through all the short requests that were queued up. At this moment, the longest
60 second request is still running and blocking the short requests. If the manager has the
dynamic transfer feature enabled, it transfers the queued requests to the newly freed up
Unite servers, making the execution faster.

The results of this testing scenario are presented in Figure 8.2. The spikes of the No
Dynamic Transfer are the short requests that were blocked by the first long request. The
dynamic transfer then shortens the total time for these exact requests by transferring them.

In order to perform dynamic transfer, the manager needs to: fetch queue states of all
Unite instances, find a request that could be transferred, fetch the request details, create
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a new request, and cancel the old request. After successfully transferring a request, the
queue states need to be fetched again, and the whole process can start over. In the scenario,
this process was almost instantaneous. The SUT was present on all servers from the start;
however, if this were not the case, more time would be needed to download and re-register
it. Note that in practice, the analysis runs can be very long (even hours), meaning the
SUT transfer overhead would be insignificant compared to the duration of the analysis. In
situations with a lot of long requests, the time savings can be substantial, which is the main
motivation for the dynamic transfer feature.

Figure 8.2: Total times of analyses executed on three servers with and without dynamic
transfer enabled. First requests have the duration of 60, 15, and 15 seconds. The rest of
them have no delay. Without dynamic transfer, the queued up analyses have to wait until
the longest one is finished. With dynamic transfer, the requests are switched to the idle
instances, resulting in almost immediate completion.

The time duration for each request was calculated from the created time stamp of the
manager instead of Unite, unlike in the previous scenario. Because during dynamic transfer,
requests are canceled and new ones are created, which essentially resets the time of creation
for the Unite instance. Overall, the average duration for requests with dynamic transfer
was 18.3 seconds and 28.8 seconds without it.

8.2 UI Usability
The user interface was created with usability in mind. The significance of the presented
data was taken into consideration so that important information is highlighted, while less
significant information is de-emphasized or hidden by default. In this aspect, special at-
tention was given to the forms and the SUT and analysis detail pages. A big part of the
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manager’s functionality is automatically checking for request updates, visualizing clearly
the current states of SUTs and analyses.

A significant addition to a more streamlined user experience is the SUT re-registration
and the analysis rerun actions. Additionally, through these workflows, the user is aided
with information texts that explain the current step.

Registration of an SUT from scratch requires filling in parameters in the form. A
common usage example would be to fill only the title, provide a SUT source from the user’s
machine (sourceBase64 ), and type in a buildCommand and a launchCommand. For an
experienced user, this could take around 20 seconds and a minimum of 7 mouse clicks. The
commands and title also need to be typed with a keyboard by the user. This is a fairly
minimal scenario, leaving description and project empty while also delegating the choice
of the target server to the manager. For all other SUT source methods of the URL type
(sourceGit, sourceUrl, or sourceFilePath), a user would probably have to search for it, which
might take a significant amount of time, and then copy it.

The SUT re-registration is possible in under 5 seconds, with the majority of the time
being the load time of the form page, and with just two clicks: the Re-register button in
the SUT detail page, and the Submit button in the Register SUT form. This is the case for
all URL SUT source methods, where the newest version is expected to be present at the
target URL. In case of the source method being sourceBase64 (local upload), the user will
need to click on the Choose File button, which opens up a file explorer and then select the
file, which is at least one click. This amounts to at least four clicks for this source method.

Analysis reruns provide more benefit as analysis tools can have a large number of
command-line parameters. If the user provides a new version of an SUT, the rerun ef-
fectively also performs a SUT re-registration, resulting in even greater time savings.

To run an analysis from the start can take around 30 seconds and about 11 clicks. This
would be the case for an analysis with three command-line parameters and a user who is
efficient and not hesitant with the input. This is again a reasonable and a fairly minimal
scenario, in which the choice of server is automatic and description is left empty. The
SUT was selected directly from the table of all SUTs (DataTable component). If the SUT
was not created recently, filtering and sorting actions provided by the component would be
necessary to find it. Starting with the Use for analysis action from the SUT’s detail page
would simplify the workflow.

While performing a rerun, the Submit button is already enabled in the first part of the
form. Even if a new SUT version is provided, this potentially results in the rerun being
requested in well under 5 seconds and also in only two clicks: the Rerun button in analysis
detail, and then the Submit button. This is possible if the SUT source method is sourceGit,
sourceUrl, or sourceFilePath, as the previous URL is preserved. For sourceBase64, the user
needs to additionally select the source on the machine, adding at least two extra clicks.

If we sum up the values in the workflow of doing both the SUT registration and analysis
run from scratch without preffiled input, we get a minimum of 50 seconds and 18 mouse
clicks. To reiterate, the manager makes it possible to request an analysis rerun with a new
SUT version with a significantly lower amount of effort, in under 5 seconds, and with a
minimum of 2 clicks.

Arguably, a fresh SUT registration or an analysis run can take much longer if the user
has trouble remembering the input from the previous request. Also, it is prone to error, in
which case the process can be prolonged significantly. In the event that parameters need to
be changed because of a failed request, for instance, adjusting already prefilled parameters
is much faster and more convenient than starting the registration anew. Ultimately, both
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of these features reduce the necessary actions significantly, even in a scenario when a user
is confident about the input. In all instances, it reduces the cognitive load on the user and
prevents input mistakes.

8.3 Functionality
The manager, being the extension of the Unite Web Client (Section 4.3.3), kept all the
already present functionality and added many new ones. The comparison of features of
Unite Web Client and Unite Manager is presented in Table 8.1.

Feature Client Manager
SUT registration ✓ ✓
Analysis request with dynamic forms ✓ ✓
Monitor SUT/analysis states ✓ ✓
View SUT/analysis details ✓ ✓
Use SUT for analysis ✓ ✓
Cancel requests ✓ ✓
Delete requests ✓ ✓
Edit SUT parameters ✓ ✓
Download contribution files ✓ ✓
Set/change sub-adapter URL/ports ✓ ✓

Connect to multiple Unite instances ✓
Choose instances for SUT upload ✓
Choose instance for analysis ✓
Auto-select instance ✓
Load balancing ✓
Dynamic transfer for analyses ✓
Replication of SUTs ✓
Re-register SUT/ Rerun analysis ✓
Rerun analysis with new SUT version ✓
Repeat analysis multiple times (multi-analysis) ✓
Filtering, sorting, and pagination of SUTs/analyses ✓
Bulk deletion of SUTs/analyses ✓
Homepage with recently finished requests ✓

Table 8.1: Comparison of features of the Unite Web Client and the Unite Manager

During development, many other features were considered to be implemented but were
not chosen in favor of other functionalities. However, they still might be good candidates
for addition in the future. These features include:

• Time estimation – Time can be estimated for the subsequent reruns or based on
statistics of each analysis tool. This information could be helpful to the user or serve
to make better informed choices while performing load balancing or dynamic transfer.

• Complex filtering – Currently, filtering by only one parameter in analyses and SUTs
tables is supported. If more complex filtering capabilities are required, the UI would
need to be adjusted.
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• More advanced dynamic transfer – To make dynamic transfer possible, an end-
point to download the current state of SUT was added. In some cases, it might be
more suitable to recompile the SUT on the target server. Additional functionality
from Unite to provide only the source of the SUT might be necessary.

• Authentication – Currently, there are no user accounts or a way to tie SUTs and
analyses to a specific user. If the manager were to be run in a small setting with
a limited number of users, this would not be a problem. If the application were to
be scaled up or run publicly, some form of authentication would need to be done.
Moreover, this would require added implementation in Unite.

• Version tracking – Users might register the same SUT of the same version multiple
times unknowingly. This could happen for a single user or especially if multiple users
work on the same project. The manager could track the SUT versions (for all source
input methods) and notify the users that it does not need to be registered again. The
already existing SUT could be used instead.
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Chapter 9

Conclusion

The result of this thesis is a web tool that is able to manage multiple instances of Unite.
Unite is an adapter that transforms the command-line interface of software analysis tools
into an OSLC-compliant REST API. As part of the work, an overview of software analysis
is included, as it is the domain Unite is concerned with. The OSLC specification and Unite
itself are also described, as a solid knowledge of both is necessary for communication with
the adapter. The requirements for the manager were declared, and based on these, the
manager was designed. It was subsequently implemented with the use of Svelte for the
frontend part and Express.js for the backend, utilizing MongoDB as a database.

The manager allows registration of SUTs and creation of requests for analyses. For
these purposes, it dynamically generates the forms based on the configuration provided by
Unite. It provides tools to filter and sort the created SUTs and analyses, as well as detailed
views for each entity. The manager monitors states of requests and automatically updates
the UI when changes occur.

In practice, analysis runs can take a long time (even hours). The ability to delegate the
execution to a remote server is already provided by the Unite adapter. But in a setting
where a large number of highly demanding analysis requests need to be performed, it is
fitting to utilize multiple Unite instances. The connection to multiple instances was the main
motivation for creating the manager and the most important requirement, along with the
automatic selection of the most suitable Unite instance on a request submission. Automatic
selection (load balancing) ensures that an analysis execution will be started immediately
whenever possible. Otherwise, the least occupied server is selected, making it likely for it
to be started in the shortest amount of time. On top of this required functionality, the
dynamic transfer feature was implemented as a complementary action to load balancing.
The manager monitors the connected Unite instances and, if beneficial, will switch the
target server for the analysis execution. This is especially useful when the duration of the
incoming analysis requests varies, and utilizing only the load balancing could still result in
the load being uneven. Both load balancing and dynamic transfer were tested and proved
to have significant improvement on overall request completion time and a more balanced
utilization of Unite instances.

On top of the necessary requirements for the features of the manager, a special focus
was placed on the simplification of common user workflows. This includes the SUT re-
registration and the analysis rerun features. These actions work by taking the data from
previous runs and prefilling them as an input for new requests. The usefulness of these
actions stems from the fact that it is very common to define a request only once and
then repeat it many times with minimal changes. The most common scenario is to rerun
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an analysis with the provided source of a new version of the SUT. This action requires
making both a new SUT registration request and a new analysis run request. Doing this
manually would be time-consuming and exhausting, but the manager makes it possible with
minimal effort from the user. The manager will also wait for the registration of the SUT
to be complete and start the analysis automatically without the need for user interaction.
Additionally, the re-registration and rerun features are useful when a mistake was made in
an input parameter or a slight change is required. In this case, users only need to adjust a
small set of parameters instead of creating a new request from scratch.

The implemented manager is a valuable addition to Unite, which is already used in the
industry. It is especially suited for highly dynamic settings where a large number of analyses
of varying length are to be executed. In these cases, it ensures the fastest completion time
for analyses and an even utilization of Unite instances. Its UI features aid in common
workflows and focus on providing a good user experience.
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