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RE: Objector report for doctoral thesis of Jakub Sochor

Prof. Ing. Lukas Sekanina

Chairman, Committee for Dotoral Thesis Defence
Computer Science and Engineering

Brno University of Technology

Bozetechova 2

612 66 Brno

Dear Prof. Sekanina:

[ am pleased to provide an expert opinion on the doctoral thesis submitted by Ing. Jakub Sochor, Automatic
Traffic Video Surveillance: Fine-Grained Recognition of Vehicles and Automatic Speed Measurement. 1
will first provide a very brief summary of the thesis. I will then address the four questions that your letter
asked me to address. This will be followed by my main conclusion: that this thesis more than meets the
requirements for conferment of a PhD. Finally, I will include my detailed assessment and comments on the

content of the thesis.
Summary of Thesis

The thesis addresses core problems in the application of computer vision to traffic analytics, namely: fine-
grained vehicle recognition, camera calibration and speed estimation. A major contribution is the creation
of large, realistic, carefully labelled and ground-truthed public datasets for all three of these core problems.

These datasets are arguably the world’s best in terms of their size, accuracy and realism.

The algorithmic contributions are rooted in the development of a novel method for automatic fine-grained
vehicle recognition, which far surpasses the performance of prior work on this problem. The performance
of the method derives largely by making it ‘3D-aware’, fitting simple cuboid models to detected vehicles
and using these to ‘unpack’ the imagery, i.e., rectifying the three main visible planar facets of each vehicle
and thus making appearance more invariant to pose. Additional invariance is achieved through data

augmentation methods.

This innovation in fine-grained vehicle recognition largely drives the subsequent innovations in calibration

and speed estimation. They key insight is that reliable fine-grained recognition allows a subset of commonly-
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oceurring vehicles to be accurately fit with cuboids, greatly improving the estimation of the scale factor
relating the length of measurements in the image to lengths on the ground plane, which is crucial to accurate
speed estimation. By more accurately estimating the orientation of edgelets on vehicles, Mr. Sochor also
substantially improves the estimation of the vanishing point corresponding to the orientation orthogonal to
the road. These two innovations greatly improve camera calibration, and this subsequently results in a great

improvement in speed estimation.

Q1. Is the topic appropriate to the particular area of dissertation and is it up-to-date from the

viewpoint of the present level of knowledge.

Fine-grained object recognition, automatic camera calibration and measurement of scene dynamics are all
core computer vision topics. Traffic analytics is an application area that has been addressed in computer
vision research for decades, and, in my opinion, recent advances in computer vision and machine learning

promise to revolutionize this industry. In summary, the topic is highly appropriate.

The thesis is quite scholarly and up-to-date with regard to the literature in computer vision, machine learning

and particularly applications to traffic analytics.
Q2. Is the work original and does it make a contribution to the area?

The most significant original contribution is the method for ‘unpacking’ the image of a vehicle, ie.,
rectifying the imagery to be more invariant to 3D pose, and thus to improve fine-grained recognition. This
is a highly original contribution and many of the other significant results follow from this. Otherwise, the
originality derives from bringing together critical components (large labelled dataset, high-performance
object detector, fine-grained recognition, careful and accurate 3D modeling) along with a very high standard

of engineering to finally deliver accurate traffic analytics on realistic data.
Q3. Has the core of the doctoral thesis been published at an appropriate level?

The core of the thesis consists of four papers, all published or accepted. Two are in IEEE Transactions on
Intelligent Transportation Systems, which is the premier journal in this field, with an impact factor of 3.7.

One is in the IEEE CVPR conference, which is the premier computer vision conference, having an
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acceptance rate less than 30%. The fourth is in the journal CVIU, which is a solid journal in the field of
computer vision (impact factor of 2.5). In summary, the publication record exceeds the normal standard for

doctoral dissertations in computer vision at top international universities, and the quality of venues is high.

Q4. Does the list of the candidate’s publications imply that he is a person with an outstanding research

erudition?

Beyond the four core publications of the thesis, the candidate has contributed to seven additional
publications, three as first author. These include another IEEE Transactions on Intelligent Transportation
Systems publication, a BMVC conference publication (high quality) and an ECCV conference publication
(very high quality, submitted). This total of 11 publications, largely in very prestigious venues indicates an

outstanding level of research erudition.

Conclusion

In my expert opinion, this thesis far exceeds the requirements for a PhD dissertation.
DETAILED COMMENTS

First, I would like to thank the candidate for the tremendous effort he has poured into this very substantial
and fascinating work. There is a clear commitment to the highest standards of engineering at every stage,
and each decision is justified in a very logical and transparent way. The careful construction and publication
of large labelled datasets for fine-grained vehicle recognition, camera calibration and vehicle speed
estimation is itself a huge contribution to the field, and the algorithmic contributions have advanced the state
of the art really substantially in all three of these problem areas.

Overall, the thesis is well-written and complete. My comments below will include some questioning and
even critical statements, which will not, I trust, be interpreted as lessening the impact of the work, but
rather will stimulate further discussion and debate around this fascinating topic. I will also include a few
suggestions on the presentation of the work, which may be useful in the candidate’s future publications.

Structure of the thesis

The thesis is structured as Literature Review, four published papers, and conclusion. This is now a common
format used at many institutions. However, in this case, the Literature Review section was largely cut and
pasted from the literature review sections of the four published papers. This is wearying and inefficient for
the reader, who must read the same material twice. In my opinion, the introductory sections of the thesis
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should have been new text that serves to motivate the whole research area, provide an overall vision and
articulate how the four contributions relate to each other.

Literature reviews

Writing a good literature review is hard. In this thesis the literature reviews are very scholarly and
thorough, covering the state of the art on all problems addressed. However, in the computer vision field,
there is an unfortunate tendency to write such a review as a long list of recently published work, devoting
1-3 sentences to each paper. Typically, it is not possible for the reader to understand anything about this
prior work from these few sentences, and little attempt is made to synthesize.

[n my view, each of the literature reviews provided here (and in most computer vision papers) would be
more useful if it were structured not as a long list, but rather around core ideas, challenges, techniques,
performance, etc... Most importantly, each review should end by a summary that identifies the author’s
view regarding a) the most important ideas to date, b) main controversies and debates, c) current state of
the art, d) open problems and e) promising directions, that will lead to the original portions of the thesis.

Foundational Work
The present work builds upon DSH14 — this prior work is really central to the thesis and should have been
described in detail early in the thesis.

Occlusion

The candidate makes the claim that imagery is taken from realistic surveillance cameras, and thus
algorithms that work on this imagery can be deployed in the real world and expected to work. However,
all of this work deals with unoccluded vehicles. This includes the ground truth, which is deliberately
selected to avoid occlusion. However, in larger cities with major roadways, cameras are often placed on
poles at the roadside, not directly over each lane, and thus occlusion is extremely common, especially in
dense traffic at rush hours, when accurate analytics is most important. Thus the ground truth datasets are
biased, and, contrary to claims, the limited ability of the algorithms developed to handle occlusions could
be a barrier to wide deployment. It also seems that in hard cases were sometimes filtered out (e.g., Page
61). These biases and limitations were not adequately discussed.

Camera Parameters

The thesis is very careful regarding camera calibration. It is thus surprising that it contains no
information about the camera parameters. Of greatest relevance: focal length, tilt, roll and yaw.
Also no information about time of day, whether rush hour or not, mix of personal vs commercial
traffic.

Fine-Grained Recognition

Vehicle Types

In major urban centres there is a wide diversity of vehicles on roadways, especially highways,
ranging from motorbikes to very long tractor-trailers. This diversity is a challenge for most traffic
analytics systems, but is not discussed here. Also, the example vehicles shown from the BoxCars
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dataset seem curiously similar in size, not including motorbikes or larger commercial vehicles. This
should be discussed/explained.

Uncertainty

Fig. 4.10 shows ‘probability’ distributions over vehicle class. How close are these distributions to actual
confusion matrices for top-1 classification? (Typically DNNs are poor at representing posterior
probabilities.)

CNNs
Resnet improves upon shallower networks for other problems, but not here. Why not? No
discussion is provided.

Augmentation

It is claimed that colour is irrelevant, but without evidence. I suspect that colour is not completely
independent of class. On the other hand, it is not clear why ImageDrop should help, since occlusion
is avoided in the dataset. And what is the logical motivation for using the funny psychedelic mask?

Human Performance

It is claimed that the algorithm outperforms humans in some cases. This is a bold claim, making it
important to properly document the psychophysical experiments. How were the subjects selected? What
were their ages, gender and education? How were they trained? What is the effect of training and practice
on their performance?

Calibration

Automatic vs Manual

It is a bit unclear, but it seems like any method that assumes knowledge of the length of a feature on
the roadway (e.g., a lane mark or lane width) is labelled as not ‘automatic’. That does not seem fair.
There are fully automatic methods that detect lane marks or lane widths automatically. Using
knowledge of their real dimensions is analogous to using the known dimensions of a vehicle class.

Straight Roads
The limitation to straight roads rules out curved on-ramps and off-ramps for highways, which are
critical points in many transportation networks.

Mathematical Background
Equations like 7.1-7.8 should either be derived or an appropriate citation should be made.

Edgelet Detection
How would this standard SVD approach compare to a standard steerable first-derivative-of-Gaussian
approach, with appropriate scale?
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Speed Estimation

Equations 6.1-6.3
3 equations in 4 unknowns. I don’t get it.

Fig. 6.6

In the text below the figure, item 2 should read b) or d), not b) or ¢). With two LiDAR
measurements, in principle the speed of both vehicles in scenarios b and ¢ can be estimated. For
example, in b, one can measure the temporal delay between exits of the blue vehicle at both LIDAR
stations. Thus the reasons for discarding these vehicles should be better explained.

Minor points

[t is repeatedly stated that the use of detailed 3D CAD models for traffic analytics is not practical, but no
evidence for this claim is provided.

[t is claimed without evidence that speedometers overestimate speed. This should be backed up and
also explained.

Fig. 4.1 and others. Why after rectification do the front and side of the vehicle still appear oblique? For
example, the wheels are clearly compressed horizontally.

Terms needing definition/explication

Binary block matching
Cascaded Hough transform

Sincerely,

James Elder

Professor and York Research Chair in Human and Computer Vision
Department of Electrical Engineering and Computer Science,
Department of Psychology &

Centre for Vision Research

York University
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