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Abstract

This habilitation thesis presents an approach to the optimization of digital neural network
accelerators through evolutionary optimization. The work addresses the growing energy
demands of neural network inference by developing systematic methodologies for de-
signing energy-e�cient hardware accelerators that balance computational accuracy with
resource constraints. The thesis is organized as a commented collection of selected papers
of the author.

The thesis comprises three main contributions across di�erent neural network architec-
tures and deployment scenarios. First, we introduce the methodology for approximation
of convolutional neural networks, which employs multi-objective evolutionary algorithms
to assign approximate components to network layers. To improve the quality of the ap-
proximation, specialized asymmetric approximate multipliers were designed. Second, we
present an optimization framework for Capsule Network accelerator, addressing the ac-
celerator organization and specialized memory hierarchy for existing CapsAcc hardware
accelerator of these networks. Third, we demonstrate the application of evolutionary
optimization to ternary neural networks for printed electronics, introducing novel dis-
tance metrics for Boolean-output circuits and enabling neural network deployment in
unconventional technologies with resource constraints.

The experimental results demonstrate signi�cant energy savings across all investigated
architectures. The work establishes evolutionary optimization as a mature approach to
multi-objective design space exploration of neural network accelerators.
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CHAPTER 1

Introduction

The rapid advancement of arti�cial intelligence, particularly in deep learning, has sig-
ni�cantly increased the computational demands of neural networks (NNs). While these
networks demonstrate remarkable capabilities across diverse domains, their deployment
in real-world scenarios is frequently constrained by high energy consumption and com-
putational complexity. This challenge becomes particularly acute when machine learning
(ML) models are deployed in embedded systems, where energy consumption and latency
become critical optimization parameters.

1.1 Motivation

Deep Neural Networks (DNNs) for classi�cation tasks consist of multiple layers including
convolutional, pooling, activation, and dense layers, each contributing to the overall com-
putational burden [1]. Figure 1.1 illustrates the standard processing pipeline of a neural
network for classi�cation, where input images are processed by DNN to produce class
probability scores.

Figure 1.1. Standard neural network processing pipeline for image classi�cation to pro-
duce classi�cation scores.

The processing of neural networks encompasses two primary phases: (1) training on
designated datasets such as annotated images to determine optimal network weights, and
(2) inference during application deployment where these pre-trained weights are applied
to new inputs. While training typically occurs on high-performance GPU clusters in
cloud environments, inference deployment scenarios vary signi�cantly. Although cloud-
based inference remains common for large-scale applications, there is a growing trend
toward edge deployment in embedded systems including smart sensors, IoT devices, au-
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tonomous vehicles, and mobile platforms where energy e�ciency and real-time processing
constraints become paramount.

The computational intensity of modern neural networks presents signi�cant challenges
for practical deployment. The majority of neural network inference operations can be
transformed into matrix multiplication, making multiply-accumulate (MAC) operations
the most computationally intensive components. As illustrated in Figure 1.2, processing a
single 224Ö224 image from the ImageNet-1k dataset [2] requires billions of �oating-point
operations. Modern architectures such as Transformers and large language models like
GPT-3 employ hundreds of billions of parameters, further strenghten the computational
requirements.

Figure 1.2. Top-1 accuracy on the ImageNet-1k validation set as a function of computa-
tional complexity. Computational complexity is measured in �oating-point
operations (FLOPs) required for a single forward pass. The bubble size
corresponds to the number of learnable parameters [3].

Even when focusing on smaller DNNs suitable for embedded systems, the computa-
tional complexity continues to grow as applications demand higher accuracy and more
sophisticated processing capabilities. To address these computational limitations, em-
bedded systems typically employ specialized hardware accelerators that enable parallel
execution of multiple MAC operations, providing improved throughput and energy e�-
ciency compared to general-purpose processors.

The primary objective of this thesis is to develop and validate systematic methodolo-
gies for improving the energy e�ciency of neural network inference through hardware-
aware optimization techniques. This e�ciency improvement can be achieved through
multiple complementary approaches that operate at di�erent levels of the design hierar-
chy.

At the algorithmic level, when training data is available, Neural Architecture Search
(NAS) can identify network topologies that are inherently more e�cient for speci�c
datasets while considering both accuracy and hardware implementation costs [4]. At
the hardware level, systematic modi�cation of accelerator parameters and computa-
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tional components enables controlled trade-o�s between accuracy and energy consump-
tion through approximate computing techniques [5, 6]. These approaches can a�ect the
overall accuracy of the accelerator. Besides that, parameters of hardware accelerator, such
as organization of memories and computation units, provide a tradeo� between di�erent
hardware parameters without any impact on the overall accuracy.

This thesis focuses primarily on the hardware optimization approach, demonstrating
how design space exploration (DSE) guided by evolutionary algorithms can achieve signif-
icant energy savings while maintaining acceptable accuracy or performance levels across
diverse neural network architectures and deployment scenarios.

1.2 Open Problems

This thesis explores several key open problems in the optimization of neural network ac-
celerators. The main challenge is to balance the accuracy, energy consumption, latency,
and area footprint of hardware accelerators for neural networks. Achieving these opti-
mizations typically involves signi�cant manual e�ort. Therefore, our goal is to automate
this process using a DSE algorithm.

Prior to this work, the systematic assignment of approximate components to neural
network layers relied primarily on uniform approximation strategies or manual design ap-
proaches, lacking automated methodologies that could exploit the varying error resilience
across di�erent network layers. To address this problem, we proposed (a) an automated
assignment algorithm, (b) a novel library of approximate components, and (c) a fast
GPU-based simulation tool of approximate neural networks.

The optimization of specialized accelerators for emerging neural network architec-
tures represented another signi�cant challenge. We addressed this problem through (a)
a framework for architectural optimization of a specialized variant of DNN (Capsule
Networks [7]) accelerator and (b) a design-space exploration algorithm for optimizing
scratchpad memories organization.

A third major challenge involved enabling neural network deployment in unconven-
tional technologies with extreme resource constraints. We developed (a) specialized ap-
proximation methodologies for ternary neural networks in printed technology, and (b)
demonstrated the �rst systematic approach to bespoke accelerator design for printed
electronics.

1.3 Thesis Structure

This habilitation thesis is organized as a commented collection of selected papers pub-
lished in top-tier international venues in the �elds of computer-aided design of electronic
circuits (EDA). The thesis presents a systematic investigation of evolutionary optimiza-
tion techniques for neural network accelerators, demonstrating their e�ectiveness across
diverse architectures, technologies, and application domains. The work builds upon a
foundation of multi-objective design space exploration and approximate computing to
address the growing energy demands of neural network inference in resource-constrained
environments. The research presented in this thesis builds upon work conducted after
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Chapter 1. Introduction

completing the author's PhD in 2018, with the core contributions primarily developed
during a postdoctoral research visit at TU Wien and subsequent follow-up investigations
that expanded and re�ned these foundational results.

The thesis is organized as follows. Chapter 2 describes the theoretical basics and
methodological overview. Chapter 3 focuses on approximate hardware accelerators for
convolutional neural networks, presenting the ALWANN methodology for systematic com-
ponent approximation and introducing specialized asymmetric approximate multipliers.
Chapter 4 examines design space exploration of Capsule Network accelerators, develop-
ing the FEECA framework for architectural optimization and DESCNet for specialized
memory hierarchy design. Chapter 5 investigates ternary neural networks for printed elec-
tronics, demonstrating how evolutionary optimization enables neural network deployment
in unconventional technologies with extreme resource constraints.

The key publications addressing these research topics are included in the second part
of the thesis. The author's speci�c contributions to each selected paper are described in
detail in the foreword accompanying each appended publication.

6 Evolutionary Optimization of Neural Network Accelerators



CHAPTER 2

Backgrounds and methodological
overview

This chapter establishes the theoretical foundations for the research contributions pre-
sented throughout this thesis. As this habilitation thesis is organized as a commented
collection of published works, related state-of-the-art surveys are provided within the indi-
vidual papers in Part II. This chapter, therefore, synthesizes the key theoretical concepts
that span across the di�erent research contributions, providing the necessary background
to understand the diverse architectural targets and optimization challenges addressed in
subsequent chapters.

2.1 Hardware Accelerators for Neural Network Inference

Neural network accelerators are specialized hardware components designed to accelerate
neural network computations, primarily matrix multiplications and convolutions. This
section aims to brie�y explain the basic concepts of e�cient processing of CNNs.

2.1.1 Architectures

Neural network accelerators can be fundamentally categorized into two primary architec-
tural paradigms: temporal and spatial architectures. These paradigms represent di�erent
approaches to exploiting parallelism and organizing computational resources, each o�er-
ing distinct advantages and trade-o�s for neural network acceleration.

Temporal architectures exploit parallelism by reusing the same computational hard-
ware across time to perform multiple operations sequentially. In this paradigm, a single or
small number of Arithmetic Logic Units (ALUs) execute di�erent operations at di�erent
time steps, e�ectively sharing computational resources across the temporal dimension.
The ALU always receives data from local memory and returns the result to the same
memory. As there is minimal support for data reuse, i.e., direct data sending between
multiple ALUs, memory access becomes the main performance and energy bottleneck.
Traditional CPUs and GPUs exemplify typical temporal architectures. Libraries such
as MKL [8] and cuDNN [9] provide highly-optimized matrix multiplication and other
algorithms for CPUs and GPUs.

Spatial architectures exploit parallelism by distributing operations across multiple
processing elements (PEs) that execute simultaneously in space rather than time. Each
of them implements a MAC circuit, a small local memory (registers), and a controller.
PEs are usually organized as pipelined systolic arrays optimized for fast execution of
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DNN operations. Hence, a PE can directly send its output to other PE(s), which leads
to faster and energy-e�cient computing of DNN operations, eliminating thus memory
accesses. [1]

2.1.2 Spatial architectures

In this work, we will focus on the spatial architecture accelerators. These accelerators
target improved energy e�ciency and throughput compared to general-purpose CPUs or
GPUs, particularly for inference tasks at the edge or in data centers [10].

The literature presents two major categories of accelerators, as illustrated in Fig-
ure 2.1. The �rst category maps individual operations (e.g., convolutions or multilayer
perceptron (MLP) neurons) to dedicated hardware components (Figure 2.1a). This ap-
proach is commonly employed in highly con�gurable systems such as Field Programmable
Gate Arrays (FPGAs) [11, 12] or printed electronics [13, 14]. The second category shares
hardware components across multiple operations (Figure 2.1b), where layer operations
are executed on a Processing Element (PE) array, with each PE handling multiple
convolutions. These universal architectures can be implemented in FPGAs [15, 16] or
Application-Speci�c Integrated Circuits (ASICs) [17, 18, 19].

Figure 2.1. Typical hardware accelerator structures for neural network inference: (a)
irregular structure adapted to the input neural network architecture, and
(b) universal regular structure.

2.1.3 Inference optimization techniques

Improvement of inference energy consumption can be achieved through two complemen-
tary approaches. The �rst involves architectural optimization of the accelerator while
maintaining computational accuracy. This includes memory structure re�nement [20],
processing element (PE) array organization [21], and data�ow optimization [22, 23, 24].
The second approach employs theapproximate computingparadigm [25, 26, 5], which
trades hardware parameters such as latency or power consumption against quality of
results (QoR) by introducing controlled computational errors or architectural modi�ca-
tions.
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Within the approximate computing paradigm, several established optimization strate-
gies have emerged for neural network inference [10], as illustrated in Figure 2.2. These
strategies can be categorized into three main approaches: precision reduction, structural
simpli�cation, and inexact computation.

Precision reduction through quantization represents the most widely adopted opti-
mization technique. This approach replaces �oating-point arithmetic with lower-precision
integer representations, typically implemented at 8-bit precision [27] or even binary lev-
els [28]. Quantization can be applied uniformly across all network layers or selectively
based on individual layer sensitivity to precision reduction [29, 30]. The bitwidth modi-
�cation results not only in the reduced computation cost, but also in the higher memory
throughput.

Structural simpli�cation reduces computational demands through strategic net-
work modi�cations. This includes pruning individual neurons in multilayer perceptron
networks [31] or removing entire layers from scalable architectures such as ResNet [32]
or creating novel neural network architectures through neural architecture search (NAS)
techniques [4]. These architectural modi�cations also provide dual bene�ts: reduced
computational energy requirements and improved memory organization with better ac-
cess patterns [33, 30].

Computational approximation integrates approximate arithmetic components di-
rectly into neural network computations [34, 35, 36]. This approach achieves energy
savings by introducing controlled computational errors that minimally impact overall
network accuracy. For example, Figure 2.2 demonstrates replacing an accurate 2-bit
multiplier with an approximate variant [37], achieving over 25% power reduction while
maintaining acceptable computational precision for neural network inference.

Figure 2.2. Common approaches for energy-e�cient neural network architecture opti-
mization: (a) bit-width reduction, (b) layer/neuron pruning, and (c) incor-
poration of approximate computational components.
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2.2 Evolutionary Design Space Exploration

The optimization of hardware accelerators for neural networks represents a complex design
space exploration problem characterized by multiple competing objectives and discrete
design variables. This thesis employs evolutionary algorithms as the primary optimiza-
tion methodology, applying their bio-inspired approach to e�ectively navigate the search
process to reach the challenging trade-o�s inherent in hardware design. Multi-objective
optimization is particularly relevant in this domain, where designers must simultaneously
consider con�icting objectives such as computational accuracy, energy consumption, hard-
ware area, and processing latency.

2.2.1 Alternative Exploration Approaches

Several competing methodologies exist for design space exploration in hardware accelera-
tor optimization. Bayesian optimization approaches employ probabilistic surrogate mod-
els that learn from past experiments to guide the selection of promising design points [38].
Geometric programming provides a constrained optimization framework for solving cer-
tain classes of non-linear optimization problems that arise in hardware design, o�ering
mathematical guarantees but requiring speci�c problem formulations [39, 40]. While
these approaches o�er theoretical advantages in speci�c scenarios, evolutionary optimiza-
tion remains particularly well-suited for neural network accelerator design due to its ro-
bust handling of both single-objective [41] and multi-objective optimization problems [42]
commonly encountered in hardware design scenarios.

2.2.2 Neural Architecture Search

A specialized category of the design space exploration directly relevant to neural network
optimization is Neural Architecture Search [43, 44, 4]. The objective of NAS is to op-
timize accuracy on a speci�ed dataset. When we refer to hardware-aware NAS [4], we
mean a NAS approach that incorporates various hardware-related goals, such as mini-
mizing energy consumption on edge devices or adhering to constraints imposed by the
target device, among other factors. NAS methodologies di�er primarily in their search
space de�nition and search strategy implementation. Search spaces can be organized
as sequences of layers [45], hierarchical structures with parallel branches and skip con-
nections [46], or optimized cellular components [47]. The search strategy represents the
critical component determining NAS e�ectiveness and e�ciency.

Beyond evolutionary approaches [48], several alternative search strategies have emerged
in the literature. Random search represents the simplest baseline approach, though it
typically requires extensive computational resources to achieve competitive results [49].
Gradient-based techniques, exempli�ed by DARTS (Di�erentiable Architecture Search),
employ continuous optimization methods that utilize gradient information of objective
functions to update architectural hyperparameters [50]. These approaches have been
extended to handle multi-objective optimization scenarios [51], though they require dif-
ferentiable search spaces and may struggle with discrete design decisions common in
hardware optimization.

Bayesian optimization methods in NAS approximate the objective functions using
probabilistic models to intelligently select subsequent hyperparameter con�gurations [52].
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Reinforcement learning approaches treat architecture search as a sequential decision-
making problem, learning optimal policies through reward and penalty feedback from
NAS evaluations [53]. While these methods show promise for speci�c application domains,
the discrete nature of hardware design decisions and the multi-objective characteristics
of accelerator optimization often favor evolutionary approaches.

2.2.3 Evolutionary Algorithms for Hardware Design

This work employs two complementary evolutionary algorithm variants: Cartesian Ge-
netic Programming (CGP) for automated design of digital circuit components, and the
Non-dominated Sorting Genetic Algorithm (NSGA-II) for multi-objective design space
exploration of complete accelerator systems. CGP provides a specialized representation
and search mechanism particularly suited for evolving digital circuits, while NSGA-II
o�ers robust multi-objective optimization capabilities that e�ectively balance competing
design objectives while maintaining solution diversity across the Pareto frontier.

2.2.3.1 Cartesian Genetic Programming

Cartesian Genetic Programming, developed by Miller et al. [54], provides a specialized
approach for evolving digital circuits. CGP di�ers from other genetic programming meth-
ods in its solution representation and search mechanism, making it particularly suitable
for circuit design applications.

Figure 2.3. A two-bit multiplier represented in CGP with parameters: ni = no = 4,
nc = nr = 3, na = 2, nb = 1, � = f 0identity ; 1not ; 2and ; 3or ; 4xor ;-
5nand ; 6nor ; 7xnor ; 8cont0; 9const1g.

CGP represents candidate circuits as integer netlists describing a �xed number of
components (N ) organized in a two-dimensional grid ofnc columns andnr rows. Each
component with na inputs and nb outputs can implement di�erent functions from a pre-
de�ned set � (e.g., logic gates) and connect to the output of components inl � back
previous columns or primary inputs. A key feature of this encoding is that while chro-
mosome size remains constant, the actual circuit size varies as some components may
remain disconnected, providing bene�cial redundancy for e�cient search [55]. An exam-
ple of representation is given in Figure 2.3.

The search process uses a(1 + � ) evolutionary strategy where new designs are cre-
ated through small random modi�cations (mutations) to the chromosome. This process
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iteratively generates and evaluates o�spring circuits until termination conditions are met,
enabling systematic exploration of the circuit design space. The search process is guided
by so-called �tness value. This value determines how good the candidate is. The goal of
the search process is to maximize (or minimize) this value.

While this method is primarily single-objective, it can be made multi-objective by
using the � -constrained method, which applies a set of constraints to the �tness function
[56].

2.2.3.2 Multi-Objective Optimization with NSGA-II

For multi-objective problems involving trade-o�s between accuracy, energy, and area,
designers seek solutions on the Pareto frontier containing non-dominated solutions. A
solution dominates another if it performs no worse across all objectives while being strictly
better in at least one objective. There are many di�erent multi-objective evolutionary
algorithms published in the literature [57] varying in the performance on benchmark
problems of di�erent types.

Figure 2.4. NSGA-II Algorithm: Non-dominated Sorting and Parent Population Con-
struction [58].

We selected an NSGA-II algorithm as an example of these multi-objective optimiza-
tion algorithms [58]. The NSGA-II algorithm addresses multi-objective optimization by
maintaining a population of candidate solutions and evolving them through crossover
and mutation operations. The algorithm sorts individuals into multiple fronts based on
dominance relationships, with the �rst front containing all non-dominated solutions as il-
lustrated in Figure 2.4. When selecting individuals for the next generation, the algorithm
prioritizes solutions from better fronts and uses crowding distance to maintain diversity
within each front.

This approach enables systematic exploration of design trade-o�s, providing designers
with a set of Pareto-optimal solutions that represent di�erent balances between competing
objectives in neural network accelerator design.

2.2.4 Evolutionary optimization in DNN hardware accelerators

Surveys [59, 60] document the gradually increasing interest in the evolutionary optimiza-
tion of hardware implementations of fully trained CNNs (i.e., the inference accelerators),
especially in the context of edge computing. We had evaluated these techniques and
neural architecture search approaches in the book chapter [61].
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Evolutionary algorithms have been successfully applied to optimizeactivation func-
tions for neural networks, both at the algorithmic level and for hardware implementation.
While some approaches focus on evolving new activation functions using tree-based ge-
netic programming with hardware-unfriendly functions [62, 63], others target hardware-
aware optimization of existing functions [64]. For instance, Lapid and Sipper [65] employ
cooperative coevolution using CGP to evolve separate activation functions for input, hid-
den, and output layers, achieving improved classi�cation accuracy on multiple datasets
compared to standard functions. Alternatively, hardware-aware approaches like that of
Prashanth and Madhav [64] use CGP to evolve gate-level implementations of conventional
activation functions (sigmoid, tanh, ReLU, etc.) for speci�c bit-widths, demonstrating
how evolutionary optimization can bridge the gap between algorithmic innovation and
hardware implementation constraints.

Several evolutionary approaches have addressed thecomponent selection and pre-
cision scaling problem for neural network accelerators. Besides our methodology AL-
WANN [66] introduced in Chapter 3, Barone et al. [67] developed E-IDEA, automated
approximation method approximating through various mutators including precision scal-
ing and approximate arithmetic operators. Applied to LeNet with con�gurable bit trunca-
tion and approximate multiplier selection across convolutional and fully connected layers,
E-IDEA demonstrated the e�ectiveness of evolutionary optimization for systematic com-
ponent selection in neural network acceleration and di�erent error-resilient accelerators.

The GAMMA framework [22] addresses evolutionarymapping of CNNs to hard-
ware accelerators. It uses genetic algorithms to �nd optimal mappings of CNN layers
onto hardware resources modeled in MAESTRO [68], optimizing computation order,
parallelizing dimensions, and tile sizes within given constraints. AnaCoNGA [69] ad-
dresses the joint quantization and hardware optimization problem using nested genetic
algorithms, where an outer multi-objective GA explores quantization strategies across a
search space of sizeQ2L (Q quantization levels, L layers), while an inner GA optimizes
hardware parameters including PE size, parallel operations, and bu�er con�gurations for
each quantization strategy. Both approaches demonstrate how evolutionary optimization
can e�ectively navigate the complex design spaces arising from the interaction between
CNN characteristics and con�gurable accelerator architectures.

Weight sharing (or weight compression) replaces groups of similar weights with
shared values stored alongside a codebook of indices, potentially reducing memory re-
quirements by factors such as four when using 256 shared values with 8-bit indices in-
stead of 32-bit weights. Dupuis et al. [70] developed a two-step evolutionary approach
where exhaustive search �rst determines optimal shared value counts per layer, then
NSGA-II optimizes combinations across the entire CNN to balance accuracy loss against
compression rate. To accelerate the computationally expensive accuracy evaluation, they
employed a proxy regression model trained on �rst-step data, achieving over 5x memory
compression with acceptable accuracy loss on ImageNet-trained CNNs without requiring
retraining.

Evolutionary algorithms have established themselves as a fundamental approach in
neural architecture search , with over three decades of application to common neural
network optimization [71]. Compared to reinforcement learning-based methods, evolu-
tionary approaches typically discover higher-quality architectures in early search phases,
meaning that EAs are suitable for the computation-limited situations [72]. Compared
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with the gradient-based methods, although EAs were time-consuming in the early times,
with the use of speed-up techniques, such as inheritance [73] and one-shot model [74],
the EA-based methods can �nd promising model architectures in a reasonable time. For
more details, please follow specialized surveys [71, 75] and hardware-aware NAS surveys
[4, 61].

2.3 The Proposed Methodology

The research contributions presented in this thesis follow a systematic methodological
approach that can be generalized across di�erent neural network accelerator optimization
problems. This methodology addresses six fundamental aspects that must be considered
in any evolutionary optimization approach for hardware design: problem encoding, search
algorithm selection, accuracy evaluation, hardware parameter assessment, statistical val-
idation, and comparative analysis.

2.3.1 Problem Encoding and Representation

E�ective problem encoding represents a critical factor determining the success of evo-
lutionary optimization approaches. The encoding scheme must inherently handle con-
straints arising from the problem domain while enabling e�cient search space exploration.
For instance, CGP naturally addresses acyclic graph constraints essential for digital cir-
cuit design [55], while permutation encodings ensure valid reordering operations for input
vectors [66]. The choice of encoding directly impacts both the feasibility of generated so-
lutions and the e�ciency of the search process, making this a fundamental design decision
that must align with the speci�c characteristics of each optimization problem.

2.3.2 Multi-Objective Search Algorithm Selection

Given the inherently multi-objective nature of hardware design problems, appropriate
search algorithm selection becomes crucial for e�ective optimization. Multi-objective de-
sign space exploration typically employs algorithms like NSGA-II to simultaneously op-
timize competing objectives such as accuracy, energy consumption, and area [51]. Alter-
native approaches include� -constraint methods that transform multi-objective problems
into single-objective formulations by setting target thresholds� for secondary objectives
and penalizing solutions that exceed these bounds. Algorithm parametrization, including
population sizes, mutation operators, and selection strategies, requires careful considera-
tion based on established best practices from literature, prior experience, or preliminary
experimental studies.

2.3.3 Accuracy Evaluation Strategies

When design methodologies impact the accuracy of DNN implemented in HW accelerator
� as in neural architecture search, quantization, or approximation techniques � robust
accuracy evaluation becomes essential. Full validation dataset evaluation provides the
most reliable results but incurs signi�cant computational overhead. In the area of com-
binational circuits, approaches using formal-veri�cation techniques (such as SAT [76, 77]
or BDD [78]) can speed up the quality evaluation. The evaluation utilizing subsets of
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the original test data set o�ers computational e�ciency at the cost of potential inaccu-
racy in the error estimation, especially in the area of neural networks. Surrogate models
based on parameter estimation can further accelerate evaluation, though this approach
has been primarily applied to general accelerator optimization [79, 80] rather than neural
network-speci�c applications in this thesis.

2.3.4 Hardware Parameter Evaluation

Hardware parameter evaluation encompasses metrics such as area, latency, and energy
consumption that serve as optimization objectives. The evolutionary algorithms often em-
ploy simpli�ed proxies, including gate counts for the area on a chip [35] or weighted energy
summations for the energy consumption [66], to enable rapid DSE. However, validation
against more accurate models using standard synthesis tools and detailed simulation be-
comes essential for verifying the �nal results and ensuring the practical relevance of the
obtained solutions.

2.3.5 Statistical Validation

The stochastic nature of evolutionary algorithms necessitates rigorous statistical eval-
uation through multiple independent runs to achieve statistically valid results. This
requirement extends beyond simple result reporting to include proper statistical analysis
of performance variations, con�dence intervals, and signi�cance testing.

2.3.6 Comparative Analysis and Baseline Establishment

A comprehensive evaluation requires comparison against state-of-the-art approaches to
demonstrate the e�ectiveness of proposed methodologies. It includes (1) the evalua-
tion of the used EA against competitive DSE methods, and (2) comparison of resulting
circuits and architectures with state-of-the-art implementations. While direct compari-
son with alternative DSE algorithms represents the ideal approach, practical limitations,
including availability and implementation complexity, often necessitate alternative com-
parison strategies. At minimum, random search [81, 49] comparisons e�ectively illustrate
design space complexity and provide meaningful baselines for evaluating optimization ef-
fectiveness. Additionally, comparison against manual design approaches, such as uniform
component assignment across all layers, bit-width truncation in the context of arith-
metic circuit approximation, provides a practical context for the bene�ts of automated
optimization strategies.
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CHAPTER 3

Approximate Hardware
Accelerators of Convolutional

Networks

Convolutional neural networks (CNNs) mostly rely on convolution operations involving
extensive multiplications and additions. This chapter investigates the systematic appli-
cation of approximate computing techniques to CNN accelerators, focusing on achieving
optimal trade-o�s between energy e�ciency and classi�cation accuracy. The fundamental
approach involves introducing computational errors to reduce power consumption while
maintaining acceptable accuracy degradation. Our research focuses on replacing multipli-
cation operations�the most computationally complex components�with their approxi-
mate variants. These approximate components are typically organized in comprehensive
libraries [82, 83, 84], containing hundreds to thousands of approximate implementations
for fundamental arithmetic operations such as 8-bit multiplication and 16-bit addition.
Such libraries provide designers with extensive implementation options to achieve optimal
trade-o�s between Quality of Results (QoR) and energy consumption at the accelerator
level.

The challenge of optimal component selection represents a complex combinatorial
optimization problem. When designers attempt to utilize these components in their ap-
plications, they typically begin with an accurate accelerator and systematically replace
accurate operations with corresponding approximate components. However, identifying
the optimal combination of approximate circuits becomes intractable even for accelerators
comprising relatively few layers. This complexity arises because the selection process con-
stitutes a multi-objective optimization problem with no single optimal solution; instead,
multiple solutions typically exist along a Pareto frontier.

To address these challenges, we developed theAutomatic Layer-Wise Approximation
of Deep Neural Network Accelerators without Retraining(ALWANN) methodology [66],
which employs multi-objective evolutionary algorithms to assign approximate components
systematically. This methodology is detailed in Section 3.1.

To enable more sophisticated cross-layer approximation strategies that combine com-
ponent-level inaccuracy with advanced quantization techniques, we developed a compre-
hensive library of approximate multipliers with asymmetric bit-widths (MÖN con�gu-
rations) [85]. These specialized components further enhance the classi�cation accuracy
versus power consumption trade-o�. Moreover, the advanced quantization capabilities
enable additional energy savings in the memory subsystem. This approach is presented
in Section 3.2.
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3.1 ALWANN: Assignment of Approximate Multipliers

The ALWANN methodology addresses the fundamental challenge of systematically assign-
ing approximate components to neural network layers while respecting practical hardware
accelerator constraints. The primary objective involves optimizing the assignment of ap-
proximate components to neural network layers while accommodating realistic hardware
limitations. The following description is built upon our book chapter [86].

The methodology addresses a constraint inherent in practical hardware implementa-
tions � for instance, implementing 50 di�erent approximate units on a single chip is
technically unfeasible. Therefore, ALWANN limits the maximum number of distinct ap-
proximate units (typically 2-4) organized into tiles and considers two primary hardware
architectures: pipelined arrays where data from one tile inputs another tile andpower-
gated arrays where the outputs are stored to bu�ers and can input arbitrary tile (even
the same).

The methodology requires three essential inputs from the user: (1) a pre-trained neural
network subject to approximation, (2) a characterized library of approximate components
(adders and multipliers), and (3) detailed knowledge of the target hardware accelerator
architecture. For computational e�ciency, multiply-accumulate (MAC) units are imple-
mented using accurate addition combined with approximate multiplication, though the
framework can handle approximate addition when required.

Let L = f L1; L2; : : :g represent the set of convolutional layer indices within the neural
network, and M denote the set of available approximatew-bit multipliers. The user
speci�es the number of independent tilesjTj comprising the accelerator, where typically
jTj < jL j and w = 8 bits provides su�cient precision for most applications. Each tile
consists of a PE array of identical MAC units, with each layerL i executed on a single
tile Tj .

3.1.1 Methodology

The methodology generates a set of approximate neural networks (AxNNs) consisting of
modi�ed original networks together with corresponding hardware accelerator tile con�g-
urations that are Pareto optimal with respect to energy consumption and classi�cation
accuracy. Approximations are introduced throughreplacementof accurate convolutional
layers with approximate ones, combined withweight tuningto adapt the weights to errors
of speci�c approximate multipliers.

Considering the structure of hardware-based accelerators, the methodology simultane-
ously addresses two optimization tasks: (1) theassignment of approximate multipliersto
MAC units in PE tiles T = f T1; T2; : : :g, represented by mapping mapT M : T ! M ,
and (2) the assignment of convolutional layersto the tiles, represented by mapping
mapLT : L ! T. The weights within each layer are subsequently updated according
to the properties of the particular multiplier assigned to the tile computing that layer's
output.

Figure 3.1 illustrates the overall scheme of the proposed framework. The system ex-
pects a fully speci�ed neural network, typically in protocol bu�er format. If not already
quantized, the network is quantized to use 8-bit multiplications. Subsequently, the pro-
tocol bu�er speci�cation is modi�ed to replace all convolutional layers with approximate
counterparts, enabling layer-speci�c multiplier assignment.
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Figure 3.1. Overall architecture of the ALWANN optimization framework.

To obtain a Pareto set of diverse AxNNs, the methodology employs the NSGA-II
multi-objective genetic algorithm [58]. The algorithm maintains a population ofjPj can-
didate solutions, each represented as a mapping pair(mapT M ; mapLT ). The optimization
process begins with an initial population generated either deterministically by application
of same multipliers to all layers (i.e., uniform mapping), then iteratively re�nes candidate
solutions with respect to AxNN accuracy and inference energy requirements.

For each candidate solution, the system generates a corresponding protocol bu�er
speci�cation. This process includes assigning multipliers to approximate layers according
to mapT M and mapLT , followed by weight re�nement for each approximate layer based
on the selected multiplier error. Subsequently, energy consumption is calculated and
classi�cation quality are evaluated using a subset of training data. This subset-based
evaluation reduces computational overhead while simultaneously preventing over�tting.

We calculated the energy consumption as follows:
X

8l2 L

: energy(mapT M (mapLT )) � # mults (l) ;

where energy(m) is a multiplication energy of multiplier m and # mults (l) is number of
multiplication in layer l . This calculation considers the computational path only, but as
we recalled in [33], this approach is valid.

Upon reaching the termination condition�typically when the maximum iteration
count is exceeded��nal quality assessment is performed using the complete training
dataset. Solutions dominated by other candidates are systematically �ltered from the
�nal result set.

Each candidate solution is uniquely encoded using an integer-based representation.
The multiplier-to-tile mapping mapT M employs jTj integers, where each integer corre-
sponds to the indexi of multiplier M i 2 M . Similarly, the layer-to-tile mapping mapLT

utilizes jL j integers, where each integer speci�es the indexi of tile Ti 2 T assigned
to compute the corresponding layer's output. Architecture-speci�c constraints can be
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incorporated based on the selected hardware accelerator structure. For pipelined archi-
tectures, sequential tile assignment rules ensure e�cient pipeline utilization and resource
management.

3.1.2 Evaluation and Experiments

To evaluate ALWANN, TensorFlow framework was exteneded to support approximate
quantized layers. For the evaluation, ResNet networks (v1 with non-bottleneck blocks) [32]
were chosen and trained to recognize images from CIFAR-10 dataset. The library of ap-
proximate multipliers consists of all 36 eight-bit fully-characterized multipliers from the
publicly available EvoApproxLib library [84].

Figure 3.2 shows the quality of AxNNs obtained using ALWANN from the origi-
nal ResNet-8. The results are compared with three con�gurations of AxNNs:uniform
structures widely used in the literature (see e.g., [36, 35]) where all layers use the same
multiplier, one-accurate structurehypothesizing that one layer is not error-resilient, and
one-approximate structurewhere only one layer is approximated. The proposed method
delivers signi�cantly better AxNNs compared to the manually created AxNNs. The uni-
form structure achieves results comparable to AxNNs with a one-accurate structure. In
contrast to that, AxNN with one approximate layer leads to signi�cantly worse results
because of the small energy saving. The proposed method providesbetter trade-o�s
between the accuracy and energy consumption in comparison with the uniform
NN architectures reported in the state-of-the-art works.

Figure 3.2. Comparison of AxResNet-8 approximate neural networks constructed by
means of the proposed algorithm and NNs having a regular structure.

A bottleneck of the algorithm was the expensive simulation of approximate multipli-
ers on CPU. Although the multipliers were cached, our single-core application has 10x
lower performance than vectorized accurate multiplication. Since one inference of the full
dataset took 54.5 minutes, 7.5 days were needed for the construction of the approximate
neural network. This problem was addressed in [87] by employing approximate operations
on a GPU. The speed was improved more than 200� , and the most complex 50-layer NN
can be approximated in less than 2 hours on a single GPU.
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3.1.3 Overall Results

In Table III in Paper A, the following parameters are reported for each network: relative
accuracy, total and relative energy of convolutional operations. If a target application is
able to tolerate 1% accuracy drop (from 89.15% to 88.1%), for example, more than 30%
of energy can be saved. The evaluation across di�erent architectures shows that it is not
advantageous to use AxNNs having more than 4% (2% for AxResNet-14) degradation of
accuracy for AxResNet-50, because AxResNet-14 (AxResNet-8) exhibit the same quality
but lower energy.

Figure 3.3. Comparison of proposed AxNNs (crosses) with accurate quantized NNs
(points) � the energy reports the energy of multiplications in the con-
volutional layers while Em is energy of one multiplication. Gray points
represent quantized networks that were not approximated.

Complete overview of the best obtained AxNNs having accuracy higher than 65% is
provided in Figure 3.3. In addition to the parameters of the AxNNs for three ResNet
architectures discussed so far, the parameters of all possible ResNet architectures up to
62 layers (see the dots) are included, namely ResNet-20, -44, -56, and -62, that have been
trained in the same way as the remaining ResNet NNs. These NNs have been obtained by
reducing the number of layers by multiples of six, i.e., at block boundaries. In total, seven
di�erent ResNet architectures are included. As evident, our method is able to produce
signi�cantly more design points; more than 40 points are produced from a single ResNet.
Moreover, the majority of the design points are unreachable by simple reduction of the
number of layers (see the blue crosses vs. dot symbols). Considering the computational
complexity, each ResNet instance must be trained separately. For complex structures,
training a new structure can take several days or weeks on computer clusters.
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3.2 Design of Specialized Circuits

While the aforementioned ALWANN methodology successfully optimizes the assignment
of existing approximate 8x8 unsigned multipliers commonly available in libraries [84, 82,
88], the design of specialized circuits tailored to speci�c application requirements rep-
resents a complementary approach for further improving energy-accuracy trade-o�s. To
enhance approximation result quality, we developed a comprehensive set of approximate
multipliers with asymmetric operand bit-widths: wa and wb bits. Considering CNN ap-
plication requirements, we selectedwa = 8 bits (for activations) and wb = 4; 5; 6; 7 bits
(for weights). This asymmetric approach re�ects the typical precision requirements in
CNN inference, where activations maintain higher precision while weights can be more
aggressively quantized.

Figure 3.4. Comprehensive methodology for automated design of approximate multi-
pliers and their systematic integration into CNN accelerators.

Figure 3.4 illustrates the overall methodology for creating and applying specialized
approximate components in neural networks. For more details please follow the original
publication [85].

3.2.1 Design Methodology Using Cartesian Genetic Programming

We selected Cartesian Genetic Programming as the design methodology for its proven ef-
fectiveness in digital circuit optimization and approximation [89, 90]. For each bit-width
con�guration, we generated six di�erent exact multiplier architectures as optimization
seeds. Each seed was optimized for 20 di�erent target error levels� , with 10 independent
CGP runs executed per error level. Recognizing that approximate multipliers target neu-
ral network applications, we integrated the requirement for accurate zero multiplication
(introduced in [35]) together with the WCE constraint in the �tness function F :
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represents the hardware cost of candidate solution~M , estimated as
the sum of areas of the gates used in the solution. The optimization objective minimizes
F . The validity of both conditions is checked using a single pass of exhaustive simulation.
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At the end of the evolution, the found (best-scored for each run) circuits are syn-
thesized using Synopsys Design Compiler. Since error parameters are evaluated through
exhaustive simulation, all relevant error metrics can be computed e�ciently. For example,
obtaining the complete response of the largest 8x7-bit multiplier to all input combinations
requires less than 2 milliseconds on a single core of the average server CPU.

3.2.2 Evaluation and experiments

The number of generated circuits for each con�guration ofwa and wb is given in Tab. 3.1.
This table also reports the number of non-dominated (Pareto-optimal) implementations
that are included in our evolved library EvoApproxLib.

Table 3.1. The number of generated / non-dominated implementations of approximate
8xN multipliers in EvoApproxLib.

approximate mutliplier wa � wb

seed 8x7 8x6 8x5 8x4

RCAM 841 / 607 1,074 / 770 1,135 / 866 1,190 / 886
CSAM1 955 / 646 1,049 / 765 1,078 / 777 1,395 / 1,012
CSAM2 888 / 604 1,027 / 723 1,263 / 831 1,235 / 880
WTM 1 1,038 / 709 1,136 / 778 1,281 / 906 1,250 / 931
WTM 2 916 / 621 1,202 / 817 1,241 / 894 1,359 / 935
WTM 3 1,051 / 699 1,099 / 810 1,231 / 913 1,241 / 941
total 5,689 / 2,192 6,587 / 2,749 7,229 / 3,402 7,670 / 3,676

As evident from Tab. 3.1, the usage of di�erent seeds is bene�cial because more
unique circuits are obtained at the end; see the number of non-dominated solutions in
the row denoted `total` in comparison with the remaining ones. For instance, 8x7-bit
multipliers yield 2,192 non-dominated circuits from all seeds compared to 607 from RCAM
alone. However, the total Pareto front size remains substantially smaller than the sum of
individual non-dominated solutions, indicating that similar design points can be reached
from di�erent seed architectures.

The proposed library enables more sophisticated resilience analysis in CNNs com-
pared to previous methodologies. Prior research on approximate multipliers in CNNs
primarily studied bit-width reduction impacts [29, 18, 91] and considered limited approx-
imate multiplier sets [36, 92]. Our previous studies utilizing the older version of EvoAp-
proxLib library applied only symmetric approximate multipliers with identical operand
bit-widths [35, 93, 94, 66].

3.2.3 Application in ResNet Neural Networks

The comprehensive library of asymmetric approximate multipliers enables immediate
analysis of their impact on both classi�cation accuracy and power consumption reduction.
This case study examines scenarios where all 8-bit multiplications across all convolutional
layers are replaced with identical approximate multiplier implementations (i.e., uniform
architecture).
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Figure 3.5. Comparison of energy-accuracy trade-o�s achieved by di�erent approxima-
tion strategies in ResNet-14 classi�cation, demonstrating the superiority of
asymmetric approximate multipliers over traditional approaches.

Figure 3.5 illustrates various trade-o�s achievable using di�erent approximation strate-
gies for ResNet-14 CNN: common truncation (green points), BAM multipliers [88] (orange
points), 8x8-bit approximate multipliers from 35-multiplier set in the previous version of
EvoApprox library (red points), and accurate 8ÖN -bit multipliers (blue points), where
N 2 f 7; 6; 5; 4g bits accommodate the weights. Note that rounding toN bits is performed
o�ine before storing N -bit weights in weight memory, with unused bits truncated.

Since 8xN -bit exact multipliers provide high-quality results, we analyzed the impact of
employing 8xN -bit approximate multipliers on CNN accuracy and energy requirements.
From all results reported in Table 3.1, we selected 6,345 non-dominated circuits for each
8xN -bit approximate multiplier con�guration and evaluated them across four ResNet
versions.

Figure 9 in Paper B demonstrates that selecting appropriate 8xN -bit approximate
multipliers consistently outperforms 8x8-bit approximate multipliers, enabling greater
energy savings for equivalent accuracy degradation. Furthermore, 8xN -bit approximate
multipliers naturally use reduced-precision weights, signi�cantly reducing memory re-
quirements.

A critical question involves determining whether more aggressive approximations ap-
plied to larger ResNets provide better trade-o�s than moderate approximations applied
to smaller ResNets. We analyzed these trade-o�s in Figure 3.6, plotting classi�cation
accuracy against total multiplication energy across all convolutional layers.

Figure 3.6 shows a set of solutions in which a careful approximation of a smaller
network always represents a better trade-o� than a heavily approximated larger network.
Furthermore, a suitable approximate multiplier still provides a better trade-o� than an
accurate multiplier operated on a reduced bit width. These results align with ALWANN
methodology �ndings presented in Section 3.1.
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Figure 3.6. The classi�cation accuracy on CIFAR-10 and the total energy of multipli-
cation in various approximate implementations of ResNet CNNs (points)
and accurate, but quantized ResNet CNNs (crosses) contrasted with the
ALWANN method.

3.3 Neural Architecture Search Integration

Figure 3.7. Pareto fronts obtained by EvoApproxNAS for four optimization scenar-
ios compared with various ResNet networks optimized with the ALWANN
method (crosses) on the CIFAR-10 benchmark.

Beyond optimizing accelerators for speci�c neural networks, an alternative approach
involves creating neural networks tailored to speci�c accelerator characteristics. This task
can be addressed through neural architecture search using evolutionary algorithms guided
by hardware parameters [95, 96] or gradient-based approaches such as DARTS [97].

In 2021, we proposed a multi-objective NAS method, EvoApproxNAS [96], based
on Cartesian genetic programming for evolving convolutional neural networks (CNN).
The method allows approximate operations to be used in CNNs to reduce the power

Evolutionary Optimization of Neural Network Accelerators 25



Chapter 3. Approximate Hardware Accelerators of NNs

consumption of a target hardware implementation. During the NAS process, a suitable
CNN architecture is evolved together with selecting approximate multipliers to deliver
the best trade-o�s between accuracy, network size, and power consumption. This work
employs the 8xN-bit multipliers introduced in Section 3.2. Compared to the ALWANN
method, as shown in Figure 3.7, the proposed EvoApproxNAS produces CNNs, which
dominate the ResNet CNNs (denoted by AxResNet-8, AxResNet-14, and AxResNet-50)
optimized by the ALWANN method. However, the time required for one NAS run was
53 GPU hours at a high-end NVIDIA Tesla V100 GPU, compared to 2 hours required by
ALWANN.

3.4 Research Context and Progress over Time

The systematic application of approximate components in neural network accelerators
represents one of the most promising approaches for minimizing energy requirements in
modern computing systems. Building upon our foundational contributions initiated in
2016 [35] in collaboration with Prof. Kaushik Roy (Purdue, US) and his team, this
research area has evolved through several interconnected developments that address key
challenges in approximate neural network acceleration.

3.4.1 Early Foundations and Component Design

The initial work established the importance of application-speci�c constraints, particu-
larly the requirement for accurate multiplication by zero, which proved critical for overall
neural network accuracy and could be e�ectively handled by CGP-based design methods.
However, these early studies focused on simple architectures like LeNet. This limitation
was subsequently addressed by Sarwar et al. [36], who extended approximate computing
techniques to large-scale neural networks. Concurrently, joint research with Ansari [93]
explored optimal error metrics for approximate components in neural network appli-
cations, leading to the adoption of application-driven error metrics [98] in CGP-based
component approximation.

3.4.2 System-Level Integration and Simulation Tools

The challenge of optimal component assignment led to the development of the ALWANN
framework [66], which employs design space exploration algorithms to systematically
assign approximate components to neural networks. To support larger network evalua-
tions, a CPU-based TensorFlow extension was initially developed for approximate neural
network processing. However, computational bottlenecks necessitated more e�cient im-
plementations. Vaverka et al. [87] developed a GPU-based simulation for approximate
multipliers, later extended to support advanced layer types, including depthwise convo-
lution and MobileNet architecture and ImageNet dataset [99]. In parallel, De la Parra et
al. [100] developed ProxSim, a PyTorch-based implementation that has gained widespread
adoption and continues to evolve with recent extensions [101, 102].
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3.4.3 Neural Architecture Search Integration

The availability of fast simulation tools enabled the integration of approximate compo-
nents with neural architecture search methodologies. Our student M. Pinos developed
NAS approaches supporting approximate components [95, 96], which were subsequently
extended to incorporate gradient-based NAS methods [97]. This integration demonstrates
how approximate computing can be embedded into higher-level architectural optimization
processes.

3.4.4 Hardware Validation and Energy Modeling

A critical challenge in approximate neural network acceleration involves accurate energy
consumption estimation in real-world hardware implementations. Recent research has
addressed this through precise estimation using state-of-the-art tools such as Timeloop
and Accelergy [33, 30]. These studies validated the fundamental assumptions regarding
inference energy based on multiplication counts and individual operation energy, while
incorporating memory access overheads. Alternative approaches have employed surro-
gate models to accelerate the typically expensive neural network mapping optimization
process [33].

3.4.5 Future Research Directions

Despite a signi�cant progress, several fundamental challenges remain. The development
of actual PE-based hardware accelerators with integrated approximate components repre-
sents a key future direction. While some adaptations of existing accelerators like NVDLA
have been proposed (for example, for error injections [103]), complete approximate ac-
celerator implementations remain to be demonstrated. The approximation process of a
particular component (e.g., an approximate multiplier) is controlled by a common metric
(such as WCE) applied at the level of the component. The fundamental question of op-
timal error metrics that best correlate with overall neural network accuracy continues to
be an active area of investigation, requiring further theoretical and empirical research to
establish de�nitive guidelines for approximate component design and selection. Another
challenge coming with recent advances in ML is new types of networks, such as Trans-
former networks. The open challenge is also cross-layer approximation, which is common
not only in the area of NNs, but also in all approximate applications [104, 105, 106].
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CHAPTER 4

Capsule Neural Networks
Accelerator Optimization

This chapter presents a comprehensive approach to optimizing specialized hardware ac-
celerators using design space exploration. As an application example, we selected Capsule
Neural Networks (CapsNets) to systematically explore and optimize both computational
structures and memory subsystem organizations. Unlike traditional convolutional neu-
ral networks, CapsNets introduce unique computational challenges through their multi-
dimensional capsules and dynamic routing algorithms, necessitating specialized hardware
acceleration strategies.

Our optimization methodology targets the CapsAcc accelerator architecture, employ-
ing evolutionary algorithms and design space exploration to optimize processing element
(PE) con�gurations and memory hierarchy designs. This chapter is built upon the joint
work with Dr. Alberto Marchisio [20, 21, 107].

4.1 Capsule Neural Networks

4.1.1 Architecture

Sabour and Hinton et al. [108] investigated the Capsule Networks (CapsNets), an en-
hanced type of DNNs which has multi-dimensional capsules instead of uni-dimensional
neurons (as used in traditional DNNs). The ability to encapsulate hierarchical informa-
tion of di�erent features (position, orientation, scaling) in a single capsule allows achieving
high accuracy in computer vision applications [108]. Rajasegaran et al. [109] proposed a
deeper version of the CapsNets (DeepCaps) that performs well on the image classi�cation
task, such as the CIFAR10 dataset.

CapsNets are characterized by three fundamental architectural innovations that dis-
tinguish them from traditional neural networks:

� Multi-dimensional Capsules: Unlike scalar neurons in traditional networks, cap-
sules are vector-valued computational units capable of encapsulating hierarchical
information about multiple feature attributes, including spatial position, scale, and
orientation relationships.

� Squash Activation Function: A specialized multi-dimensional nonlinear activa-
tion function designed to e�ciently normalize prediction vectors while preserving
directional information encoded within capsule outputs.
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� Dynamic Routing Algorithm: An iterative algorithm that learns connection
strengths between successive capsule layers during inference execution. This algo-
rithm represents a fundamental departure from traditional feed-forward processing,
introducing feedback loops that complicate hardware parallelization and pipeline
optimization.

Figure 4.1. Architecture of the CapsNet for inference, highlighting the feedback loops
introduced by dynamic routing in the ClassCaps layer (indicated by red
arrows) [108].

The dynamic routing mechanism presents the most signi�cant challenge for hard-
ware implementation. As illustrated in Figure 4.1, CapsNet inference employs feedback
loops within the ClassCapslayer, fundamentally disrupting the feed-forward processing
paradigm that enables e�cient parallelization in traditional neural network accelerators.
This iterative routing process requires multiple computational passes, each dependent
on results from previous iterations, creating complex data dependencies that must be
carefully managed in hardware implementations.

Figure 4.2. Detailed view of the dynamic routing by agreement algorithm, showing the
iterative computation �ow and data dependencies within CapsNet layers.
The white boxes represent scalar data, boxes with arrows are vectors [20].

Figure 4.2 provides a detailed view of the dynamic routing operations, illustrating the
complex computational �ow that distinguishes CapsNets from conventional architectures.

The DeepCaps architecture [109] extends the original CapsNet design with deeper
network structures and enhanced connectivity patterns. As shown in Figure 4.3, Deep-
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Caps introduces skip connections alongside 2D and 3D convolutional capsule layers (Con-
vCaps), creating a more complex computational graph that requires sophisticated hard-
ware optimization strategies.

Figure 4.3. The DeepCaps architecture of [109].

The DeepCaps architecture begins with a traditional convolutional layer employing
ReLU activation, followed by 15 ConvCaps2D layers utilizing squash activation functions.
The network incorporates parallel ConvCaps2D layers that operate concurrently with
every three sequential layers, with the �nal parallel layer implementing 3D convolution
and dynamic routing.

4.1.2 CapsAcc Accelerator

However, CapsNets are also signi�cantly more complex compared to the traditional DNNs
due to their new operations and processing �ow, and thereby require new hardware spe-
cializations to realize energy-e�cient embedded implementations. To address the com-
putational intensity and unique algorithmic requirements of CapsNets, Marchisio et al.
developed the CapsAcc accelerator [7], a specialized inference engine designed speci�cally
for capsule network computations. The accelerator focuses on optimizing the compute
array architecture while providing specialized support for dynamic routing algorithms.

The top-level architecture of the accelerator is shown in Figure 4.4, where the green-
colored blocks highlight the di�erences over other existing accelerators for CNNs. At the
core, the CapsAcc architecture has a PE array that is responsible for all the matrix and
vector operations in the CapsNets. The choice of PE arrays is based on the fact that they
have been demonstrated to be extremely e�cient in processing convolutional layers [110],
which are also the initial layers of the CapsNets.

Moreover, the CapsAcc supports a specialized data�ow [21], which allows for exploit-
ing the computational parallelism for multi-dimensional matrix operations. The partial
sums are stored and properly added together by the accumulator unit. The activation
unit performs di�erent activation functions, according to the requirements for each stage.
The bu�ers (Data, Routing and Weight Bu�ers) are essential to temporarily store the
information to feed the PE array without accessing the data and weight memories fre-
quently. The two multiplexers at the input of the PE array introduce the �exibility to
process new data or reuse them, according to the respective data�ow. The control unit
coordinates all the operations at each stage of the inference.
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Figure 4.4. Overview of the CapsAcc Architecture [7, 21].

4.2 Accelerator Optimization

The original CapsAcc design employed �xed architectural parameters, limiting its adapt-
ability to di�erent CapsNet con�gurations and optimization objectives. To achieve high-
performance, energy-e�cient implementations across diverse deployment scenarios, we
developed FEECA (construction of a low-latency (Fast), Energy-E�cient CapsNet Accel-
erator), a comprehensive methodology for systematic design space exploration of CapsNet
hardware accelerators [21].

Figure 4.5 presents the complete FEECA framework, which requires a target CapsNet
architecture and optimization objectives as inputs, producing a set of Pareto-optimal
accelerator con�gurations as output.

The methodology works as follows. First, we construct a generic con�gurable CapsAcc
accelerator, with a set of possible con�gurations (the search space for further optimiza-
tion) and analytical models to calculate the parameters of the accelerator for a given
con�guration, such as energy consumption, chip area, and delay (latency taken during
the inference of one CapsNet input element). The analytical models use a set of pre-
synthesized internal primitives such as PEs and registers. Then, a space-search engine is
used to �nd the optimal con�gurations of a generic CapsNet accelerator. Since two or
more optimization parameters are typically required, a multi-objective search algorithm
is needed to �nd con�gurations that trade o� all the parameters. In this work, we propose
to deploy two di�erent search algorithms, i.e., the brute-force and evolutionary NSGA-II
algorithm, to reduce the search time.
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Figure 4.5. Our FEECA methodology for obtaining Pareto-optimal design con�gura-
tions of the CapsNet accelerators w.r.t. the given optimization objectives.

The output of the search engine is a set of con�gurations. These con�gurations are
applied to the generic CapsNet accelerator to get the �nal set of Pareto-optimal acceler-
ators.

4.2.1 Generic CapsNet Accelerator

A key innovation in our approach involves the development of generic processing elements
with con�gurable input/output characteristics. Unlike the original CapsAcc (Fig. 4.4)
PE design, our generic PEs support multiple weight-data input pairs (npe) that undergo
parallel multiplication followed by tree-structured reduction.

Such types of PEs can be generated in a con�gurable manner, varying the following
parameters:

� Input Parallelism: Number of input pairs npe with bit-width bin

� Output Precision: Partial sum bit-width bout

� Pipeline Depth: Number of pipeline stagesnstg

� Array Dimensions: PE array rows and columns (#ROWS, #COLS)

Figure 4.6 illustrates the evolution from the original single-input PE design to our
generalized multi-input architecture. The tree-structured reduction network maintains
minimal logical depth D = dlog2 (nout + 1) e, wherenout represents the maximum number
of multiplier outputs requiring summation. The constraint bout � 2bin ensures su�cient
precision for accumulating multiplication results.

Pipeline optimization involves strategic insertion of registers along critical paths to
reduce combinational delay, controlled by thenstg parameter. While pipelining improves
clock frequency, it introduces area and energy overhead due to additional register require-
ments at each pipeline stage.
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(a) (b)

Figure 4.6. Processing element evolution:(a) original architecture with single input
pair, (b) generalized PE with npe = 8 pairs, bin = 8, bout = 25, and
nstg = 1.

4.2.2 Design Space Exploration

The generic architecture serves as a baseline to deploy our FEECA methodology, whose
goal is to �nd Pareto-optimal sets of architectural parameters of the CapsAcc acceler-
ator to achieve a good tradeo� between our design objectives, which are area, energy,
and performance. For smaller parameter spaces, brute-force enumeration ensures com-
plete coverage of all possible con�gurations. For larger spaces, the NSGA-II evolutionary
algorithm [58] provides e�cient exploration while maintaining solution quality.

Rapid and accurate estimation of hardware parameters enables e�cient design space
exploration. Our modeling approach focuses on hardware-centric metrics of the acceler-
ator that do not impact CapsNet accuracy, speci�cally targeting area, delay, and energy
consumption.

Area Estimation: The proposed area model employs bottom-up estimation based
on a fully characterized set of primitives (PEs, registers) for a given clock periodT. PE
array area is computed as the sum of individual PE areas arranged in a Cartesian grid
con�guration, enabling rapid evaluation without full synthesis.

Delay Modeling: Modeling the delay, i.e., the computation latency of one infer-
ence pass of the CapsNet, is the most critical step, because it has to take into account
having di�erent values of the internal primitives, as well as di�erent data�ows for each
layer/operation of the inference. We develop operation-speci�c analytical models that
compute clock cycle requirements based on layer characteristics and accelerator parame-
ters, i.e., nstg ; npe; #COLS ; #ROWS . For each layer, the delay is computed by multi-
plying the number of clock cycles by the clock period. Total inference delay is calculated
as the sum of operation-speci�c delays.
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Energy Consumption: Energy modeling decomposes total consumption into com-
putational and memory access components. PE array energy is computed from character-
ized component power consumption multiplied by operation duration in a similar way as
the area. Memory energy includes both SRAM access costs and leakage power, estimated
using CACTI tool parameters [111] for an 8MB maximum SRAM con�guration.

4.2.3 Experiments and Evaluation

We validated the FEECA methodology using CapsNet models trained on the German
Tra�c Sign Recognition Benchmark (GTSRB) dataset [112]. Figure 4.7 illustrates the
complete experimental setup, where search algorithms explore di�erent con�gurations to
identify Pareto-optimal solutions based on design objectives.

Figure 4.7. Experimental setup (orange) and tool�ow for this section.

The evaluation framework incorporates synthesized components (PEs and registers)
with analytical models extracted from baseline CapsAcc performance during CapsNet
inference. Bit-widths bin and bout remain constant to maintain classi�cation accuracy
while exploring architectural alternatives. The NSGA-II runs for 1000 generations, with
parent P and o�spring Q population sizesjPj = jQj = 150, to �nd up to 150 Pareto-
optimal con�gurations. The re�nement of these parameters is described in detail in
Paper D.

Since the CapsNet design space is relatively small, we were able to compare the NSGA-
II results to the brute-force algorithm to show the ability of the heuristic DSE algorithm
to get close to the optimal solutions.

Figure 4.8 demonstrates the e�ectiveness of the NSGA-II algorithm compared to the
optimal brute-force search. For energy versus delay (E-D) objectives, NSGA-II requires
only 150,150 evaluations (1.31% of the complete search space), reducing exploration time
from 2.5 hours to 30 seconds while identifying 150 Pareto-optimal con�gurations that
belong to the optimal set.

For the area versus delay (A-D) objectives, NSGA-II identi�es 97 of 127 optimal con-
�gurations with an average normalized Euclidean distance (ANED) of2 � 10� 4 from the
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Figure 4.8. Pareto-optimal con�gurations found by the brute-force algorithm (optimal),
NSGA-II algorithm (heuristic), and random search, and the other Pareto-
dominated solutions (brute-force), for (left) energy vs. delay and (right)
area vs. delay objectives. The optimal con�gurations are overlapped by the
heuristic search.

optimal solutions. Comparison with a random search [81] reveals that NSGA-II achieves
67Ö and 146Ö lower ANED for E-D and A-D objectives, respectively, demonstrating
better exploration e�ciency.

Figure 4.9. Energy and delay characteristics of individual CapsNet layers for con�gu-
rations optimized globally (blue dots) versus layer-speci�cally (red dots).
The highlighted solution demonstrates the dominance of PrimaryCaps and
Conv1 layers' requirements in overall optimization.

Figure 4.9 shows the complex relationship between global and layer-speci�c optimiza-
tion objectives. The PrimaryCaps layer dominates overall energy and delay character-
istics, causing global optimizations to align closely with PrimaryCaps-speci�c require-
ments. However, this global optimization degrades performance for Conv1, Sum, and
Update layers, illustrating the challenge of balancing competing layer requirements.

The highlighted solution (nstg = 1, npe = 7, #COLS=12, #ROWS=1, membw =
1024, T = 2ns) consumes approximately 80% of its energy in PrimaryCaps and Conv1
layers, while other layers contribute minimally to overall consumption. This analysis
provides crucial insights for architects seeking to balance global e�ciency with layer-
speci�c performance requirements.
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Figure 30 in Paper D presents results for three-objective optimization targeting area,
energy, and delay simultaneously. The 3D visualization reveals complex Pareto frontiers,
while 2D projections using objective products ( energy� delay (EDP), area � delay
(ADP), and energy � area (EAP)) provide clearer analysis of trade-o�s. By reducing the
dimension of the space, only a smaller number of solutions remain in the Pareto frontiers.

4.3 Memory Subsystem

The memory hierarchy design represents a critical component of energy-e�cient CapsNet
acceleration. Our analysis demonstrates that memory subsystems contribute up to 96%
of total energy consumption in CapsNet hardware implementations [20], necessitating
specialized optimization approaches that address the unique memory access patterns of
capsule networks.

Traditional memory hierarchies for DNN accelerators typically employ o�-chip DRAM
coupled with on-chip SRAM acting as scratchpad memory rather than traditional cache
structures [113]. While general-purpose memory design methodologies exist [114], achiev-
ing high energy e�ciency for CapsNets requires application-speci�c design and optimiza-
tion strategies.

Hence, to understand the corresponding design challenges and the optimization po-
tential, we perform a detailed analysis of the memory requirements in terms of size, band-
width and number of accesses for every stage of the CapsNet inference when mapping it
the CapsAcc[7] and to a traditional DNN accelerator like TPU [110].

Figure 4.10. Memory utilization of the Google's CapsNet [108] inference, mapped on
a specializedCapsAccaccelerator [7] and TPU [110]. The bars represent
the on-chip memory usage per layer. The dashed lines show the maximum
requirement.

Figure 4.10 shows the on-chip memory utilization in the two accelerator architectures.
The dashed lines represent their respective maximum values. Note, unique operations
(like ClassCaps, Sum, Squash, Update, and Softmax) of Google's CapsNet [108] inference
mapped onto theCapsAccaccelerator of [7] exhibit a di�erent memory utilization pro�le
compared to when mapped to a memory architecture designed for traditional DNNs like
TPU [110].

This analysis unleashes the available design and optimization potential for improving
the memory energy e�ciency when considering a specialized memory architecture for
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a given CapsNets accelerator. This architecture can be obtained by the design space
exploration of di�erent design parameters of the memory hierarchy (like size, number of
banks, partitions, etc.) for multiple levels, which can a�ect the e�ciency of each other.

For instance, intensive on-chip scratchpad memory (SPM) accesses lead to high en-
ergy and performance overhead, requiring a large on-chip memory coupled with CapsNet
accelerators supporting e�cient data reuse to alleviate the overhead of excessive o�-chip
memory accesses. However, a large SPM impacts the chip area and the correspond-
ing leakage power. Therefore, besides e�cient sizing and partitioning of the SPM, an
application-speci�c power-gating control is also required for further energy reduction un-
der di�erent run-time scenarios of diverse memory usage. They are in�uenced by di�erent
processing steps of the executing CapsNet algorithm, while considering the corresponding
wakeup overhead.

4.3.1 Architectural Modi�cation of Memory Subsystems

To address the memory limitations of the baseline CapsAcc architecture, we developed
DESCNet (Developing E�cient Scratchpad Memories for Capsule Network Hardware), a
specialized memory hierarchy designed speci�cally for CapsNet acceleration. The archi-
tecture incorporates both on-chip scratchpad memory (SPM) and o�-chip DRAM, with
sophisticated partitioning and power management capabilities.

(a) (b)

Figure 4.11. Architectural view of the CapsNet inference accelerator.(a) Baseline ar-
chitecture of [7]. (b) Modi�ed architecture for this work with o�-chip
and on-chip memory partitioning, which is more practical for embedded
implementations.

Figure 4.11 contrasts the baseline CapsAcc architecture with our enhanced DESCNet
design. We developed a modi�ed architectural model of CapsNet hardware with a memory
hierarchy consisting of an on-chip SPM and an o�-chip DRAM, as shown in the blue-
colored boxes and green-colored boxes, respectively.

The DESCNet architecture consists of on-chip memory connected to the CapsNet ac-
celerator and to the o�-chip memory through dedicated bus lines. The SPM is partitioned
into B banks, where each bank consists ofSC number of equally-sized sectors. All the
sectors with the same index across di�erent banks are connected through a power-gating
circuitry to support an e�cient sector-level power-management control, at the cost of
some area overhead. For more details, please follow the original Paper [20].
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(a) (b) (c)

Figure 4.12. Di�erent Architectural Design Options of the On-Chip SPM of the Caps-
Net Accelerator that are evaluated in our Application-Driven Memory
DSE: (a) Shared Multi-Port Memory. (b) Separated Memory.(c) Hybrid
Memory (Shared and Separated).

Our memory model can be generalized for di�erent memory organizations supporting
di�erent sizes and levels of parallelism, including multi-port memories. Towards this, we
study the following three di�erent design options shown in Figure 4.12.

Shared Multi-Port Memory (SMP): A uni�ed on-chip memory with three ports
enabling parallel access to weights, input data, and accumulator storage. This design
maximizes resource sharing but may create access con�icts during peak utilization peri-
ods.

Separated Memory (SEP): Independent on-chip memories for weights, input data,
and partial sums. This approach eliminates access con�icts but may result in suboptimal
resource utilization during operations with asymmetric memory requirements.

Hybrid Memory (HY): A combination approach that provides both shared multi-
port memory and dedicated memories, enabling �exible resource allocation based on
operation-speci�c requirements while maintaining parallel access capabilities.

4.3.2 Methodology for DSE of Scratchpad Memories

Figure 4.13 illustrates our comprehensive methodology for memory subsystem optimiza-
tion. The framework requires CapsNet model speci�cations and hardware accelerator
characteristics as inputs, producing Pareto-optimal memory con�gurations (i.e., size,
number of banks and sectors) with associated energy and area metrics.

The key steps of our methodology are:

1. The extraction of the memory usage and memory accesses for each operation of the
CapsNet inference. While the usage is needed for de�ning the design options and
sizes, the read and write accesses, along with the operation-wise clock cycles, are
used for computing the energy consumption.

2. An analysis of the design options (SMP, SEP, HY ), and de�nition of the memory
con�gurations, such as size and number of banks and sectors for the power-gating.

3. A DSE of the possible memory con�gurations under analysis, through an exhaustive
search, to �nd and select the non-dominated solutions. The estimation of area
and energy consumption, with and without the power-gating option, are conducted
through the CACTI-P tool [111].
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The relatively small discrete design space for memory con�gurations enables exhaus-
tive search with reasonable computational overhead. Complete design space exploration
including the estimation of energy and area provided by CACTI-P [111] requires 1.5 min-
utes for Google's CapsNet and 22 minutes for DeepCaps on a single-threaded AMD Ryzen
5 CPU with 32GB RAM. For larger design spaces or more sophisticated memory models,
heuristic multi-objective algorithms can be readily integrated into the framework.

Figure 4.13. DESCNet design space exploration and tool�ow.

4.3.3 Experiments and Evaluation

We selected the baseline CapsNets [108] network as an input to optimize area and energy
of the on-chip memory for di�erent memory architectural options (SEP, SMP, and HY).
The results of di�erent DESCNet architectural designs of the scratchpad memory for the
CapsNet on the MNIST dataset are discussed below.

Figure 4.14 shows theresults of the design space exploration : the trade-o�
between energy and area for 15,233 di�erentDESCNet architectural con�gurations. For
each design option (SMP, SEP, HY) and its corresponding version with power-gating
(with su�x -PG), the Pareto-optimal solutions with the lowest energy are selected for
further analysis. Note, whileSEP, SEP-PG and HY-PG belong to the Pareto-frontier,
HY, SMP and SMP-PG are dominated by other con�gurations.

The selected results are analyzed in detail in Figure 4.15. Figure 4.15a shows
the area breakdown of di�erent memory components of theDESCNet. We notice that,
while the organization SEP has relatively larger memory sizes, compared to the other
architectures, its area is relatively smaller. The energy breakdown shown in Figure 4.15b
illustrates that the design option HY-PG is more energy e�cient than the others, due
to having high �exibility and thus the higher potential of power-gating an heterogeneous
combination of sectors, as compared to other designs such as theSEP-PG, whose energy
consumption is slightly higher. Note, despite having a smaller size than the weight
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Figure 4.14. DSE results of theDESCNet memory con�gurations for the CapsNet.

memory, the shared memory of theHY organization consumes a higher energy, due to
the more complex internal architecture of a multi-ported memory. Figure 4.15c compares
static and dynamic power consumption and shows that, for example, moving fromSMP
to SEP and then to HY, can reduce the dynamic energy reduced progressively. Besides
this, we noticed that the wakeup latency overhead is negligible. Figure 4.15d shows
that though the absolute values vary, the relative proportions of the energy consumption
by di�erent operations of the CapsNet inference remain approximately similar across
di�erent memory designs. The highest portion of energy comes from thePrimaryCaps
(Prim) layer, since it has a high memory utilization and frequent access to it, requiring
most of the available memory, and thereby providing limited power-gating potential. On
the contrary, the energy consumed by the dynamic routing operations (i.e.,Sum+Squash,
Update+Softmax) is signi�cantly lower for the -PG organizations.

The main bene�t of having an HY con�guration is that the peaks in the operation-
wise memory usage can be amortized by the utilization of the shared memory. It can
be illustrated by Figure 29 in Paper E. We can see for each operation, the fraction of
the memory usage that is covered by the shared memory (represented with silver-colored
�lled bars), thereby lowering the sizes of the other memories.

An example showing the power-gating mechanism for theHY-PG organization is
reported in Figure 4.16. The �gure highlights that the shared memory is often powered
OFF , except for theClassCaps(Class) operation, where its sectors are active and contain
part of the necessary weights for this operation.

Similarly to the above-discussed results for the CapsNet [108], detailed evaluations are
also conducted for the DeepCaps [109] in Paper E. Compared to the CapsNet, the Deep-
Caps needs larger memory sizes to e�ciently handle the large-scale and more complex
computations.
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Figure 4.15. Google's CapsNet Results for di�erent components of theDESCNet mem-
ory con�gurations: (a) Area breakdown, (b) Energy breakdown, (c)
Static vs. dynamic energy consumption,(d) Energy breakdown of the
di�erent operations of the CapsNet inference.

4.4 Neural Architecture Search

The FEECA and DESCNet exploration frameworks optimize the architecture of the
accelerator, while the target NNs are the same. Therefore, these optimizations do
not a�ect the overall accuracy. To perform a cross-layer optimization, we proposed
NASCaps [107], an automated framework for the hardware-aware NAS of di�erent types
of DNNs. This framework covers both traditional convolutional DNNs and CapsNets,
deploying an NSGA-II as the DSE algorithm. The proposed framework jointly optimizes
the network accuracy and the corresponding hardware e�ciency, expressed in terms of
energy, memory, and latency of a given hardware accelerator executing the Capsule Net-
work inference. The estimation of the parameters is built on top of the presented models
of CapsAcc architectures.

The framework uses the evolutionary search with a linear encoding of sequences of
layers. Besides supporting the traditional DNN layers (such as convolutional and fully-
connected), our framework supports CapsNets layers (such as PrimaryCaps and Dynamic
Routing algorithm) in the NAS-�ow. The details about the encoding are given in Paper F.
For example, we evaluated the NAS on Fashion-MNIST and CIFAR-10 datasets and com-
pared them to the state-of-the-art CapsNet and DeepCaps architectures. The parameters
of �nal Capsule Networks found by this NAS approach are shown in Figure 4.17.

One of the best solutions on Fashion-MNIST (Figure 4.17a) dataset achieves an ac-
curacy of 92.15% in 51 epochs. This solution improved the latency (-79.38%), energy
(-88.43%), and memory footprint (-63.05%) compared to both the CapsNet and Deep-
Caps architectures, with almost the same accuracy, which is 93.94%.

A solution found by the CIFAR10-NAS (Figure 4.17b) achieved an accuracy of 85.99%
after 300 epochs of training, while signi�cantly improving all the other objectives, com-
pared to the DeepCaps architecture. This particular solution reduced the energy con-
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Figure 4.16. Illustrative example of the power-gating, applied to theHY-PG design
option for the Google's CapsNet. The colored boxes represent the memory
sectors de�ned by banks. TheON sectors are �lled in white, while the
OFF sectors in grey.

sumption by 52.12%, the latency by 64.34%, and the memory footprint by 30.19%, com-
pared to the DeepCaps executed on the CapsAcc accelerator, while encountering a slight
accuracy drop of about 1%, while using the same training settings.

4.5 Research Context and Progress over Time

The research on Capsule Neural Networks presented in this thesis emerged from address-
ing a critical limitation in earlier deep neural network approximation work introduced in
Chapter 3: the absence of validated energy models for hardware accelerators. While tools
like Timeloop [23] were subsequently developed to address this gap and integrated to our
research later [33], the availability of the CapsAcc accelerator [7] architecture provided
an ideal testbed for developing and validating comprehensive energy and latency models
for specialized neural network acceleration.

4.5.1 Error Resilience Analysis

The initial research phase focused on understanding the error resilience characteristics of
Capsule Networks through the ReD-CaNe framework [115]. This analysis involved sys-
tematic noise injection across di�erent components of the CapsAcc accelerator to identify
critical network components and quantify their contribution to overall energy consump-
tion. The resilience analysis guided subsequent optimization strategies by establishing the
relationship between component-level errors and system-level performance degradation.

4.5.2 Hardware and Architecture Optimization

Building upon the established energy models, two complementary research directions
were pursued in parallel. The �rst track focused on hardware accelerator optimization
without modifying computational precision, resulting in the FEECA framework [21] for
systematic design space exploration and the DESCNet methodology [20] for specialized
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(a)

(b)

Figure 4.17. Fully-trained DNN results for (a) the Fashion-MNIST, and (c) CIFAR-10
datasets.

memory hierarchy optimization. These approaches demonstrated how architectural mod-
i�cations alone could achieve signi�cant e�ciency improvements while maintaining full
computational accuracy.

The second research track addressed neural architecture search speci�cally tailored for
Capsule Networks with specialized layer types. In collaboration with Andrea Massa from
Politecnico di Torino, the NASCaps framework [107] was developed to perform multi-
objective neural architecture search using accurate CapsAcc accelerator models for hard-
ware parameter estimation. This framework was subsequently extended to incorporate
security considerations, speci�cally robustness against adversarial attacks [116], demon-
strating how multi-objective optimization can address accuracy, hardware e�ciency, and
security requirements simultaneously.

4.5.3 Integration and Cross-Layer Optimization

The culmination of these research directions was achieved through comprehensive integra-
tion in the cross-layer optimization framework developed during Dr. Alberto Marchisio's
doctoral research [117].

4.5.4 Future Research Directions

Although Capsule Networks were an interesting alternative to classic DNNs in their day,
both are now being phased out in favor of other modern ML models such as Trans-
former Networks. These models increasingly employ multiple processing elements oper-
ating in parallel (as Multihead self-attention layers), creating opportunities for operation
scheduling optimization across multiple PE arrays [118], sparsity-aware computation plan-
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ning [119, 23], and dynamic resource allocation strategies that adapt to varying workload
characteristics. The systematic optimization approaches developed for Capsule Networks
provide a template for addressing these challenges in next-generation neural network ac-
celerators, where the complexity of optimization problems will continue to grow with
architectural sophistication and deployment diversity.

4.6 Contributed Papers

The research presented in this chapter represents collaborative work conducted primarily
with Dr. Alberto Marchisio, the original architect of the CapsAcc accelerator. The au-
thor's contributions focused on evolutionary optimization algorithms, neural architecture
search methodologies, and performance estimation models. The following publications
document our research in detail. The highlighted works are included in this thesis.
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CHAPTER 5

Ternary Neural Networks
Approximation

This chapter presents an approach for designing accelerators for ternary neural networks
(TNNs) using approximate computing techniques. We selected these networks due to
their reduced computational complexity, making them suitable for implementation in
unconventional technologies such as printed electronics. Printed electronics o�er ultra-
low manufacturing costs and enable on-demand fabrication of �exible hardware [120].
However, signi�cant intrinsic constraints from large feature sizes and low integration
density create design challenges that limit their practical application.

To address these challenges, we apply the approximate computing paradigm. Using
evolutionary algorithms, we create inexact neurons and employ multi-objective design
algorithms to assign approximate components to neurons in the TNN. Since we use
technology with �exible fabrication capabilities, it becomes possible to create bespoke
approximate accelerators � including hardwired model parameters [13, 121] and approx-
imations [122, 123] tailored to speci�c machine learning models and datasets. While
this assumption may appear limiting in other contexts such as ASIC systems (except for
FPGA-based solutions), it aligns well with printed electronics, where devices are consid-
ered disposable [124] due to their low fabrication cost and short turnaround times [13].

5.1 Ternary Neural Networks

Ternary neural networks represent a specialized variant of multilayer perceptron net-
works [125] where synaptic weights are constrained to three discrete values:f� 1; 0; 1g.
This constraint eliminates the need for complex multiplication operations, signi�cantly
reducing hardware complexity and energy consumption. The network architecture typi-
cally consists of one or more hidden layers followed by an output layer, with classi�cation
decisions made through argmax selection.

The hardware implementation of TNNs follows bespoke design principles where synap-
tic weights are hardcoded directly into the circuit description. This approach enables sev-
eral optimizations: synaptic weights with zero values result in complete removal of con-
nections, e�ectively eliminating unnecessary computational paths, while non-zero weights
determine the arithmetic operation (addition for +1, subtraction for -1) applied to the
corresponding inputs.
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5.2 One-Bit Input Ternary Neural Networks

This work focuses on approximating TNNs speci�cally designed for printed technology
applications, with particular emphasis on networks utilizing one-bit input features. The
restriction to binary inputs enables the implementation of neurons using popcount opera-
tions, which count the number of ones in input vectors. The use of one-bit inputs provides
additional hardware advantages by allowing the replacement of costly analog-to-digital
converters (ADCs) with e�cient analog-to-binary converters (ABCs) [126]. This sub-
stitution is particularly bene�cial for printed electronics applications where component
complexity directly impacts manufacturing feasibility and cost.

Our target architecture employs a simple TNN with a single hidden layer and one
output layer. The binary input assumption (I j 2 f 0; 1g) ampli�es the bene�ts of ternary
weights, as XNOR operations can be further simpli�ed: weights of -1 become NOT gates,
weights of +1 become direct connections, and zero weights are eliminated entirely.

The output layer requires special handling due to encoding di�erences between hid-
den layer outputs (f� 1; 1g) and input values (f 0; 1g). This is addressed through a linear
mapping that translates 0 to 0.5, with zero-valued weights retained as a+0:5 constant
correction term. By ensuring during training that all output neurons have the same num-
ber of zero-valued connectionsN , this correction term becomes consistent across neurons
and can be omitted without a�ecting argmax results, sinceargmax

�
y + N

2 ; q+ N
2

�
=

argmax (y; q).
The argmax function, which identi�es the output neuron with the highest popcount

value, is implemented using a set of comparators. Figure 5.1 illustrates a represen-
tative (3,2,2) TNN design, where the hidden-layer neurons have weights[0; 1; � 1] and
[� 1; � 1; 1], and the output neurons have weights[1; � 1] and [1; 1].

Figure 5.1. Bespoke (3,2,2) TNN circuit implementation with weight con�guration
[[[0; 1; � 1]; [� 1; � 1; 1]]; [[1; � 1]; [1; 1]]], showing the direct hardware map-
ping of ternary weights to circuit operations.

5.2.1 Proposed Approximation Methodology

The proposed approximation methodology, illustrated in Figure 5.2, consists of three main
phases. In Phase 1, Cartesian genetic programming is used to evolve circuits that approx-
imate the popcount components. In Phase 2, we identify Pareto-optimal combinations
of these circuits to deliver the necessary approximate popcount-compare functionality
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for the hidden-layer neurons. Finally, in Phase 3, the NSGA-II algorithm [58] is applied
to integrate these approximate components into a bespoke TNN circuit, optimizing for
maximum resource e�ciency with minimal impact on accuracy.

For hidden-layer neurons, a binary step activation function is used. The Boolean
output per neuron is de�ned as X

8i

wi I i � 0;

wherewi are synaptic weights andI i are inputs. Givenwi 2 f� 1; 0; 1g, this transforms
to: X

8i :wi =1

I i �
X

8i :wi = � 1

I i � 0 =)
X

8i :wi =1

I i �
X

8i :wi = � 1

I i : [5.1]

With I i 2 f 0; 1g, each sum can be calculated by a popcount operation. Thus, each
hidden-layer neuron requires two popcount circuits and a comparator. The comparator's
complexity is minimal compared to the popcount operations. For example, with 8 inputs,
the comparator uses only 16% of the hidden-layer neuron's total area; for 64 inputs, it
accounts for less than 3%.

We introduced approximate implementations of popcount-compare (for hidden-layer
neurons) and popcount (for output-layer neurons) circuits to improve area e�ciency.

Figure 5.2. Overview of the proposed three-phase TNN approximation framework, in-
cluding Cartesian genetic programming for popcount circuit approximations
in Phase 1, a Pareto analysis for identifying optimal combinations of pop-
count circuits for the construction of approximate popcount-compare cir-
cuits in Phase 2, and their integration into TNN circuits using the NSGA-II
evolutionary algorithm in Phase 3. The underlying technology assumed is
EGFET [120], operating at voltages as low as 0.6-1 V.

For our evaluation, we utilize �ve datasets from the UCI ML repository [127]. These
datasets are chosen for two primary reasons: they enable direct comparisons with state-
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of-the-art designs, and they consist of sensor data suitable for printed electronics appli-
cations, as discussed in studies [13, 14]. To perform digital circuit synthesis and analysis,
we rely on Synopsys Design Compiler and PrimeTime tools, used in conjunction with the
EGFET standard cell library [120].

5.2.2 Approximate Popcount Circuits

An n-bit popcount (PC) operation, implementing the major part of the neurons, sumsn
binary inputs, typically implemented using a tree structure of adders. To approximate
this exact circuit, we employ the evolutionary CGP algorithm [55] as de�ned previously.

The searching algorithm's optimization criterion is the estimated area for the target
technology (e.g., EGFET PDK [120]), while maintaining the error" below a speci�c
threshold, consistent with previous error-oriented approximation research [84, 85]. This
error constraint � is incorporated into the �tness function as follows:

F (c) =

8
<

:
area(c) ; if " (c) � �

1 ; otherwise:

The advantage of this approach is that we can easily handle the properties of EGFET
PDK that di�er from standard CMOS technology. For example, in 45-nm FreePDK
technology, the XNOR and XOR gates are 3.33Ö larger than the NOT gate, while in
EGFET, XOR is 4.57Ö larger and XNOR is 5.91Ö larger than the printed NOT gate.

The PC circuits produce standard arithmetic outputs, allowing the use of conventional
error metrics in the approximation process: mean arithmetic error"mae and worst-case
arithmetic error "wcae. These metrics calculate the average or maximum error across all
input combinations. However, for a large number of bitsn in PC circuits, evaluating all
2n input vectors becomes impractical. To address this, a formal veri�cation approach
using binary decision diagrams (BDD) [78] is used.

Evaluation: The target error limits � mae and � wcae are logarithmically distributed
from 0.1 to 0:5 � 2m and from 1 to 0:5 � 2m , with m = dlog2 ne.

E�cient error " calculation is a critical component of the CGP design algorithm. In
a work [78], we developed a novel algorithm for fast arithmetic error computation based
on formal veri�cation approach BDDs. The algorithm calculates mean and worst-case
arithmetic errors of adder-like circuits (e.g., adders, subtractors, or popcounts) using a
miter circuit construction. In the BDD approach, we create a virtual circuit that computes
the error between the approximate and exact implementations.

We proposed two modi�cations to the baseline algorithm [128]: (a) omitting the one's
complement calculation (ones') and (b) skipping the absolute value calculations (noabs)
as described in algorithms in Paper H. Both proposed implementations achieve a sub-
stantial speedup (2:6� � 31:0� ) compared to the baseline implementation, as shown in
Table II in Paper H. On average, theones' implementation performs better for mean
arithmetic error (MAE) calculation, while worst-case error (WCE) calculation executes
faster without the absolute value (noabs). These veri�cation algorithms enable fast eval-
uation in the CGP design algorithm, leading to better Pareto fronts for adder-like circuit
approximations. As evident from the table, we can verify the mean error of 24-bit adders
(248 input vectors) in less than 0.25 seconds on average.

In the area of PC circuits, we achieve average speeds of 7,759 and 1,362 evaluations
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per second for 16-bit and 32-bit PCs using the proposed BDD evaluation.

Figure 5.3. Comparison between the proposed approximation approach and the previ-
ously used truncation technique for PC circuits of various sizes. The results
displayed are based on post-synthesis area measurements.

A visualization of the obtained results for three PC circuit sizes is provided in Fig-
ure 5.3. The featured circuits are synthesized and evaluated based on the error metrics
and methodology described above. For easier comparison, area results are normalized
relative to the exact PC circuit of the same size. Our results indicate that as the error
limit increases, CGP optimization identi�es increasingly area-e�cient solutions.

Additionally, we assess the e�ectiveness of our approximation approach through a
comparison of our PC circuits with variants derived using the truncation approximation
approach, which has previously been applied in a wide range of approximate circuits,
including multilayer perceptrons [31]. In this case, we achieve about 2Ö area reduction
with "mae of only 0.5 for an 8-bit PC circuit, 1.1 for a 16-bit PC circuit, and 1.9 for a
47-bit PC circuit. Similar results to those shown in Figure 5.3 are observed for other PC
bit-widths.

5.2.3 Approximate Popcount-compare Circuits

Hidden-layer neurons are implemented using popcount-compare (PCC) circuits to realize
Equation [5.1]. Each PCC consists of two PC circuits withnpos-bit and nneg-bit inputs,
respectively, and aj -bit comparator, where j is equal to dlog2 max (npos; nneg)e. To en-
sure a comprehensive analysis and evaluation, PCCs are created for allnpos and nneg

con�gurations found in the target TNNs.
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Distance metric : In approximating non-arithmetic circuits, Hamming distance is
often considered the sole suitable error metric. However, this approach falls short in
the context of approximate computing, as it may not accurately represent the error lev-
els [129]. For example, in 4-bit output arithmetic circuits, an error in one bit position
(0000B ! 1000B ) can be more severe than errors in all four bits (0111B ! 1000B ). This
limitation extends to relational operators as well.

Consider two approximate circuits� a and � b with Boolean output: if � a erroneously
determines that 0 � a 1 = TRUE (a 1-position deviation) and � b incorrectly asserts
that 0 � b 4 = TRUE (a 4-position deviation), both errors result in the same Hamming
distance of 1 (FALSE! TRUE), despite their clearly di�erent magnitude of errors.

The Hamming distance's inability to capture error severity in the context of approx-
imate computing is of particular importance to PCC approximation, which produces a
one-bit output. To address this, we propose a newdistance metric D, inspired by those
we developed in approximate median �lters and sorting networks [130, 131]. This metric
is de�ned as:

D (x; z) =

8
<

:
0; if rel (x; z) = rel0(x; z)

x � z; otherwise
[5.2]

The distanceD is a function of two inputsx and z, an accurate relational function rel
with a Boolean output, and its approximate variant rel0. This provides a more nuanced
measure of error magnitude, addressing the limitations of Hamming distance in this
context. Using D, we de�ne the mean distance error ("mde) and the worst-case distance
error ("wcde) as follows:

"mde =
1

jGj

X

8(x;z )2 G

jD (x; z) j; "wcde = max
8(x;z )2 G

jD (x; z) j; [5.3]

where,G represents the input domain.
Pareto analysis: We create a library of approximate PCC circuits using the proposed

approximate PC circuit. For each PCC circuit con�guration, i.e., (npos; nneg), we �rst
generate all possible approximate PCC circuits by testing all combinations ofnpos andnneg

PC circuits from our approximate PC library, including exact PC circuits as zero-error
designs. Subsequently, we identify Pareto-optimal PCC circuits using two criteria: (i)
accuracy, evaluated through"mde for 106 random (x; z) pairs in Equations [5.2] and [5.3],
and (ii) hardware cost, estimated by the combined area of thenpos and nneg PC circuits.

This search process is fully parallelizable and can be conducted at a high level with-
out the need for hardware evaluation. Consequently, the execution time remains well-
constrained, ensuring the scalability of our approximate PCC circuit search. Once the
Pareto analysis is completed, the selected PCC circuits, including both comparators and
approximate PC circuits, are synthesized to assess their actual hardware cost.

Evaluation: We generate 5,841 approximate PCC circuits for our �ve target datasets.
Figure 5.4a presents an area-versus-error analysis for three distinct PCC circuits cus-
tomized for the Arrhythmia dataset. The results reveal signi�cant overlap in designs,
indicating that the approximate PCC circuit design space can be substantially pruned.
This pruning reduces the size of the design space for TNN approximation. Consequently,
we limit the approximate PCC library to 134 circuits across 22 di�erent input sizes.
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Figure 5.4. Trade-o� illustration for three PCC circuits applied to the Arrhythmia
dataset. The circuits are characterized by their sizes(n pos ; n neg ) : black
(45; 39) , purple (47; 30) , and pink (60; 29) .

5.2.4 Approximate TNN Evaluation

The �nal stage of our evolutionary approximation approach utilizes the NSGA-II algo-
rithm to construct a TNN design. This design incorporates components from our PCC
(hidden neurons) and PC (output neurons) circuit libraries. We implement NSGA-II
employing an integer-based representation where each integer corresponds to the index
of an approximate component for a given neuron. Depending on the dataset under ex-
amination, chromosome lengths range from 6 to 19 integers.

Figure 5.5. The progress of evolutionary optimization of the Arrhythmia TNN over 200
generations.

To navigate the design search space, we employ simulated binary crossover with poly-
nomial mutation [132]. The progress in the evolutionary design process for the Arrhyth-
mia TNN (our largest TNN) is shown in Figure 5.5. The algorithm was executed for 200
generations, taking less than 5 minutes to complete, with substantial progress achieved
within the �rst 50 generations.

Figure 5.6 presents the accuracy-versus-area results of our explorations, featuring
designs occupying the Pareto optimal curve. Our �ndings reveal two key points: �rst,
the generated approximate TNN designs can match the accuracy of their exact TNN
counterparts while achieving an average area reduction of 41%; second, if we allow for up
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Figure 5.6. Post-synthesis area-versus-accuracy evaluation for Pareto-optimal approxi-
mate TNNs. The orange points represent the exact TNN circuit.

to a 5% decrease in accuracy compared to the exact TNN, the area savings increase to
an average of 67%.

5.3 Extension to Multi-Bit Neural Networks

The one-bit input approach can be extended to support multi-bit inputs, expanding the
applicability of our approximation methodology. When processing multi-bit inputs, the
popcount circuits in hidden layers must be replaced by adder trees that sumk features,
each represented withn bits. This extension requires modi�cations to both the circuit
architecture and the approximation strategy.

In our ongoing work [133], we have developed approximate neurons using the distance
error metric introduced previously. This metric enables the creation of comprehensive,
neuron-speci�c libraries of approximate implementations tailored to di�erent precision re-
quirements. The assignment of approximate components follows the same multi-objective
optimization approach: multi-bit adder-tree comparators for hidden layers and popcount
circuits for output layers, guided by the NSGA-II algorithm.

The multi-bit extension introduces additional design considerations. First, the com-
plexity of adder trees grows signi�cantly with both the number of inputs and their bit-
width, making approximation more bene�cial for area reduction. Second, the distance
error metric must be adapted to handle the increased input range and arithmetic precision
of multi-bit operations. Third, the optimization space expands considerably, requiring
more sophisticated search strategies to identify optimal trade-o�s.

Figure 5.7 presents the accuracy-area trade-o�s for all solutions explored during the
multi-objective optimization. Each line represents the Pareto front for a speci�c input
precision, demonstrating the relationship between precision, accuracy, and area require-
ments. The framework produces smooth accuracy-area trade-o�s across all precision
levels.
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Figure 5.7. Accuracy-area analysis of approximate TNNs with multi-bit neurons in hid-
den layers. The x-axis shows estimated area, with large circles indicating
exact TNNs for each input precision. Lines connect Pareto-optimal solu-
tions for each precision level.

Supporting multiple input precisions proves essential for populating the accuracy-area
Pareto front e�ectively. The optimal solutions typically employ varying precisions rather
than a single bit-width, indicating that di�erent precision levels serve di�erent points
on the trade-o� curve. The low-cost 1-bit precision rarely dominates across all trade-o�
points, highlighting the value of supporting arbitrary input precision.

The Pendigits dataset illustrates the importance of precision �exibility. With 1-bit
input precision, our framework maintains smooth accuracy-area trade-o�s despite signif-
icant accuracy degradation compared to the exact 1-bit TNN. This dataset represents
the most complex classi�cation task in our evaluation, making it particularly sensitive
to approximation e�ects when limited to 1-bit inputs. The exact 1-bit Pendigits TNN
achieves only 76% accuracy, while the target multi-layer perceptron reaches 94% [13].
This substantial accuracy gap demonstrates that 1-bit precision alone may be insu�cient
for complex datasets, making support for arbitrary input precision necessary rather than
optional.
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5.4 Research Context and Progress over Time

The research on TNNs for printed electronics represents a comprehensive cross-layer ap-
proximation approach that targets specialized neural network architectures for unconven-
tional computing technologies. This work synthesizes several methodological advances
developed within our research group, extending established approximate computing tech-
niques.

5.4.1 Approximate Component Design for Unconventional Technologies

The foundation for this research builds upon the application of CGP in approximate
computing, originally established by Va²í£ek and Sekanina [89]. Our group's subse-
quent development of error-oriented design methodologies [35, 85] provided the theoretical
framework for systematic component approximation. The extension to printed electron-
ics emerged through collaboration with Dr. Georgios Zervakis. Preliminary experiments
demonstrated that CGP-based adders approximation techniques could e�ectively adapt
to the constraints of printed electronics.

5.4.2 Formal Veri�cation and Error Analysis

The integration of formal veri�cation approaches with approximate circuit design rep-
resents a critical methodological advancement. Building upon Assoc. Prof. Zden¥k
Va²í£ek's pioneering work on SAT and BDD-based veri�cation in CGP [134], our joint
research extended these techniques to veri�ability-driven approximation [77, 135]. For
circuits with arithmetic outputs, such as popcount operations, our optimized BDD-based
approaches [78] could be directly applied to enable e�cient error quanti�cation. As dif-
ferent veri�cation techniques have already been proposed in the area of approximate
computing, e.g., [136, 137], their application could also improve the CGP algorithm in
the future.

However, circuits with Boolean outputs, such as the popcount-compare operations,
required specialized error metrics. This challenge was addressed by adapting our distance
metrics originally developed for median �lter approximation [138, 130] and integrating
them with BDD-based formal veri�cation techniques [131]. This combination enabled
accurate characterization of approximation errors for relational circuits while maintaining
computational e�ciency essential for design space exploration.

5.4.3 Automated Component Assignment

The �exibility o�ered by printed electronics technology enables signi�cantly more granular
approximation strategies compared to the layer-wise approaches presented in Chapter 3.
This capability necessitated the development of automated approximation frameworks
that could handle arbitrary accelerator con�gurations. The approach builds upon our
previous AutoAx framework [79], originally developed for image �lter accelerator ap-
proximation, demonstrating the generalizability of evolutionary optimization techniques
across di�erent application domains.

The AutoAx methodology has proven applicable not only to ASIC implementations
but also extends to FPGA-based systems [80], illustrating the platform-independent na-
ture of the optimization approach. Recent advances in machine learning, particularly
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Graph Neural Networks, o�er promising opportunities for enhanced surrogate modeling
of error characteristics and hardware costs [139]. These developments suggest possible
extensions for TNN approximation that could further improve optimization e�ciency and
solution quality.

5.4.4 Future Research Directions

TNN architectures themselves present opportunities for co-optimization, where network
topology and hardware implementation can be jointly optimized. Input permutation
strategies represent another valuable research direction, as the non-commutative nature
of approximate adder trees and popcount circuits creates opportunities to compensate
for approximation errors through intelligent input reordering.

This research also demonstrates the variability of proposed processes and suggests
the application in di�erent non-conventional technologies such as �exible electronics or
quantum computing.

5.5 Contributed Papers

The research presented in this chapter has resulted in several peer-reviewed publications
across di�erent domains of approximation of TNNs and error calculation. The highlighted
works are included in this thesis.
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Conclusions

This research demonstrates that evolutionary optimization represents a powerful and sys-
tematic approach for designing energy-e�cient neural network accelerators through ap-
proximate computing techniques and optimization of their architecture. The methodolo-
gies presented across di�erent network architectures�from convolutional neural networks
to capsule networks and ternary neural networks�consistently show that multi-objective
evolutionary algorithms can e�ectively explore complex design spaces to identify the best
trade-o�s between computational accuracy, energy consumption, and hardware area. The
ALWANN methodology for CNNs, the FEECA framework for CapsNets, and the evolu-
tionary approximation of TNNs all validate that automated optimization can outperform
manual design approaches, achieving signi�cant energy savings while maintaining accept-
able accuracy levels.

The integration of specialized approximate components with evolutionary design space
exploration has proven particularly e�ective for emerging and unconventional computing
technologies. The development of asymmetric approximate multipliers for CNNs and ap-
proximate neurons for printed electronics demonstrates that evolutionary algorithms can
adapt to diverse technological constraints and application requirements. The distance
metric introduced for Boolean-output circuits and the fast BDD-based error calculation
algorithms represent signi�cant methodological contributions that extend beyond neural
network applications. Furthermore, the successful application of printed electronics illus-
trates how evolutionary optimization enables the exploration of entirely new computing
paradigms.

The research establishes a foundation for several promising directions in hardware-
aware neural network design and optimization. Some of these directions have already
been explored in the author's subsequent work not included in this thesis. The demon-
strated application of evolutionary approaches from simple circuits to complex multi-layer
accelerators suggests that these methodologies can accommodate future increases in net-
work complexity and emerging architectural innovations. As neural network architectures
continue to evolve to more advanced structures, such as transformers, and new comput-
ing technologies emerge, the systematic, automated optimization approaches developed
in this work provide essential tools for e�ciently exploring vast design spaces while bal-
ancing multiple competing objectives in resource-constrained environments.





Part II

SELECTED PAPERS





PAPER A

ALWANN: Automatic Layer-Wise
Approximation of Deep Neural
Network Accelerators without

Retraining

MRÁZEK, V.; VA’ÍƒEK, Z.; SEKANINA, L.; HANIF, M.; SHAFIQUE,
M.

In Proceedings of the IEEE/ACM International Conference on Computer-Aided Design.
Denver: Institute of Electrical and Electronics Engineers, 2019. p. 1-8. ISBN: ISBN:
978-1-7281-2350-9.

Author's contribution: In this paper, submitted during my post-doc visit at TU Wien,
I introduced the concept of automated evolutionary approximation for neural networks. I
implemented the core algorithm and developed the �rst CPU-based simulation framework
for approximate components in neural networks. I conducted a comprehensive evaluation
of the results and made substantial contributions to the manuscript writing.

DOI: 10.1109/ICCAD45719.2019.8942068



Paper A

64 Evolutionary Optimization of Neural Network Accelerators



Paper A

Evolutionary Optimization of Neural Network Accelerators 65



Paper A

66 Evolutionary Optimization of Neural Network Accelerators



Paper A

Evolutionary Optimization of Neural Network Accelerators 67



Paper A

68 Evolutionary Optimization of Neural Network Accelerators



Paper A

Evolutionary Optimization of Neural Network Accelerators 69



Paper A

70 Evolutionary Optimization of Neural Network Accelerators



Paper A

Evolutionary Optimization of Neural Network Accelerators 71





PAPER B

Libraries of Approximate Circuits:
Automated Design and Application

in CNN Accelerators

MRÁZEK, V.; SEKANINA, L.; VA’ÍƒEK, Z.

IEEE Journal on Emerging and Selected Topics in Circuits and Systems, 2020, vol. 10,
no. 4, p. 406-418. ISSN: 2156-3357.

Author's contribution: In this paper, I extended our team's previous work to incor-
porate multi-bit approximate components. I was responsible for both the implementation
of this extension and the comprehensive evaluation of its performance.

DOI: 10.1109/JETCAS.2020.3032495



Paper B

74 Evolutionary Optimization of Neural Network Accelerators



Paper B

Evolutionary Optimization of Neural Network Accelerators 75



Paper B

76 Evolutionary Optimization of Neural Network Accelerators



Paper B

Evolutionary Optimization of Neural Network Accelerators 77



Paper B

78 Evolutionary Optimization of Neural Network Accelerators



Paper B

Evolutionary Optimization of Neural Network Accelerators 79



Paper B

80 Evolutionary Optimization of Neural Network Accelerators



Paper B

Evolutionary Optimization of Neural Network Accelerators 81




	I COMMENTARY
	Introduction
	Motivation
	Open Problems
	Thesis Structure

	Backgrounds and methodological overview
	Hardware Accelerators for Neural Network Inference
	Architectures
	Spatial architectures
	Inference optimization techniques

	Evolutionary Design Space Exploration
	Alternative Exploration Approaches
	Neural Architecture Search
	Evolutionary Algorithms for Hardware Design
	Evolutionary optimization in DNN hardware accelerators

	The Proposed Methodology
	Problem Encoding and Representation
	Multi-Objective Search Algorithm Selection
	Accuracy Evaluation Strategies
	Hardware Parameter Evaluation
	Statistical Validation
	Comparative Analysis and Baseline Establishment


	Approximate Hardware Accelerators of NNs
	ALWANN: Assignment of Approximate Multipliers
	Methodology
	Evaluation and Experiments
	Overall Results

	Design of Specialized Circuits
	Design Methodology Using Cartesian Genetic Programming
	Evaluation and experiments
	Application in ResNet Neural Networks

	Neural Architecture Search Integration
	Research Context and Progress over Time
	Early Foundations and Component Design
	System-Level Integration and Simulation Tools
	Neural Architecture Search Integration
	Hardware Validation and Energy Modeling
	Future Research Directions

	Contributed Papers

	Capsule Neural Networks Accelerator Optimization
	Capsule Neural Networks
	Architecture
	CapsAcc Accelerator

	Accelerator Optimization
	Generic CapsNet Accelerator
	Design Space Exploration
	Experiments and Evaluation

	Memory Subsystem
	Architectural Modification of Memory Subsystems
	Methodology for DSE of Scratchpad Memories
	Experiments and Evaluation

	Neural Architecture Search
	Research Context and Progress over Time
	Error Resilience Analysis
	Hardware and Architecture Optimization
	Integration and Cross-Layer Optimization
	Future Research Directions

	Contributed Papers

	Ternary Neural Networks Approximation
	Ternary Neural Networks
	One-Bit Input Ternary Neural Networks
	Proposed Approximation Methodology
	Approximate Popcount Circuits
	Approximate Popcount-compare Circuits
	Approximate TNN Evaluation

	Extension to Multi-Bit Neural Networks
	Research Context and Progress over Time
	Approximate Component Design
	Formal Verification and Error Analysis
	Automated Component Assignment
	Future Research Directions

	Contributed Papers

	Conclusions

	II SELECTED PAPERS
	ALWANN: Approximation of DNNs
	Libraries of Approximate Circuits
	Evolutionary Approximation and Neural Architecture Search
	FEECA: DSE for CapsNet Accelerators
	DESCNet: Developing Memories for CapsNet Hardware
	NASCaps: Framework for NAS to optimize CapsNets
	Evolutionary Approximation of Printed TNNS
	BDD-based Approximation Error Metrics Calculations

	Bibliography

